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.« —A)E: D docstring FHRATEHSE, JHER griffe XHYE L

- WEMME: BEE IR, ENMEFCERBZERMETIASAE: XE— AN TRIREIEXD)
B AL Nk B, EREEINKIE=A—(1) fHLEH TR AT LKL griffe RBTR
BRNELZSH, XEF kernel docstring EAZEZ RN (2) HoE bt
row_ks/row_ke. cu_seqglen_ks/cu_seglen_ke #N5B start/end & X B9fCE, tBRIFE9HR S
R &5 18 X IENRIRAT; (3) EF(ERE Cl FI8 griffe BERAN T HHREN,
PASRAN ruff LNERAL SRR RVAE B, &FRXQBITRITH, TUELBEA PR,

THHES BAL

SHHLR B XA T B st Em I /TiER &, PR body 188 griffe UREKE L AR Args: &
B, &3 row_ks/row_ke: XEEHLLKITRE: No type or annotation for parameter '
row_ks/row_ke' 5 Parameter 'row_ks/row_ke' does not appear in the function signature,
EREEFREE API XHEBI—NRBEEDN row_ks/row ke & B, mEIEHN row ks,

row_ke RfiBE%A X1, 1EEWBAAREZ all five reported sites”, sMn
vlim/_custom_ops.py ¥ “the same defect (not reported only because that page does not
currently surface it) 8 a/b/c/group_scale_strides,

LI AE

1. ZTEMREESADO: B PR Rk Python docstring XA, A bR $TIER, EI
FEEATA. BESK serving BENPHE, KEIAOMEZZXAGEEE L
vlim/model_executor/kernels/attention/dsa/sparse_maqa_logits.py (+14/-6) .
vllm/_custom_ops.py (+8/-2) . viim/utils/deep_gemm.py (+3/-1) o

2. B MQA Ril&E (4 Nba, HJEEREENERSE)
candidate_blocks_to_sparse_indices By row_ks/row_ke: 38k row_ks: (K range start,
FH1RE paged BIZME zeros"BIAE) 5 row ke: (K range end, 3385 row ks E—24
#r&) ; sparse_maqa_logits_prefill_chunk REIB3FHF cu_seqglen_ks/cu_seglen _ke: 5§
sparse_indices/end/col_indices: (JFEITIBELH|FEE
candidate_blocks_to_sparse_indices 5 sparse_topk_remap) ;
sparse_mqa_logits_paged_decode #FF sparse_indices/end/col_indices:, IHFDFE B
AT, FEIMFEBEFRARBEZANIEXERMN T HR (start § end @FFK)



3. Cutlass W4A8 44H GEMM: vlim/_custom_ops.py B9 cutlass_ w4a8 moe_mm R H—
7] “Strides describing the memory layout of the input tensors.” #3R @A strides, ¥,
XA a_strides—a_tensors. b_strides—b_tensors. c_strides—out_tensors.
group_scale_strides—b_group_scales, IEEHIE input tensors ZB|BMREFX L, &
THIMISCR R ER .

4. DeepGEMM RE Tk3E: viim/utils/deep_gemm.py B
get_sparse_maa_logits_metadata 18 cu_seqglen_ks/cu_seqlen_ke: /RS, &BH*LE
shape [num_q_tokens]. dtype int32 5 K range start/end X, 5&#IKN
use_unaligned_ks=True BT R ULEAMRIFEIE,

5. MREEERE: & PRIZAMIR. schema KERBKFY, XESEHN—KEIRF &K XY
FREXKR, BIFRIRE# T Test Plan: mkdocs build before/after 3 grep HXAEIR,
sERHIA sparse_mqa_logits.py. utils/deep_gemm.py. _custom_ops.py ~E=4E
griffe 4 pre-commit R X LA, 1EE WA ABRAER TN, EAX
docstring 7 T RERS e 4t H B4R & o

R

« vllm/model_executor/kernels/attention/dsa/sparse_maqa_logits.py (3R #HESEEA; £
B source; EA documentation; &5 candidate_blocks_to_sparse_indices,
sparse_maqa_logits_prefill_chunk, sparse_maqa_logits_paged_decode) : & PR Kahix&E
TR (+14/-6) , HAT 4 RABHIEHH Args KB, BE 5 NELIR griffe s a9
By 4 A, F R DeepSeek #EL MQA K3 &8 prefill § paged decode FZ&EEZ,

» vlim/_custom_ops.py (13t BEXE-F; 3K5H| source; EA documentation; fF5
cutlass_w4a8 moe_mm) : BE PR HHNLI. (BRI EIRWE 6 NEILERFE:
cutlass_w4a8 _moe_mm B a/b/c/group_scale_strides &H & BRIFRTEE, FIRAEIE
“‘input tensors” XA SR E R BAZF X,

« vlim/utils/deep_gemm.py (#3k WNIZIRAE; 25| source; ER documentation; F5
get_sparse_mqa_logits_metadata) : #F% get_sparse_mqa_logits_metadata By
cu_seglen_ks/cu_seglen_ke &# %8B, & 5 MNBELIR griffe shaz—; K RA +3/-1
, [BEEERE DeepGEMM BRG] 28 oA IEHE: 1 B9 AL wT 33214

X5 candidate_blocks_to_sparse_indices, sparse_maqa_logits_prefill_chunk,
sparse_maqa_logits_paged_decode, cutlass_w4a8_moe_mm,
get_sparse_maqa_logits_metadata

KR F B]

vliim/model_executor/kernels/attention/dsa/sparse_maga_logits.py

A PR R ERETH XM (+14/-6) , HHT 4 RHTEFHE Args B, BEZ 5 MNB LR
griffe sEE T HY 4 /N, P X DeepSeek W MQA K3 8 prefill 5 paged decode FEE

4R
To

# vllm/model_executor/kernels/attention/dsa/sparse_maqa_logits.py (BX3h/E)

# LB &S Args BEASIE ““row_ks/row_ke: ", griffe WR$E 4 R E A TE
# 8L, BIAXMEHEELEKRITRE — BEiL "No type or annotation for

# parameter 'row_ks/row_ke'", X% "does not appear in the function



# signature"; HREEFHHXRLZHE—MISEK, MEIEHN row_ks § row_ke
# DR AL, MAEFK AR, RARA (paged BZfE zeros. 4455 sparse
# kernel —3K) RIFEME, ANSTRHABEFFHREEN start / end 27,
# B —XHEH sparse_maga_logits_prefill_chunk 5 sparse_maga_logits_paged_decode
# T BAEBIES (cu_seqlen_ks/cu_seglen_ke. sparse_indices/end/col_indices)
def candidate_blocks_to_sparse_indices(
candidate_blocks: torch.Tensor,
row_ks: torch.Tensor,
row_ke: torch.Tensor,
candidate_block_size: int,
sparse_block_kv: int,
out: tupleftorch.Tensor, torch.Tensor] | None = None,
) -> tuple[torch.Tensor, torch.Tensor]:
"""Expand request-local candidate blocks into DeepGEMM sparse block ids.

Args:

candidate_blocks: [rows, K] int32 request-local candidate block ids
(-1 padded), in units of ~“candidate_block_size " positions. K
must be a power of two (the in-kernel sort); rows may be strided.

row_ks: [rows] int32 per-row K range start; bounds are in the same
(packed-workspace) coordinates the sparse kernel iterates over.
Pass zeros for the paged path, whose blocks are context-relative.

row_ke: [rows] int32 per-row K range end, in the same coordinates as
““row_ks .

candidate_block_size: Positions per candidate block.

sparse_block_kv: Positions per sparse block (8 or 16).

out: Optional ~“(sparse_indices, end)” " buffers to write into,
shaped [rows, K * ratio] and [rows], both int32.

Returns:

sparse_indices: [rows, K * ratio] int32 block ids for DeepGEMM,
sorted ascending per row with the valid prefix first (unique in
production, where candidates are unique) and the remaining slots
repeating the last valid block (the kernel's padding convention).
With the unaligned-ks variant, block ~"i" " starts at
"7 * sparse_block_kv + ks % sparse_block_kv

end: [rows] int32 count of valid sparse-token columns; valid columns
always form a prefix because the block ids are sorted.

# REAE—ITHRIK: IR E IR row_ks / row_ke, XHSIHFLFREMEBITIRIEA,
rows, num_candidates = candidate_blocks.shape
ratio = candidate_block_size // sparse_block_kv
assert ratio * sparse_block_kv == candidate_block_size and ratio in (1, 2), (
candidate_block_size,
sparse_block_kv,

)

vlim/_custom_ops.py



B2 PR BHILI. (BERELEIRIE 6 NEILERFE: cutlass_w4a8_moe_mm B
a/b/c/group_scale_strides &3 BEIFRHEE, FHIMEIE input tensors”iXa) & ¥R % 3|
BT,

# vlim/ custom_ops.py —— cutlass_w4a8_moe_mm() By Args B& (&s01/5)
# JRZ&B R ““alb/c/group_scale_strides:™ ", REHZLBERARAXNEE,

# Iﬁbﬁﬁﬂi'ﬁ sparse_mqa_logits.py 2R griffe KX EE, EEE PR
# body BEi#tBAXAE T “the same defect”, RERANZXAATE Y FIRAE
# surface BB LR IR BEHNFIMREZ: RAESMHEY “Strides describing
# the memory layout of the input tensors” 3% 52 AFA stride & B X H
# WX, Ho c_strides BAATE M out_tensors. group_scale_strides &M
# b_group_scales, EFRAATNFRERR,
problem_sizes:
Per-expert (M, N, K) GEMM sizes used by the grouped GEMM launcher.
a_strides:
Strides describing the memory layout of a_tensors.
b_strides:
Strides describing the memory layout of b_tensors.
c_strides:
Strides describing the memory layout of out_tensors.
group_scale_strides:
Strides describing the memory layout of b_group_scales.
maybe_schedule:
Optional override to choose a specific kernel or epilogue schedule.

Returns:

out_tensors updated in-place with the dequantized INT4xFP8 grouped GEMM result.

BATREEARE: 14 NESBIRRINFEL Y% CUTLASS WAAS EF,

return torch.ops._C.cutlass_w4a8_moe_mm(

out_tensors,

a_tensors,

b_tensors,

a_scales,

b_scales,

b_group_scales,

b_group_size,

expert_offsets,

problem_sizes,

a_strides,

b_strides,

c_strides,

group_scale_strides,

maybe_schedule,

)
viim/utils/deep_gemm.py

¥4 get_sparse_mqga_logits_metadata B cu_seglen_ks/cu_seglen_ke ©3#%H, & 5™
B griffe sihzZz—; RN RA +3/-1, BEEFERE DeepGEMM B R 3| BB T HIEFE O M



SAS T

# vllm/utils/deep_gemm.py (2XE1)5)
# J& docstring B4E ~“cu_seqlen_ks/cu_seglen_ke:"" (PR ¥ 5 NELiRELAZ—)
# /O EHMEEZ B L "K range start bounds" / "K range end bounds", 5#IX
# “unaligned-ks variant & cu_seqglen_ks % sparse_block_kv == 0 B+iRAL A
# aligned TR BIRERRIF—ER, REIEBKRK), HEZESE use_unaligned_ks=True,
# BERAAATBERE—K host 3wREF,
def get_sparse_maqa_logits_metadata(
cu_seqlen_ks: torch.Tensor,
cu_seqglen_ke: torch.Tensor,
num_kv_tokens: int,
sparse_kv_block_indices: torch.Tensor,
gk_dtype: torch.dtype,
sparse_block_kv: int,
) -> torch.Tensor:
"""Build scheduling metadata for “fp8_fp4_sparse_mqa_logits™.

Always uses the unaligned-ks variant, which degenerates to the aligned

variant when "~ “cu_seqglen_ks % sparse_block_kv == , so callers never

need a host-side sync to pick one.

Args:
cu_seqglen_ks: Per-row K range start bounds in the packed KV
workspace, shape [num_g_tokens], dtype int32.
cu_seqglen_ke: Per-row K range end bounds in the packed KV workspace,
shape [num_g_tokens], dtype int32.
num_kv_tokens: Total KV tokens in the packed workspace.
sparse_kv_block_indices: Per-row candidate block ids, shape
[num_g_tokens, num_max_sparse_blocks], dtype int32. Each row's
valid prefix must be sorted ascending (repeats are tolerated but
wasteful); pad by repeating the last valid block. Block ~7i™"
covers tokens
“*[i * sparse_block_kv + ks % sparse_block_kv, ...)"".
gk_dtype: dtype of the packed Q values (" “torch.int8 " for MXFP4,
““torch.float8_e4m3fn™" for FP8).
sparse_block_kv: Tokens per sparse block, 8 or 16.
_lazy_init()
if _get_sparse_mqa_logits_metadata_impl is None:
return _missing()
return _get_sparse_maqa_logits_metadata_impl(
cu_seglen_ks,
cu_seqglen_ke,
num_kv_tokens,
sparse_kv_block_indices,
gk_dtype,
sparse_block_kv,
use_unaligned_ks=True,



)
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AR PR JLIEFRHFEEF ARSI, WHFRAMEKICE: claude[bot] #BAZ PR KB fork. Ba1TH
WA “%i73F DarklLight1337 B3 APPROVED B R B X Fi¥it, EFEMSEERN L 2
YEZEZE PR body PAHENM AW : E—FEF LD gh pr list —search "griffe docstring”
RiRE #51342, BEHMBKHE benchmarks/ F—ANE%S%%, ERFEEESE T/F;, H=
ETASRO——ruff BRDRA NN EFHRXMEE, S DOC102 (
docstring-extraneous-parameter) BRASIE XHEEAR. ELERE NS, ExEEHRkT
a/b: XAPIESEARRAE, T RBPESEAE Z —F R ANE DOCT10T AN IEK.

« B lint MNEBFTEH SEE K (testing): HINB T TRBEREAIB D, A PR RMAT
B8, RFHE lint AN Cl KE; RERMEEEMTREFEIIIA.
o XAYRTERAIE A NS W BkiY BE0IE® (documentation): IE® A IAT 4l docstring R
SESMAAT R RO HIRT, RARA A TEMEBEIFE, KREIEMEKRE AN
- BEHIAR S BA griffe #% PR E& (other): AL EE %), BECEHEZ 5 MELR
35S0 _custom_ops.py By 1 &R ZEERFA,

R 5 B

« RS BEARNBERL: BKeh£eI%E docstring FFE N, cutlass_w4a8_moe_mm,
get_sparse_mqa_logits_metadata. candidate_blocks_to_sparse_indices RN E L.
W S5AAMFERTN, FAEER)T. HEERKZeEYH, TEZEEENAEA=A: —EYE
JIRE A ERE, ¥ PR body BYER ruff ESRAMN GEEBMTEH 5., DOC102 &F
preview BB AEESRIRTF, EUbFEIXBRIGRER TR ENGIAN, REEATIS CI FHY
griffe HEEXIN,; —EXREBNR, HOEHFEFT start/end FEBXWER, FE4
SHEBXZAMSIEREY, XH5ERNEZEXRRT, LHEHE sparse_mqga_logits_prefill_c
hunk #“row_ks £ zeros for the paged path"XEBERIZAE; =2 X4 HEME,
sparse_mqa_logits.py FTTERY DeepSeek TR ABAZTIAMATEIRORS (nHrg
KV-only #ARZK PR) , @iXAKsNE/N, EE5RRXBZERMNIFITHALX, N6
FELTEXNEHPE,

« B RREREAXALE: FiE APL SRR P A EEEIAREE R row_ks. row_ke.
cu_seglen_ks. cu_seqglen_ke. sparse_indices. end. col_indices. A strides &% 8
BEIEE, MAR—AMBENEHE,; ORI S EERABRY griffe B4, XEniTe,
REVERE. BfF & AAREME B, NRMRKMEETHAL T B NSEE Args: P11
SNRRETHI BB AE, HIRERAT Cutlass WAAS 5 DeepGEMM Jo¥kdEHE 0 By =i
{3

« RFSFRE: XFMSERES] , TEIFEMHEY)T , ERRZXGZ PR

KRR EE

« PR #56441 [Perf][DSpark] Add KV-only context insertion across V4.1 cache formats:
& DeepSeek #EEE S (DSA / sparse indexer) B&42: % PR Bk



vlim/models/deepseek_v41/nvidia/dspark.py 5 fused KV AN, §5AFRMBIE
docstring B4 sparse_maqa_logits.py SCESERIEFH FHE —F A%, LR IZ U RS R
YEIFIFELE,

« PR #55358 [Refactor] [GLM-5.3-Flash] Move sparse_attn_indexer_kpool into the
model folder and split AMD/NVIDIA: E#=Z sparse indexer %251 (kpool &3|8E3E
NER B FRFHFoEH) . SR PR XREINFRRIIBEXEBTR—FKEL RESNK
BRIZAR R B O AL HAME R 2 fAh

« PR #55912 [Doc] Show how to get Responses prompt token IDs: [&—BtE]E O A # XX
PR ER# PR, WA OEAEEPEE RS APL IRBCERMERIEL, A PR BXEX
KB IR PR AE WX docstring A ZE (e,



