PR #57050 &R LE

vlim-project/vlim
[Bugfix] Fix incorrect Mamba block allocation estimate that prevents request admission
&¥Btla: 2026-09-16 15:23

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/57050
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, FEANSHEERAR—EHEOR; 3) INRE MEES TN Skiis, 2HER
2 block accounting BB AR, ZXERINF: %F PR body HWEMZ RS Stall
3R, BHE MambaManager.get_num_blocks_to_allocate BEREIMES min(), &EEH
MR AT S8 E R allocated_block_reqs H#li&E checkpoint 375, B4 R *t
partial hit + checkpoint ZB&. num_prefill_checkpoint_blocks > 1 5R[E
hash_block_size N Z 53 BE, & review FHIA #53614 BE N E EVIRIR,

Th RES EAL

PR body BABZAH T & EAERE E IR Kimi K3 ERRINE KV Hi% (Mooncake) kel
BELEN, KIERESWIELENI Tget stuck in the waiting queue forever, causing entire
system to stalll o & EME|EAEE Mamba B3RS EE AL E R K
get_num_blocks_to_allocate, F#8H3iX [potentially a regression caused by
https://github.com/vlim-project/vlim/pull/53614] . EM4A 8 x B300 L1
--max-model-len 1048576, --enable-prefix-caching. MooncakeStoreConnector BohiR%

. B3 M KEBERBEESEAM GPU KV cache BEXF—EXK,

LI AE

1. ZEADO: vlim/vl/core/single_type_kv_cache_manager.py By
MambaManager.get_num_blocks _to_allocate, ZFREkFE R ARES AN EA A
——apply_admission_cap=True B ZREFZAENE TN dry-run & (R5
self. checkpoints) , apply_admission _cap=False REBELZARANGEE (B
self._checkpoints) . FHEIAR —BRHBEEZE, AGEERESEERERRKETHK
HENo

2. BfkELA X [HREEE num_new_blocks > 0 BT if not (checkpoint_block and
blocks_allocated): num_new_blocks = 1 + int(has_partial_hit) + checkpoint_block; if

not blocks_allocated: num_new_blocks += self.num_speculative_blocks, ¥iEX B£
¥AB (blocks_allocated=True) B AXKEEE checkpoint (checkpoint_block=1) Bf,



NEEMERR, EBEEWHBIE, num_new blocks {R83% token HEHSFHNRWE X
IM ERTRAEKT) , TREREZNEERMIER, TREANAHZE A% HKAIE
Yo —IRRTOEES, W KTAREBDE K.

3. Bk L RRET: FARADAEME physical_block cap = 1 + int(has_partial_hit) +
checkpoint_block, B¥E not blocks_allocated or checkpoint_block B hn
self.num_speculative_blocks (MTP/EAGLE EfRASME) , & num_new_blocks =
min(num_new_blocks, physical_block_cap), iBXM [LHLGEE] TK [ EFRAR]
B3 {E checkpoint + EAEXLRMEE R, R REEEE/NRER B,
checkpoint X MAE%—1it N speculative blocks, 5 allocate_new blocks B
num_required_blocks = cdiv(num_tokens, block_size) + num_speculative_blocks 042
XF5Fo

4. RFF dry-run BIERRRE: apply admission_cap R REBEH ETE self. checkpoints (
ANEERBFTRRS) , ERBPRHEITE, NRRIE DEAGE] § ToR&E] &
¥ELESE,

5. MERBLE: tests/vl/core/test_single_type_kv_cache_manager.py #r3
test_mamba_checkpoint_admission_matches_allocation, A
MambaSpec(num_prefill_checkpoint_blocks=1, prefill_checkpoint_alignment=64,
mamba_cache_mode="align") 5§ BlockPool(hum_gpu_blocks=2048,
hash_block_size=128) #3&3g5, M —%% computed_tokens=23040 HELZHEILTEK
# N _allocated_block_regs, BXtEt admission_estimate (apply_admission_cap=True)
. allocation_estimate (False) 5 allocate_new _blocks JEBISZN free_before -
free_after, Z¥LA block_size € {896, 1536} x num_speculative_blocks € {0, 1,
4} x prompt_tokens € {25121, 704547} 3£ 12 2B, PR body #BHIZMIRIE main £ &K,
EAS XA,

6. B R K& RIAE mamba_cache _mode == "align" B num_new_blocks > 0 BFAZK,

Sgm full attention / sliding window / chunked local attention & Hfth manager, #FR
%2 HE align &=, (F super().allocate_new_blocks 3#Z&Mn speculative 3&) 8947 A,

REEF:

« vlim/v1/core/single_type_kv_cache_manager.py (¥R 3RABLE; K5 source; EH
core-logic; 5 MambaManager.get_num_blocks_to_allocate,
MambaManager.allocate_new_blocks) : #ZWEE &
MambaManager.get_num_blocks_to_allocate 7 align XTI [£G4BER] BREEK
A physical_block_cap & + min() &b, BEFEREKIFERETEIENRI],

. tests/v1/core/test_single_type_kv_cache_manager.py ({3 B TMR; K7 test; XA
test-coverage; 5 test_mamba_checkpoint_admission_matches_allocation, estimate)
- I ETNIR test._mamba_checkpoint_admission_matches_allocation, B 12 A5%k
WEENEHE. FRAEESENAMBIR=EEE, € EESLE—K BEATHITE
rEE,

XS MambaManager.get_num_blocks_to_allocate,

MambaManager.allocate_new_blocks, MambaManager._needs_internal_checkpoint,
MambaManager._has_partial_local_hit, test_mamba_checkpoint_admission_matches_allo



cation, estimate

KR Fr B]

viim/v1/core/single_type_kv_cache_manager.py

BB E & MambaManager.get_num_blocks_to_allocate 7 align &= T I&H4BER)
PRAEHE KA physical_block_cap E&F + min() &, BEEREKIFERKETREIIEANEIT,

# vllm/v1/core/single_type_kv_cache_manager.py
# MambaManager.get_num_blocks_to_allocate —— align X4 % (PR#57050 &£ 5 HHA)

has_partial_hit = (
self._has_partial_local_hit(new_computed_blocks, num_local_computed_tokens)
or request_id in self._partial_hit_regs

)

if has_partial_hit:
# AB R e PE, FOMRE 1 MNREABRG P state

num_new_blocks = max(num_new_blocks, 0) + 1

checkpoint_position = get_mamba_prefill_checkpoint_position(
num_tokens,
self.block_pool.hash_block_size,
self.drop_eagle_checkpoint_block,
)
if not self._needs_internal_checkpoint(
request_id,
total_computed_tokens,
num_tokens,
checkpoint_position,

checkpoint_position = 0
checkpoint_block = int(checkpoint_position > 0)

if not apply_admission_cap:
# REAEENDERERAE checkpoints; EAMBY dry-run A= £ BIEA,
# EMERR—EHEEE, KRiE DEANGER == S EMEH]
if checkpoint_position > 0:
checkpoint_idx = cdiv(hum_tokens, self.block_size) - 2
self._checkpoints[request_id] = (checkpoint_position, checkpoint_idx)
else:
self._checkpoints.pop(request_id, None)

if num_new_blocks > 0:
blocks_allocated = request_id in self._allocated_block_regs
# IR EFR: HEDRASIR + partial hit 3k + A% checkpoint
physical_block_cap = 1 + int(has_partial_hit) + checkpoint_block
# BRAE, HAREHE checkpoint B, FEH MTP/EAGLE BHERRSTNER;
# |HSZILIE B blocks_allocated and checkpoint_block BBkt T X ERRE,
# 1% num_new_blocks fR#F%Z token ML KARIBME (IM BERTEAHTHR) |



# ERPCENEITKAIESL. EKIE in waiting FAF
if not blocks_allocated or checkpoint_block:
physical_block_cap += self.num_speculative_blocks
# XEMEE: A min() RERARMARXGES,
# BAeEME GBEEAIR) , A ENIRBEER B R

num_new_blocks = min(num_new_blocks, physical_block_cap)

num_evictable_computed_blocks = self._get num_evictable_blocks(new_computed_blocks)
return num_new_blocks + num_evictable_computed_blocks

# 2% 042: allocate_new_blocks 7 align #R FHIZFRER CEBHAHLAE Z over-estimate)
# num_required_blocks = cdiv(num_tokens, self.block_size) + self.num_speculative_blocks

tests/v1/core/test_single_type kv_cache_manager.py

3G EYIMIR test_mamba_checkpoint_admission_matches_allocation, F 12 A5k
AENERE., 2RAEFEESDNRSFHK=EHE, £ EESLE—K BAATHITHARE,

# tests/v1/core/test_single_type_kv_cache_manager.py
@pytest.mark.parametrize("block_size", [896, 1536])
@pytest.mark.parametrize("num_speculative_blocks", [0, 1, 4])
@pytest.mark.parametrize("prompt_tokens", [25121, 704547])
def test_mamba_checkpoint_admission_matches_allocation(
block_size, num_speculative_blocks, prompt_tokens
"""Checkpoint admission must match the subsequent physical allocation."""
spec = MambaSpec(
block_size=block_size,
shapes=((1, 1),),
dtypes=(torch.float32,),
mamba_cache_mode="align",
num_speculative_blocks=num_speculative_blocks,
num_prefill_checkpoint_blocks=1,
prefill_checkpoint_alignment=64,
)
pool = BlockPool(num_gpu_blocks=2048, enable_caching=True, hash_block_size=128)
manager = MambaManager(
spec,
block_pool=pool,
enable_caching=True,
kv_cache_group_id=0,
scheduler_block_size=block_size,
)
request_id = "prefill"
computed_tokens = 23040

def estimate(num_tokens, total_computed_tokens, apply_admission_cap):
# A— P RBERIVEEANGEES 2 BEEEANA G,
# apply_admission_cap=True &7 dry-run (RE _checkpoints)



return manager.get_num_blocks_to_allocate(
request_id=request_id,
num_tokens=num_tokens,
new_computed_blocks=[],
total_computed_tokens=total_computed_tokens,
num_local_computed_tokens=total_computed_tokens,
num_tokens_main_model=num_tokens,
apply_admission_cap=apply_admission_cap,

# EE—WESHE, 1HERFAN _allocated_block_reqs —— £ blocks_allocated=True
estimate(computed_tokens, 0, False)

manager.allocate_new_blocks(request_id, computed_tokens, computed_tokens)

assert request_id in manager._allocated_block_reqgs

# AR BEFARBEENZE checkpoint, ERE BB BBERN D X
admission_estimate = estimate(prompt_tokens, computed_tokens, True)
allocation_estimate = estimate(prompt_tokens, computed_tokens, False)
assert request_id in manager._checkpoints

free_before = pool.get_num_free_blocks()
manager.allocate_new_blocks(request_id, prompt_tokens, prompt_tokens)
allocated = free_before - pool.get_num_free_blocks()

#ARE: AN == DEMAEH == EXLEHNRE

assert admission_estimate == allocation_estimate == allocated
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F RN X BT R,
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« PR #55055 [BugFix][Model Runner V2][Spec Decode] Fix decode instance's
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