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reasoning; A getattr MIEBMEE, ®EIBAR SDK 5K&F reasoning R T L LR
KA None,
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# vllm/entrypoints/cli/openai.py
# “vlim chat™ BIORNER R ARKDEFEXE, ARE
# OpenAl REMRN delta BIRITENR| L35, RAIT TTFT 5 TPS,
def print_chat_stream(stream, stats: bool = False) -> str:
# output R EIIEX content, thinking XAF &3 NREME,
# ANZHREREERSEER N B LR EEAER,
output: str = ""
# in_reasoning ALK Y RIET AT <think> BENA,
#OREFRAN L RS, BRRSEEHEZ,
in_reasoning: bool = False
start: float = time.perf_counter()
ttft: float | None = None
completion_tokens: int = 0
for chunk in stream:
# usage AE R HIAERE— (3K allow_usage FRIFHEA) chunk,
if chunk.usage is not None:
completion_tokens = chunk.usage.completion_tokens
if not chunk.choices:
continue
delta = chunk.choices[0].delta
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# A getattr WK T AB % IBAR SDK S/ F B AttributeError,
reasoning = getattr(delta, "reasoning", None) or getattr(
delta, "reasoning_content", None
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if ttft is None and (reasoning or delta.content):
ttft = time.perf_counter() - start
if reasoning:
if not in_reasoning:
# RERE BRI IBBTEI — R AR %,
print("<think>", flush=True)
in_reasoning = True
print(reasoning, end="", flush=True)
if delta.content:
if in_reasoning:
# EXHIABMKREREZLR, —NRAEREHFEMRE,
print("\n</think>", flush=True)
in_reasoning = False
output += delta.content
print(delta.content, end="", flush=True)
if in_reasoning:
#REBEZHRLER (Flin max_tokens #HR) HBEFERE,
# TN E T RAAB <think> &%,
print("\n</think>", end="", flush=True)
print()
if stats:
_print_metrics(start, ttft, completion_tokens)
return output
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