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@pytest.mark.skip_global_cleanup
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from vlim.v1.worker.gpu.spec_decode.dspark import utils as dspark_utils
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target_embedding = nn.Embedding(100, 8)
draft_embedding = nn.Embedding(99, 8)
target_model = SimpleNamespace(model=SimpleNamespace(embed_tokens=target_embedding)
)
draft_model = SimpleNamespace(
model=SimpleNamespace(embed_tokens=draft_embedding),
has_own_embed_tokens=False,
)
draft_model_config = SimpleNamespace(
hf_config=SimpleNamespace(model_type="gwen3"),
get_vocab_size=Mock(return_value=99),
)
vlim_config = SimpleNamespace(
speculative_config=SimpleNamespace(
draft_model_config=draft_model_config,
draft_parallel_config=SimpleNamespace(tensor_parallel_size=1),
attention_backend=None,
kv_cache_dtype=None,
),
# ARBENEE—IT: IBIXERE SimpleNamespace(tensor_parallel_size=1),
# i #56387 2 /5 DSpark 8y _get_dspark_parallel_config &4 432 EX
# enable_eplb. eplb_config. enable_elastic_ep SFE&, RFEFK
# H200 / MI300 Model Executor CI #aE M LK ;
# A ES ParallelConfig() /&, fixture ¥4 5 4 =8l B BAREF—3K
parallel_config=ParallelConfig(),
attention_config=SimpleNamespace(backend=None),
cache_config=SimpleNamespace(),



load_config=SimpleNamespace(),
model_config=SimpleNamespace(get_vocab_size=Mock(return_value=100)),

)

def fake_replace(config, **changes):
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values = vars(config).copy()
values.update(changes)
return SimpleNamespace(**values)
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