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MTRE

« —4)i&: HiSparse #E#28 B ah#MT attention BRE, REEES

 EESE: RAMEBEIR, THREXR, EERFITTRARAERD: —2IE
HiSparseConnector #LA HiSparse TheEB B —FZKJR (single source of truth) , H
has_connector HEEAIEXEMRTEERENZRE,;, —REAREMNELIFHRAMEEEN
AE, XEREHEK LK REEMAABRABERN, MiRXIT standalone / multi-connector /
pd-decode =FEZE BRSNS E EH(ES/S 2,

THRES B

BEEESEBTA: BA HiSparse EEZRNE —kv-transfer-config & --attention-config FA&t
FrR2, m --attention-config '{"hisparse_config":{}}' 4= L R (E({s 8. PR body FA
HafeH 'The empty {} carries no information — configuring the connector already
implies HiSparse, and hisparse_config without the connector is rejected at startup
anyway' (hisparse/layout.py:78 SIE4TEREE M hisparse_config) . BRAREZEREER
B E HiSparse Bt R EX G b MEARFEE, HoP—45E2 e LLE shifE,
—attention-config M RARE AL AR,

TR

1. ZEAB: vllm/config/vlim.py B VlIImConfig.__post_init__ A%, &
_maybe_override_dynamic_sd_cudagraph_mode() Z/&. BtA HiSparse IR Z RFTIE
— /NEAFHERTIR; FEB import A M .attention 3| A HiSparseConfig 223,

2. WAL @A KVTransferConfig.has_connector("HiSparseConnector") H|RriEiEsE 2
LTOERE, R ENEEEERS MultiConnector FIEERHARR MR ES
standalone / multi-connector / pd-decode ZFMHA) » Y& MER
attention_config.hisparse_config is None B, 3E% HiSparseConfig() BRIASZI, fE
—kv-transfer-config #XhBI = 2 A HiSparse,

3. BERM%&: #EE{XE hisparse_config A None B#4T, B4 --attention-config B A%
ANBAR S (40 device_buffer_size) RAaWBEE, X5FE docstring ¥ 'set it
explicitly only to tune its fields' B93E X —2K,

4, RIGIRE . HITRREBRARERZ A, EIb3E CUDA. FK&HAT. ARRD LT XFH4T. 3E

index_topk A FHROEXN B IR ERRREMEL, FEBRIAER ST IE,



5. B2E&a: vlim/config/attention.py E#1 hisparse_config FE docstring TtEAH#ERTIE X
: tests/test_config.py $7¥¢ 4 NS / MR, BEEMAER. EXERERYE. I
CUDA 4., TXREEB AL WEMITA, MIRFER B NEAN SchedulerConfig Bkt
HMA Bahteisk, # %S NEEELXRTERF &6 HIFHN attention ¥ &,

R

« vlim/config/vlim.py (13t @F/EE; K7 source; A dependency-wiring; 5
VlimConfig.post_init) : T EFFAE: VlImConfig._ _post_init__ F3E#EkTR, R1E
KVTransferConfig.has_connector("HiSparseConnector") B s13& % HiSparseConfig(),
F B AR Z BT, RE HiSparse 2EWRNEH.

. tests/test_config.py (#i3k BLEM; K7 test; ER test-coverage; &
test_hisparse_connector_implies_attention_config,
test_hisparse_connector_preserves_explicit_attention_config,
test_hisparse_connector_without_cuda_still_rejected,
test_no_hisparse_connector_keeps_attention_config_unset) : #3E 4 MNNRPUEFAT
A B¥AAEZ standalone / multi-connector / pd-decode = fh3E1 B B ShIERT.
B R attention_config 28. I CUDA 133 IE4. T3 38 b & T,

« vlim/config/attention.py (#3% FREAEE; 7 source; A documentation; F5
AttentionConfig) : B #7 AttentionConfig.hisparse_config FE docstring, BAFAE T A
HiSparseConnector #k, ENRERXA T RLHINEX, BTRANRATE,

XEFE: VIimConfig.post_init, test_hisparse_connector_implies_attention_config,
test_hisparse_connector_preserves_explicit_attention_config,
test_hisparse_connector_without_cuda_still_rejected,
test_no_hisparse_connector_keeps_attention_config_unset

RPERAD B

vlim/config/vlim.py

BAOT B VliimConfig. post_init_ ¥3GIEdrk, RiE
KVTransferConfig.has_connector("HiSparseConnector") Bah3E % HiSparseConfig(), FiX
EFARERIRZ A, RZE HiSparse B2E#HIaNEH.

# B2E T HiSparseConnector (E#EHKZ MultiConnector) BIRAEE
# HiSparse, iXE Bahth LERIABY hisparse_config, WA EE(E
# 23T £ —-attention-config '{"hisparse_config":{}}',
# {XZE hisparse_config A None FBEZR, B REANNALSEK
# (40 device_buffer_size) ZAEZMER, FSWEE.
if (

self.attention_config.hisparse_config is None

and self.kv_transfer_config is not None

and self.kv_transfer_config.has_connector("HiSparseConnector")

self.attention_config.hisparse_config = HiSparseConfig()

# MMTIRAL T BRAREIRZ AT, EITEa CUDA / RAKEIHAT /



# RS | T SOHAT / index_topk BREFHAIREE X B shiE KT
# RFEAER, FERINER ML RIE,
if self.attention_config.hisparse_config is hot None:
if not current_platform.is_cudal():
raise ValueError("HiSparse currently requires NVIDIA CUDA.")
if self.parallel_config.pipeline_parallel_size > 1:
raise ValueError("HiSparse does not support pipeline parallelism.")
if self.parallel_config.decode_context_parallel_size > 1:
raise ValueError("HiSparse does not support decode context parallelism.")
if self.model_config is not None and not hasattr(
self.model_config.hf_config, "index_topk"

raise ValueError(
"HiSparse is only supported for DSA models with index_topk."
)

tests/test_config.py

i 4 ANERBUEFITA: SHWEZE standalone / multi-connector / pd-decode =#h3i%#E
BRSHE R, E N attention_configfRB. IECUDAMMEIELE, ToRIEH I AL HRT,

@pytest.mark.parametrize(
"kv_transfer_config",
[
#3%= 1: EHBEFER HiSparseConnector, N EIREA HiSparse
KVTransferConfig(
kv_connector="HiSparseConnector",
kv_role="kv_both",
kv_connector_extra_config={"host_pool_gib": 128},
),
# & 2: NIXL P/D fA&SMIE R %, HiSparseConnector 14
# MultiConnector B)-F3&E#E, REANE has_connector iR
KVTransferConfig(
kv_connector="MultiConnector",
kv_role="kv_consumer",
kv_connector_extra_config={
"connectors": [
{"kv_connector": "NixIConnector", "kv_role": "kv_consumer"},

{

"kv_connector": "HiSparseConnector",

"kv_role": "kv_both",

"kv_connector_extra_config": {"host_pool_gib": 128},
}

1,

ids=["standalone", "pd-decode"],

)

def test_hisparse_connector_implies_attention_config(monkeypatch, kv_transfer_config):



# Bk HMA BNk R SAEERE, #AMiET & RmiFHN
# attention ¥ &, AEMETNRIFEF R H
monkeypatch.setattr(current_platform, "is_cuda", lambda: True)
monkeypatch.setattr("vlim.config.vliim.HAS_TRITON", True)
config = VlimConfig(
kv_transfer_config=kv_transfer_config,
scheduler_config=SchedulerConfig(
max_model_len=2048,
is_encoder_decoder=False,
disable_hybrid_kv_cache_manager=False,
),
)
# RENIRE attention_config B, T H ERIA HiSparseConfig
assert isinstance(config.attention_config.hisparse_config, HiSparseConfig)
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1. 2BEREANDZE: VimConfig._ post_init_ ZFiASIEBHNE—BELR S,
REB/IMBIEXEERIZ L & has_connector R ¥ #REM MultiConnector ELE b,
KPR RS, MIRAREBERERERA.

2. FaRATAZ L. BEIHFE ' BE HiSparseConnector {ERED attention_config' Bfas
KA (HiSparse REUE) ; WEKBEHEE, FHFTAHE CUDA / PP/ DCP #iiE,
BASKHHIRE, XEEA PR BENAER, EXFERERTAZE

3. IRBEEREBASNAE X . HM 2T EMZ 2K has_connector X MultiConnector Fi%
BBRNB)IN,; FRKREZRIMETENREZEBRE, HEITTRERRER (
hisparse_config f&#F None) , &M A HiSparse R4 KM IER

4. XHRRFEH: PR REH HiSparse A G RBl64, P REFRIH XA R B E R
NEE (BEENR) . - ®: AFM: NIXL P/D #3578 HiSparse RREAHE
EFE _attention-config '{"hisparse_config":{}}', —-kv-transfer-config —%B.E Bl 2
H, DX BRE k& ; FEEIAM device_buffer_size. eager_host_mirror B9 {5 3E T



—-attention-config EREA. RAAM: MAEEERNMEIHERT, TimfTHR. MHEERNGER
ma, FIRAMI: Mistral AER HiSparse SREBRART @M, vLLM MIjE 4L o] BR 3t R/ 25 XA R
Bl, BUSEE/N. RREM, - RS @REEADTE , RABRETAT , 1K

has_connector &MiE X
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+ PR #56825 [Bugfix][SparseMLA] Fix piecewise cudagraph capture crash in index
group: [EJ& HiSparse ZhkE%, 50 vlim/vi/hisparse/runtime.py 5 index_group.py,

Z HiSparse BATHRTAE MBS ; K PR MMBELE AN D&M HiSparse BH, WEXREDD
HiSparse £ME = A,

« PR #55879 [Bugfix] [Attention] Stabilize sparse-MLA DCP for GLM PCP evals: ##i
MLA 5 DCP A&faE B E, 5 HiSparse RBRHREIENESHERERE R

R o
« PR #56969 [Bugfix] Prevent out-of-bounds access in FlashInfer SM90 sparse MLA
mixed batches: R AMEL MLA E3mfa EMHEE, AIFFER MLA / HiSparse LA TE &
BE255%RAEKEMNE.



