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[Bugfix] [HiSparse] Preserve per-layer offsets in KV cache bindings
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« —4)iE: 18£8 HiSparse BE KV B%, XETHEYHEwmE

- WESNME: BRI, BEARKERA 15 1T, BIERTHELE (packed allocation) 375
T byte offset it HEZHEH; PR BIARERIEA A1 (IREEANREEIIE commit L H
XEL. curl Z/NEI. 28 GSMSK + nightly FEIIHE) MAIEEMERHESE bug FE
BEYENX, EE%F bind_hisparse_kv_caches By tensor_configs #SEH, UK
nightly #E 8 source_file_dependencies &X1ts

THRES B

issue #57019 (GLM-5.2 sparse MLA + HiSparse host-resident KV) M%E—A decode
BT & token noise, 1EE R curl /NEIMHIA: REBEREZAN ' (isis'] .istsististig...' §
Ak, BEBMBTIRES, PR body EAMRERE #53781 51 A8 KV bindings EZEH#=E
AN ERZRERYE, AR ((IREIBREREK, 64 B GSMBK 0/64) iEBRZERIES
NELZELAK. REANTRE, FRER #56158 89 host-mirror replay J&Jh3z & KERAZ,
BRES TIE,

SRR

1. BIERBEE BB E) ¢ viim/vl/hisparse/binding.py B bind_hisparse_kv_caches #
, tensor_configs FH#M {name: tensor_config} BXA {name: (tensor_config,
byte offset)}, FIHA enumerate(tensor_config.layers) ERHEERE RS, EEITE
tensor_config.offset + layer_index * tensor_config.layer_stride, XE&E xE:
HiSparse ¥ % B3 ®#tE—k GPU 2N, SREXFHVRELOMNEMEDS K,

2. resident 5 hot MY EH—H: resident 2% cache_handle.bind _cache(...) 5 hot
A% cache_handle.runtime.bind_hot_cache(...) 8 byte offset Z¥kERk A B X KR E |
RERZ, AN XHERAR—ERBZEITE, R resident § hot BHFER—¥EERE L
N7 EENAR MR (data_ptr & stride ) RFARAE,

3. #713% Nightly BEMEREAR: F3E tests/evals/gsm8k/configs/GLM-5.2-NVFP4-HiSparse.
yaml, ¥8ZEEL nvidia/GLM-5.2-NVFP4 &XE. --tensor-parallel-size 4.
—kv-cache-dtype bfloat16. --enforce-eager. 32 GiB host pool, & 1,319 &.
5-shot. 90% ¥ E KA (tolerance: 0.0 RAAVFKEN) ; request timeout seconds:
1800 R ABMHEAIER (600 HERAMEE KA 60 MR RER) .

2y



4. CI e 3EN: .buildkite/test_areas/Im_eval.yam| #3& Im-eval-hisparse-nightly-4xb200
(4 & B200. 60 2%h#8Ef. optional: true) , source_file_dependencies B2
vlim/v1/hisparse/. HiSparse connector. MLA jGin. #BFUEENE. worker 5
hisparse_kernels.cu, fXEKshBaifh & EY3; tests/evals/gsm8k/configs/models-hispar
se.txt —fTHE M HTEE X1F,

5. BF5 BARE: AR (RE 0136df94b0 fRAMIEREK) 7 TP4/BF16/eager T 64
B 0/64; BEEAM 4xB300 28 94.39% (1,245/1,319) . & invalid answers.
594.9 #5%8; 30 A HiSparse SEEAMIRE 2 A spill/prefix-restore MiRiEiF, PR BH
BRI METTNER, WARELAFEA spill BREZ,

R

« vlim/v1/hisparse/binding.py (183 Z&F4FE; EA| source; A core-logic; &5
bind_hisparse_kv_caches) : ZWMEE X, £2K bind_hisparse_kv_caches, RAIT&H
RNE—EBITEELFVRYE, BEEE KV BX,

. tests/evals/gsm8k/configs/GLM-5.2-NVFP4-HiSparse.yam| (#3k {ENBEE ; 25| test;
KA test-coverage) : I nightly ¥FEFIFEE, HEINKERI|IRIIUE HiSparse B E
, 28 1,319 . 90% HEE 1%,

« .buildkite/test_areas/Im_eval.yaml (i3 CI BE2&; 25| config; LA configuration) :
H13E Im-eval-hisparse-nightly-4xb200 CI £k, {£ HiSparse 8% 2K50 B shfi & nightly
KR EA,

. tests/evals/gsm8k/configs/models-hisparse.txt (1R MRFE; 25| docs; LR
documentation) : —{TECE X%|%k, @ GSM8K harness JEMt#T nightly ECE.,

*$455: bind_hisparse_kv_caches

RERED R B

tests/evals/gsm8k/configs/GLM-5.2-NVFP4-HiSparse.yaml

38 nightly ¥HESFIPERE, AELRXEMRIIRIIE HiSparse BE, 8 1,319 . 90% %
L

# Nightly HiSparse #E 1 : ARSI ERIHIEERRBMEE,
# 28 1,319 . 5-shot. 90% FEIIM; AH 4xB300 LM 94.39%.
model_name: "nvidia/GLM-5.2-NVFP4"
accuracy_threshold: 0.90
tolerance: 0.0
num_questions: 1319
num_fewshot: 5
max_tokens: 256
max_concurrency: 32
# 600 BERMEBEL 60 NEEFNERAER, HAEEN AN
request_timeout_seconds: 1800
startup_max_wait_seconds: 1200
server_args: >-
--tensor-parallel-size 4
--max-model-len 8192



--max-num-seqs 32
—-max-num-batched-tokens 4096
--enforce-eager
--kv-cache-dtype bfloat16
—attention-config '{"hisparse_config":{}}'
—kv-transfer-config '{"kv_connector":"HiSparseConnector","kv_role":"kv_both","kv_connector_
extra_config":{"host_pool_gib":32}}'
env:
VLLM_USE_V2_MODEL_RUNNER: "1"
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« JTISIERAIA: issue #57019 £ simon-veitner-redhat i "LGTM, validated locally on
a diverse set of prompts additional to above tests", BEAEZEMRZIMIET £ prompt
YRS IR,

« AN NickLucche H¥: APPROVED, 4#2 0 £ review i¥i6; claude[bot] & fork
PR B review AR, R”EBHFHEN,

« Cl X REFIIZE: FR /ci run 3% github-actions[bot] Y "This PR is N commits
behind upstream main" 45, {EE X merge main (commit 801ea761. ¢9395974)
Ja k& Buildkite CI #89153,

« Al 3Bh# & PR body BAHEEH OpenAl Codex 55 7iRE., S2I. BII5HRRE, A
KREXEARETHFESHIEL, KT RMMEAZRAEER,

« A% prompt JILIIE (testing): BEIRF issue MEE WML, BEERA,

« Cl 2% RFI1Z (other): EEFR merge main ERZF 3K, B="kit% Buildkite
CI #89153,

- Al HBISZHAKEE (other): DUEBRKE A N5Ek Al HBhIME, NickLucche APPROVED
RAFZEZ,
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 WERBERVIARFE: BOERFHEFIE bind_hisparse_kv_caches, & KVCacheConfig flll
offset B layer_stride & XZt, TR WELE; PR RIS EZEE R ITENE TN
R, RAETTENTNHRE S A 2EEAE RN,

c BEXFRTELEIE: PR body BA#E "Accuracy parity remains unverified", Rt
HiSparse disabled 61/64 5 fixed 59/64 BEZF B KRVAR, HFA& HiSparse R
BB T X PR S HIZR R R,

« spill RERBERE: AXEAERNE "This does not establish memory-pressure
spill coverage", BMEEAREZET host pool #ANRENEER B £37588 TI0NR,

« CI RBRFFEY: #HE nightly /EfE A 4xB200 ESZARE, BEARIC optional: true, 14& A
K GPU &8 3R, KH source_file_dependencies fitk, ZFIRFEMIXBEEZERF
PP R R



« MERFEZEEE . AH pytest B RemoteOpenAlServer._get_gpu_memory_used B4
¥ NVML &35|ifmdE CUDA_VISIBLE_DEVICES BR&tE 3K teardown k&, BNIR E2E ]
B, FEAX PR 5l A,

« AFPM: 188 GLM-5.2 Mg MLA BRI E HiSparse host-resident KV T&EA
decode BR#HELAD A 8RR, curl EIMAEE T N R4S ; FrA B A HiSparse +
HiSparseConnector BIERZ 14535,

« A% binding.py & HiSparse KV #{EBy"HE— A O, KBRS resident 5§ hot REZ%
FOENYEEMITE, TEARTHARREERREE, LERITEHREBBANERNL
A offset + 0, TARE,

« EIBAM|: #3E nightly BE P4 (Im-eval-hisparse-nightly-4xb200) 73 HiSparse f& 4t
kernel § attention BRehiRHEBEHEIIES; PR " ANE + 21PN " RIEA A RE

A=IN=N"=—1
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©Ml: .buildkite/test_areas/Im_eval.yam@in—ANe34Edl, R 0k B BIZ,

» RFRARIE: AOHERZEE , ROBEETNR |, spill FRAELTHES  BENTFRE
SIIE , ASURE Cl FFHAK
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« PR #53781 (PR body &8 faulty bindings 5| A&, Ar@kiRM) : PR body FAHA '
the faulty bindings were introduced by #53781', AXZRERmIESE IEEXH BT
IF,

« PR #56158 (PR body &% host-mirror replay 1% T4E, ArEURIZM) : /EE N
#57019 TREHIA #56158 LM B XKEERZ, SARBERELELR.

« PR #55879 [Bugfix] [Attention] Stabilize sparse-MLA DCP for GLM PCP evals: BE—#&
B MLA/GLM ZhRE&RIFRE MM E, RJB HiSparse £, B#ES GLM eval F=&,

« PR #56969 [Bugfix] Prevent out-of-bounds access in FlashIlnfer SM30 sparse MLA

mixed batches: gl MLA G3iT ANy B — b RE B, RBZINAEEARIEATE S bugfix
5nE#A,



