PR #56985 SE&IiRLE

vlim-project/vlim
[Bugfix] [CPU] Add per-tensor FP8 W8A16 kernel to fix Ministral crash on CPU
&3FAtlE]: 2026-09-16 15:49

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56985

PAITHRE

- —A)iE: ¥ CPU EIKE FP8 W8A16 WX, 185 Ministral #3%

- EEME: EEEE, AHENE CPU #ESEMABNIAER, EAXEZRITRE:
(1) B expand(1, num_k_blocks) & H#E 3R scale k& ALk AMX AR BEF K5
R, 3XZI block-scaled HEFZE| per-tensor HRTHELEER; (2)
process_weights_after_loading # [K, N] = [N, K] WIREEAMBE, T/ RT
Fp8LinearMethod 5 CPU AMX E-FZ [B|WIFa5RIERY, (E(T#HHE CPU FP8 WAER &
ALIZ; (3) can_implement 5034 N % 32 1= 0 BOFFHIRR1T, AL —K
TANAZER, PR NERFIA: FBEARZE CPU 2 kEFPFHRAEEET Y MEL
BIE AMX B812, BRI AMX B 2F 5 CI #9 CPU MLEAEREARZ

THRES B

PR body BA#$E i : PerTensorTorchFP8ScaledMMLinearKernel & ¥ BtmE— =] B B
per-tensor FP8 CPU W%, BRA A XIF AMX 8y CPU IEffiES, SNk fp8 EHM
PixtralForConditionalGeneration (41 Ministral-3-8B-Instruct-2512) Bt EIEmA . FE
ERIERZEEREHE CPU CI R & flaky (Buildkite #89028. #89045) , XIMEHES
fixture ERERE EIHEAMAE, URIORELZEH offline—online EiRMKARL, TEIT
XFA CL [ — 5, 2K MTP smoke AN ZEA Qwen/Qwen3.5-0.8B-Base B
video preprocessor_config.json 1B size.longest_edge #AZ| chat checkpoint 894 9.3
f&, 1 warmup &£ 114,688 token I mAATMEMmMIE 16,384 token WWEBTHE, £ CPU
LR ML, EXL 800s BIMAILEIE,

TR

1. #3 CPU per-tensor FP8 W8A16 W#%: ¥ vlim/model_executor/kernels/linear/scaled
_mm/cpu.py F5| N _BLOCK_SIZE K = 128 ‘& (X csrc/cpu/sgl-kernels/gemm.h
t AMX RZEZ K 23R) #1 CPUFp8PerTensorScaledMMLinearKernel(FP8ScaledMML
inearKernel), XTRIRFFIE T FP8ScaledMMLinearKernel B9& N, is_supported X =38
IIHE: CPU F&. torch.cpu._is_amx_tile_supported() (Sapphire Rapids & & #) .
ops._supports_cpu_fp8_w8alb, can_implement R#ES per-tensor BIARE 5¥0E scale.
bf16/fp32 %, FERIEL N % 32 1= 0, #EH% AMX tinygemm B N [ 32 3R IR
FRE RS AR,



2. RES scale WA process_weights_after_loading & Fp8LinearMethod A
torch._scaled_mm A EAEEFH [K, N] REEEE [N, K] 3 contiguous(), BE
torch.ops._C.convert_weight_packed it VNNI F3T®,; RE/SEIRE per-tensor scale &
3t reshape(()).expand(1, num_k_blocks) & AR (1, ceil(K/128)) B4 block scale,
£ fp8_scaled_mm_cpu FTARFEA, BUEMAMK FP8 B/ (WBAT6) .
apply_weights X [self. block_size_n, BLOCK_SIZE K] 7EA block shape REF,
apply_scaled_mm 58t& CPUFp8BlockScaledMMKernel &3 —3% B Ei
NotImplementedError, FRLE—HINZEZIMAZ,

3. R FSEME S H: viim/model_executor/kernels/linear/__init__.py &3 AAZIER|
_POSSIBLE_FP8_KERNELS[PlatformEnum.CPU] | k&AL, hEeTF
PerTensorTorchFP8ScaledMMLinearKernel 5
ChannelWiseTorchFP8ScaledMMLinearKernel, MifikZE AMX CPU P& per-tensor
FP8 EHEFFLE R viim/model_executor/kernels/linear/scaled_mm/__init__.py RV 7
BAE5 _adl__ #EHIZE, RIFEK API —3K.

4. MERBLE: tests/kernels/quantization/test_cpu_fp8 scaled_mm.py ¥
quantize_weight_per_tensor_fp8. ref fp8_per_tensor_scaled_mm BWANS% 52,
test_cpu_fp8_per_tensor_scaled_mm_kernel 5% kernel K2 (3% ME{1,64},
N,KE{(32,64),(5120,5120)}. B bias) , FFH layer.weight TME AR [K, N] 89 XNE 7]
BENMEH-EMBE; test_cpu_fp8_per_tensor_kernel_rejects_non_multiple_of 32_n 3
E NE{16,48} # can_implement 3E48, XATRERETEIEIRE
torch.cpu._is_amx_tile_supported() Bkid5F 2, PR body 12X iZ X 80 passed,

5. Cl &£ .buildkite/scripts/hardware_ci/run-cpu-test.sh
OFFLINE_RETRY_PATTERN # B H Cannot find any model weights with, VAILEL
default_loader.py EREB B R RA config. BRANREXHFEEAEER RuntimeError;
EB45 docker run 3&40 -v ~/.cache/vlim:/root/.cache/vlim, iL%FE
VLLM_ASSETS_CACHE (~/.cache/vlim/assets) #
VideoAsset/ImageAsset/AudioAsset fixture AR R A G RALE RS TNMARIRE,

6. e2e MIRERI B tests/vl/e2e/test_cpu_spec_decode.py 3 MTP smoke B
Qwen/Qwen3.5-0.8B-Base XA Qwen/Qwen3.5-0.8B, %FF -Base B video
preprocessor ECE AR & I AN warmup, B TNERTEETHIRE, RkZH= 1k
MIN_ACCEPTANCE_LEN = 1.5,

R

« vlim/model_executor/kernels/linear/scaled_mm/cpu.py ({&E3r E4LR#; FEF| source;
KA core-logic; &5 CPUFp8PerTensorScaledMMLinearKernel, is_supported,
can_implement, process_weights_after_loading) : #73¥
CPUFp8PerTensorScaledMMLinearKernel ZAXEE 894 48 per-tensor FP8 A E MR
B EEA AMX SREBAEF, FIEMAIE K, N] = [N, K] OREHAREAS N FE 32 &
BEFELIFLE,

. tests/kernels/quantization/test_cpu_fp8_scaled_mm.py (#E3k EAMIR; 27| test; £
A test-coverage; &5 quantize_weight_per_tensor_fp8,
ref fp8 per_tensor_scaled_mm, test_cpu_fp&_per_tensor_scaled_mm_kernel,



test_cpu_fp8 per_tensor_kernel_rejects_non_multiple_of 32 n) : ¥73% per-tensorFP8
SELINERIBHAENR, ETIIBEREHARBSERZF N I 32 FEHNIELRZ; R
PR AMX BT 5P 1,

« vlim/model_executor/kernels/linear/__init__.py (13 RAZOEM; 25| source; LR
data-contract; %5 _POSSIBLE_FP8_KERNELS) : B3 W EM 3
_POSSIBLE_FP8 _KERNELS[PlatformEnum.CPU] B9 &L, RZE AMX CPU L per-tensor
FP8 MDIRER, EARITAXREREEAKRNAE,

. .buildkite/scripts/hardware_ci/run-cpu-test.sh (#3k ¥2BIA; 25| infra; LR
infrastructure; 55 OFFLINE_RETRY_PATTERN, run_test) : CPU Cl WFREE . ¥
7t OFFLINE_RETRY_PATTERN LAIEEL default_loader.py B9 BER RuntimeError, it
# ~/.cache/vlim UIFAMZ R fixture,

« vllm/model_executor/kernels/linear/scaled_mm/__init__.py (i3 NZFH; H£5|
source; 2£# data-contract) : ERESEANE all T EH
CPUFp8PerTensorScaledMMLinearKernel, RiELQJ&k&AINERE| A =T AEHT o

. tests/v1/e2e/test_cpu_spec_decode.py (iR HENMARAL; K7 test; KA test-coverage
. 5 SMOKE_CONFIGS) : 3 MTP smoke MR checkpoint AA Qwen3.5-0.8B-Base
¥ X 3E Base iRA, #i#E -Base By video preprocessor EZE S EAVE A warmup,

*HE/F5 . CPUFp8PerTensorScaledMMLinearKernel.is_supported,
CPUFp8PerTensorScaledMMLinearKernel.can_implement,
CPUFp8PerTensorScaledMMLinearKernel.process_weights_after_loading,
CPUFp8PerTensorScaledMMLinearKernel.apply_weights,
CPUFp8PerTensorScaledMMLinearKernel.apply_scaled_mm,
quantize_weight_per_tensor_fp8, ref_fp&8_per_tensor_scaled_mm,
test_cpu_fp8_per_tensor_scaled_mm_kernel, test cpu_fp8 _per tensor_kernel rejects_no
n_multiple_of _32_n, run_test

KELRAD B

vliim/model_executor/kernels/linear/scaled_mm/cpu.py

13 CPUFp8PerTensorScaledMMLinearKernel Z4%15 8 8#%:%: 38 per-tensor FP8 X &
BLETE|BEA AMX SR BIE T, FIRHBIE [K, N] — [N, K] REHEZAS N 3E 32 1%
by NERZR 18
# csrc/cpu/sgl-kernels/gemm.h # BLOCK_K BYER{E: AMX RAEEZH K MOk
_BLOCK_SIZE K =128

class CPUFp8PerTensorScaledMMLinearKernel(FP8ScaledMMLinearKernel):
" EF AMX BRGEMM 8y CPU FP8 W8A16 per-tensor GEMM,

STIERR: £ RASREMME AMX R fp8_scaled_mm_cpu, IBIFE per-tensor
scale PR3 MR B EMEWENR, BEILEUEEBLRE BF16/FP32,
I FP8 BUE BN —XIER TS PerTensorTorchFP8ScaledMMLinearKernel By%5# £ &,



@classmethod
def is_supported(cls, compute_capability: int | None = None) -> tuple[bool, str | None]:
# =31 CPU F&. AMX tile #84% (Sapphire Rapids X B #) .
# X libtorch stable B2 ERAT fp8_scaled_mm_cpu ¥ BEF
if not current_platform.is_cpu():
return False, "requires CPU platform."
if not torch.cpu._is_amx_tile_supported():
return False, "requires AMX tile support (Sapphire Rapids or newer)."
if not ops._supports_cpu_fp&8_w8alb:
return False, "fp8_scaled_mm_cpu op not available."
return True, None

@classmethod
def can_implement(cls, c: FP8ScaledMMLinearLayerConfig) -> tuple[bool, str | None]:
# HIA per-tensor IARE scale 530& scale, #iHBAXZFF bf16/fp32
if not c.weight_quant_key.scale.group_shape.is_per_tensor():
return False, "requires a per-tensor weight scale."
if not c.activation_quant_key.scale.group_shape.is_per_tensor():
return False, "requires a per-tensor activation scale."
if c.out_dtype not in (torch.bfloat16, torch.float32):
return False, "Only bfloat16/float32 output dtype supported.”
n = c.weight_shape[0]
ifn% 32 1=0:
# AMX tinygemm X 32 REAIY) N 4, BILFE 32 B RIIERIE;
# X BIRAES, BB XAHBNSREIETNTBRL
return False, f'requires weight output dim (N={n}) to be a multiple of 32."
return True, None

def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
w_hame, w_s_name, _, _ = self.layer_param_names
# Fp8LinearMethod SIERERE K (K, N) (torch._scaled_mm BHAE) ,
# i convert_weight_packed 5 fp8_scaled_mm_cpu #AZ (N, K),
# k2 CUDA nn.Linear Mi& checkpoint BYREFR R, FridkitE K,
weight = getattr(layer, w_name).t().contiguous()
n, k = weight.shape

# VNNI #3378, B4k apply_weights KL is_vnni=True AR E T

packed_weight = torch.ops._C.convert_weight_packed(weight)
replace_parameter(layer, w_name, torch.nn.Parameter(packed_weight, requires_grad=
False))

# AR E per-tensor scale &K B3R block scale, 4k (1, num_k_blocks),

# XKt fp8_scaled_mm_cpu TLEAETERENBEIEI/EAN WBA16 BR12E H

weight_scale = getattr(layer, w_s_name)

self._block_size n = -(-n // 32) * 32 # 1 LB EF| 32 BfZ3K

num_k_blocks = -(-k // _BLOCK_SIZE_K)

block_scale = weight_scale.reshape(()).expand(1, num_k_blocks).contiguous()
replace_parameter(layer, w_s_name, torch.nn.Parameter(block_scale, requires_grad=
False))



def apply_weights(self, layer, x: torch.Tensor, bias: torch.Tensor | None = None) -> torch.
Tensor:

w_name, w_s_name, _, _ = self.layer_param_names

weight = getattr(layer, w_name)

weight_scale = getattr(layer, w_s_name)

# 3D R EMALRFERK 2D it GEMM, ERBIRE R batch £
x_2d = x.reshape(-1, x.shape[-1]) if x.dim() > 2 else x
out = torch.ops._C.fp8_scaled_mm_cpu(

x_2d,

weight,

weight_scale,

[self._block_size_n, BLOCK_SIZE K], # &R Ik: N 28 %, K1Nig 128 4k

bias,

x.dtype,

True, # is_vnni: XEBE&E process_weights_after_loading F#FTH
)

return out.reshape(x.shape[:-1] + (out.size(-1),)) if x.dim() > 2 else out

def apply_scaled_mm(self, *, A, B, out_dtype, As, Bs, bias, output_shape) -> torch.Tensor:
# EEBRTEREWAR, TR, 5 CPUFp8BlockScaledMMKernel BIBEA £41E —3K
raise NotImplementedError(
"CPUFp8PerTensorScaledMMLinearKernel overrides apply_weights directly."

)
AT K

A PR JILEFRARREAHIITHFEREE: claude[bot] B PR KB fork HiEFE A EGTHEREA
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jikunshang B APPROVED, IEXAZE. KEITHW; 8 & comment £3E /cirun 5§

github-actions[bot] BRSER, EIEMZIHRE RAARIAREFEF commit message B

Bl A ER [ERKER scale]l MARKEF. ARSI process_weights_after_loading

B K, N] %M [N, K. UEATEE can_implement IRBIEXIE 32 £3589 N, CI I8y
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A ER) , BTAEITENHELE LTIEREN,

- fork PR BB HFWEM, ATIFFLIEX (other): RAZSLHL. REHMBES Cl Kap
HREFITHEAREZNEIEE RAAEIH, FHRERIM TR EMTRBKF,

« Cl ik EX 45 X5 upstream main 522 R (other): £M>X merge main /&, Buildkite
CI #89100 & commit 81162a7 L&3hfk, Cl IIEREER,

- CPU CI R £ flaky BREZL: BAERKME S SHEHT RFAML (testing): U
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1. IRIRERE BRI MERIIK . #HTAAZBIRE _POSSIBLE_FP8_KERNELS[PlatformEn
um.CPU] B9 &AL, Ew%kEFFA AMX CPU LB per-tensor FP8 B &K AX LR,
B can_implement SMELR, (EZBEAZNWATRITA (BEEH
PerTensorTorchFP8ScaledMMLinearKernel IE#E %) FF REA#, BT CPU #HEFI
ZRITATE; PR RMME T HERES AL L IR,

2. AMX BEMEA R FTHE2EREIR : is_supported {K#i torch.cpu._is_amx_tile_supported()
5 ops._supports_cpu_fp8_w8a16, I AMX S KmiIFZE T CPU EH4aREIH
89 Torch per-tensor WA%; XRIKRBAFLBANKEEZSR, AP TENER R RESF
ERE [ MR,

3. MER S FTIEREIRZ AMX BEkiT : tests/kernels/quantization/test_cpu_fp8_scaled_m
m.py TRERFIEEY torch.cpu._is_amx_tile_supported() SF E&itJRA B block-scaled A
MR (test_cpu_fp8_scaled_mm) 7EIE AMX HL28_EBAERWIUKE, ZFREHRT R
AT EZSERE, FEEZERBRXRK,

4. ZHPRSFENIRBL: apply_weights {K#i process_weights_after_loading #5178 RE
B self._block_size_n, FXELMIZERRBN SRR PUTIZA X, S AttributeError
HREBRAIHEN T RE, BOBENMEHEBEE,

5. Cl LB RENEIVEA: OFFLINE_RETRY _PATTERN ¥ Cannot find any model
weights with K7 online Eidfi&E, ELEZFHER (METHRATE) WZRBLS
WEMNEIREE; IMER ~/.cache/viim KIEZAER fixture £ CI EKHEAIEHE, WY
S IKH fixture NEREF N EEZFNERER,

6. WHBEMMNK: ROAREERE RELIEX APPROVED BIERT&H#, BIEEARA
& merged_by, SRV HEARER, - Fm: XAP: BEE AMX IRE&E CPU (
Sapphire Rapids X E#7) LARKRT fp8 &t Ministral/Pixtral ZAFER 69H0E 5 5,
WEZBRRHRE CPU MBS TAM,; RNENE AMX BRGEMM B FP8 BUEELL,
W8A16 BEATHALLAE Torch SZIE R, {BEAR PR REEHEELHE, KETEEMH. XA
%: REEE CPU Gin FP8 WAREEFINTF, ®'HFTA per-tensor FP8 () CPU IR
2, JE AMX BRBH fp8_scaled_mm_cpu BIFFERERIBITH. FEIPBA /CL: .
buildkite/scripts/hardware_ci/run-cpu-test.sh k41t CPU CI 8 offline B E
BRHWPERE. BROTENBENERS SESHTELETH, B CPUCI & flaky X5
#0t; tests/v1/e2eltest_cpu_spec_decode.py By checkpoint 2 HEI4E PR MTP
smoke £ 800s BYFSMIIBILTTEH. - RFeARi: CPU FP8 QR AREE , AMX &
BRAZEEAR |, MR XHHTE AMX 2/ Bk |, BOOFTHEATEF |, Cl BXRER TR |
To vk ae B A R

KERBKZ

« PR #53674 [Bugfix][ROCm] Fix MiniMax-M3 fused MXFP8 block scale: FJ&“JE CUDA
JEim B REANE B —5%: ROCm & & fused MXFP8 block scale T4k EYTM R
, 5AR%EA CPU M per-tensor FP8 W8A16 MALFF RN B B BE— 3K

« PR #53940 [ROCm][Kimi-K3] Enable a4w4 flydsl kernels for KimiK3: E#fZ3& envs/
AREZBLENEARBIESENEHRETANZ, TEANBEBARENEMEE
_POSSIBLE_FP8 KERNELS HifE %t %E %,



« PR #56096 [XPU] Route to fused_gk_rmsnorm_rope_gate triton kernel: [& X “F & A%
PR BRAN: XPU BRI E|RLE triton NAZRFMEREIRE: B RoR— /MR SO, AREN
B CPU @ REREMEAFNZ, AEEHRALIKEET SR XBITT A

« PR #56351 [CI][ROCm] Add opt-in TheRock builds for AMD CI: EJ& .buildkite A%
B9 C1 AR, 5AKEX run-cpu-test.sh HBEXERER 5 EFHEHRBETK
CPU/AMD B£3H4T8Y CI faE Mk,



