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[Perf][Kernel] Integrate Mega-mHC from DeepGEMM for DeepSeek V4.1 (reopen of #56255)
&3FEtlE]: 2026-09-15 19:01

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56962

PATHRE

« —A]iE: DSv4.1 #EAN DeepGEMM Mega-mHC Ft-&4%

« WEME: BIUFIEZ, ESFZ=A: (1) viim/models/deepseek_v41/nvidia/ops/mega_mhc.
py BIREZGSRERA—RE T HEFERSEFAZ, HEBE TileLang, ZIEMF
R PRATARFEIRE; (2) vlim/utils/deep_gemm.py BITEMERSHN, EME HRHERA
= BRER HNIRITERE, TEETERNEF T —5 warning SEEATNFERR; (3)
tests/kernels/test_mhc_kernels.py::test_deep_gemm_mega_mhc_correctness T & E
G stream F# + CUDA graph replay 5%, X2HMRELZESURNERE IR, &
HIFAZE SM100 LB DSv4.1, ZBINEAREH mHC MEM—K PTQ/ #¥EERYIXEL, F#
HaIAZR B L H DeepGEMM B SZHRMH mega_mhc,

THRES B

SIHLE B PR #RFHHAIE: —& [Reopen vLLM #56255 (closed unmerged), rebased
on the #56876 base (1b5a7abb58) with the model path retargeted to deepseek_v41]
—RELIEHEEREN, 18 DeepSeek V4.1 HEBEZR mHC g (post + delayed pre +
RMSNorm) hEMALZE]; —& #56876 & DeepGEMM pin 33| vliim-project fork 2.8.0
J&, mega_mhc RAAZFE VLM BEE AR, EEALHB kernel ZHIERPAURERIR:
H=7168. 64 token BHZEEM TileLang 89 22.37 ps P3| 14.85 us (1.51x) , PR ®RE R
BIEAXAZEETAE: [Open-PR searches show no competing Mega-mHC integration.
#56611 fuses TileLang statistics with attention/FFN instead; this change uses
DeepGEMM Mega-mHC fusion.]

TR

1. I HIKE (viim/models/deepseek_v41/nvidia/ops/mega_mhc.py, +156 1T) :
is_mega_mhc_supported(hidden_size, hc_mult) B functools.cache Z&FREAIFEMN, LB
A DeepGEMM ®[H. current_platform.is_device_capability family(100). hidden_size
% 1024 == 0. hc_mult == 4, FHHIMNA getattr(deep_gemm, "mega_mhc", None) #aiA
SMER pin B9 DeepGEMM B iZfF 5, mhc_shifted_post_pre_deep_gemm ATt AAF N
AN mEIKE (new residual. new_prev_mix. new_post_mix.
new_comb_res_mix. y _bf16) JEIEA mega_mhc, & [lcaller-owned output] BAM%
B, mhc_shifted_post_pre BH—X4MAO: RA pre_mix is not None. norm_weight
is not None. not capture_aux. token ¥ 1 << 20 LN E&EAFNBEI N A £



DeepGEMM, FBEMEAEAA mhc_fused post pre_delayed._ tilelang, FFRiER EMEITTZAIRN
5 aux HAE XL —3K,

2. BEEMRAERIE (viim/models/deepseek_v41/nvidia/model.py, +34/-38) : S AM
mhc_fused_post_pre_delayed_tilelang #& from .ops.mega_mhc import
mhc_shifted_post_pre, DeepseekV4DecoderLayer.forward % attention R4S FFN BI#Y
AL B AR A B PKE A mhc_shifted post _pre, capture_previous_aux {3R&ELE,
previous_aux = aux EIBREZERE; Engram 9% (self.engram is not None and
engram_hashes is not None) #k&{#FH mhc_post_tilelang +
mhc_pre_delayed_tilelang BIE RNAE, BAREINTFE mix AT ELRE, XHRHA
HFARBR G, MHREFF RURSRE — MR E,

3. T8 DeepGEMM #8E (vlim/utils/deep_gemm.py, +14/-1) : FIGAIRK
_mega_mhc_impl, ¥ _lazy_init() BRI ERIZH|MTS getattr(_dg, "mega_mhc", None) fi#
W& I—4T, FFIE mega_mhe(*args, **kwargs) BE: & lazy init(), AR ZRE
“missing() # RuntimeError, TN|3# % 3| DeepGEMM; _ all  #&H mega _mhc, X
—RBiERM R vLLM B BAFS, REE RRAKRIRE] FR3A R TTHRM B ZE W,

4. 37 ops 8 (vlim/models/deepseek_v41/nvidia/ops/init.py, +2 4T) : 1X& SPDX 3k
, YERZ% DeepSeek V4.1 WAAVARIEEF— MAEVTEMNE, ELREANZ (o
Mega-Gate. Mega-MoE BURRMMIARK) "I E 1% B XA AL model.py.

5. M5 BHEE: tests/kernels/test_mhc_kernels.py ¥
test_deep_gemm_mega_mhc_correctness, &%t A num_tokens € {0, 1, 17, 128,
1024} x hidden_size € {5120, 7168}, LA mhc_post_tilelang +
mhc_pre_delayed_tilelang AZB; X residual 5§ y_bf16 £/ atol=1.6e-2, rtol=1e-2 (
AR BF16 & A& collapse ERK) , ERMEA le-6/1e-3; JEZE token B3R
FEARST stream E% eager FE torch.cuda.graph 3k, FH x.mul (0.5) /
x.mul_(-1.0) EREIEIHIREFRE eager RN —, F—XMHE monkeypatch BFrMA
mhc_fused_post_pre_delayed_tilelang B mhc_shifted_post pre, 1tEERERZEIXTER
MR LA RK, tests/kernels/quantization/test_block_fp8.py % per_block_cast_to_fp8
AN E use ue8mO=is_deep _gemm_e8mO0 used(), EEMLMIRSE DeepGEMM ) ESMO #%
BRI, EEREMIRLERA mHC MR 174 passed / 32 skipped. FP8 ik
100 passed / 25 skipped,

R

« vlim/models/deepseek_v41/nvidia/ops/mega_mhc.py (#3k EFmé; &7 source; %
& core-logic; fF5 is_mega_mhc_supported, mhc_shifted_post_pre_deep_gemm,
mhc_shifted_post_pre) : 4~ PR B9 QHFIE X BEAIFEM (is_mega_mhc_supported) .
DeepGEMM @A #% (mhc_shifted_post_pre_deep_gemm) 54— kA B (
mhc_shifted_post_pre) #REXE, RETHAZERL RS ERIE X,

« vllm/models/deepseek_v41/nvidia/model.py (#E3k ARALEE; K% source; ER
core-logic; 5 DeepseekV4DecoderLayer.forward, mhc_shifted_post_pre) : fRf%
AR EMEZINEIE% S attention AIS FFN RIBIFAL mHC R ARSI A
mhc_shifted_post_pre, Engram %% 5 capture_previous_aux iEXHZ|ERE, =IEME

[RLERZEFAZ AL,



« vlim/utils/deep_gemm.py (#3k jFimdts; KA source; E£R core-logic; &

mega_mhc, _mega_mhc_impl, _lazy_init) : DeepGEMM 4fEE : #73¥
_mega_mhc_impl TEMAIM. _lazy_init FEFEREN. mega_mhc() BEE5 _all__ &4,
RET URFERAR ZMEALRZEHRER] , 2K PR NERE F X,

- tests/kernels/test_mhc_kernels.py (£ WAZMR; K5 test; KA test-coverage; F
= test_deep_gemm_mega_mhc_correctness, test_deepseek_v41_capture_previous_au
X) : BUEFT AR EEMR S #E test_deep_gemm_mega_mhc_correctness & & %8
batch. # token. % token § CUDA graph E#&, F#3E monkeypatch BArEkA
mhc_shifted_post_pre M 4k%: 78 £ R BKR1Z

. tests/kernels/quantlzatlon/test_block_fpS.py (B3k EMMER; KB test; ER
test-coverage; &5 test w8a8_block fp8 deep_gemm_matmul) : EANREE:
per_block_cast_to_fp8 £ A\ use_ue8mO0=is_deep_gemm_e8mO0_used(), it block FP8
MRS DeepGEMM By EBMO AREAENRIF—IK, EMRHARE KB EXTT.

« vllm/models/deepseek_v41/nvidia/ops/__init__.py (#&E3k ®#iatt; K5 infra; £&
package-init) : A DSv4.1 AvERAEE FES ops T8 (X SPDX k) , AKX 4
HESMNE, WmELRERFNE RAE,

XPEMF5 is_mega_mhc_supported, mhc_shifted_post_pre,
mhc_shifted_post_pre_deep_gemm, mega_mhc, DeepseekV4DecoderlLayer.forward,
test_deep_gemm_mega_mhc_correctness

RERED R B

vlim/utils/deep_gemm.py

DeepGEMM 4R EE: #¥ mega_mhc_impl 184, _lazy_init &S AEAT.
mega_mhc() BE5 _all__FH, RET KHBBREAREMELRBRER , 22X PR XK
T % & B X1

# vlim/utils/deep_gemm.py (%)
# IR BIEME G : BRIA None, B _lazy_init BHZEREAT

_megad_mhc_impl: Callable[..., Any] | None = None

def _lazy_init() -> None:

""ITmport deep_gemm and resolve symbols on first use.
global _tf32_hc_prenorm_gemm_impl, _mega_mhc_impl

T RRABOWEEFAMEHRE, TUN—EAHLER SO,
# BOR _lazy_init £3RI3RE, _mega_mhc_impl K3iTZ None,
if (

_cublaslt_gemm_nt_impl is not None

or _fp8&_gemm_nt_impl is not None

or _tf32_hc_prenorm_gemm_impl is not None
or _mega_mhc_impl is not None



return

_tf32_hc_prenorm_gemm_impl = getattr(_dg, "tf32_hc_prenorm_gemm", None)
# DeepGEMM 2.8.0 (VLLM fork) ZA#RMHLZFFS; |BRAMEMNT A None,

# B EE is_mega_mhc_supported REEIR, MAREXERE,
_mega_mhc_impl = getattr(_dg, "mega_mhc", None)

def mega_mhc(*args: Any, **kwargs: Any) -> None:
"""Run DeepGEMM Mega mHC with caller-owned output tensors.
_lazy_init() # EXEA L import deep_gemm, B HI:EIESBHEEZ
if _mega_mhc_impl is None:
# &£ missing(): ¥ RuntimeError itBAERA A, MAE AttributeError;
# EAMEREATNERAES, EFEABRASERIXE,

_missing()

return
# B IKE (new_residual / new_prev_mix / new_post_mix / new_comb_res_mix /
#y _bf16) @B AT QEHRABFEN, ETH# CUDA graph ERER,
# EX B R k. FMPUEMKELIZE,

_mega_mhc_impl(*args, **kwargs)

Wi B

AR PR AT IFFICRIEFHE, TEHMWA: review_comments_count A 0, E——%K
review & claude[bot] BBEEIEE ; Issue WLXRA ywangdé B /ci run 5 Buildkite CI
#89077 BIfR A EH (commit 91368b7e2330) , BRAEMEHATLIMEFHHEARE, ERFT
B tig) TEXE PR ERAKE: EE A kernel &5 E2E KFKEITEL Mega-mHC.
TileLang 5 #56611 # Overlap B %, % H GSM8K 92.87%. GPQA 90.40% W& E £
; PR £% & ywangd6 & Cl EE AN XEERRENAI, BERERITRE (BRIAFFE.
TR, BEKIE) BAREN N A,

« Mega-mHC 5 #56611 Overlap B4 EE (design): AK-& ANi%#F DeepGEMM
Mega-mHC RE&E&L, #56611 89 Overlap A EAEAR PR SEEN; it L TEEE
MEAE, RIEFEETHEFPRHEFNRERZIXRIE,

- aux #IX5 Engram SENUF HTRFIEER TileLang (design): EhA&SEEW X Z R & £ L3R
carried B, 1RME T RHARRD draft A5 Engram 893EX; RN EXERRIZ SR F| M REIK
=, BAKEREZKIAR S HI,

- fork PR XF B &) review, AFIFHFILFEHRE (other): EANKFEEZZEZBM (mHC N
18 174 passed / 32 skipped. FP8 100 passed / 25 skipped. GSM8K 92.87%. GPQA
90.40%) &5 CI &%, LM T AR, BEKK. #RER) REE T AT FMLE.

R 5 B

o S
1. OB ZRERIALIH. TIFEEEFF % mhc_shifted_post_pre £ EREFREREE
DeepGEMM, & #56611 #A’KEA VLLM_DSV41_MHC_OVERLAP=1 E = opt-in.



SM100 £&f L8y DSv4.1 EBLEARE B HESN, HIARFANERFERE
AR B AR E S (hidden_size. hc_mult) o

2. "N EKMESEFRS . tests/kernels/test_mhc_kernels.py::test_deep_gemm_mega_mhc_c
orrectness Xt new_residual 5§ y_bf16 £/ atol=1.6e-2, rtol=1e-2, TEEE [post
rounding differences can be amplified by cancellation in the carried collapsel . &
FEREXNMNMENEAZRETREL, KER SEXHETETRASEELE T
=g )3ARE,

3. ARH B4 EREIR S ARk M BEEIYT: is_mega_mhc_supported X&SHk RiRE False,
mega_mhc() AIMRA R F#EE, MERMBRALRSERWEL X, ERAPFEE
deep_gemm HEIBAR (Bl4nshER pip pin) , #HIELZEEHMIRE TileLang, MEREURZEH
% ABR A warning, M3 EUER,

4. CUDA graph F3RA %K : DeepGEMM EE stream #1L barrier, MR E DML E
B#A%r stream £ eager #— KRB capture (FETANIERE) . &= MEER K
stream EERIEIKR. IR x R / AFARHEEER, TTREEI [EOKR capture %k
Wk ERR—3] EREE; 1 << 20 ¥ token LRMOIHABEERATFHNERIIAR,

5. MEMEAFE X FH KA : mhc_shifted_post_pre R 43 DeepGEMM 5
TileLang FAZEEEE, capture_aux. pre_mix=None., #BK token R KIAR £
TileLang, JE&AEEIX mHC $RFAMEERERS MR AL, MR WAKF monkeypatch B AR
% (KPR BARKINE—R) .

6. WIITBEAFERA: EFMEABIH is_device_capability_family(100) 5
HAS_TILELANG_MHC XX E skip &3, I SM100 F& RISIEEERERIZ, Mega #8132
XTI EEEREPIT, BTERHEFENRNESRZSRH, - ¥m: XAF: &
GB200/B200 % SM100 %% LB DeepSeek V4.1 BIAF, BRIARE mHC MHERHY
1.14-1.51x kernel INE 54 1.8-4.2% #imPlinErtigA (C1 B&Hh. C32 ERAE) ,
TTFT BRELL Overlap ZEEK; BEM 1319 B GSM8K 92.87%. 198 7L GPQA
Diamond 90.40%. ZiRRHEIR, SHAENRTIR, MA%: KatE+E DSv4.1 WEE
2, RATAZEEALE FFN Z a0 AE£E%E, —BERESBRTARERSKER 2R
BMIEENETF; BRI DeepGEMM 2.8.0 mega_mhc TS BRBARET (B MM
BERML) o XTHEIFA: #56962 5 #56611. #56876. #56903 #FE4E DSv4.1 ByMEEELR
WA MRBAR / REMRE / BEEGH] =K%, ops/ FTRNENLANEE
Mega-Gate — KR E T S—% A, EHLE%RE DeepGEMM pin fRAS AR MR ED
MBEZR DL, - RNRRARD: ZOBARRIAN , BESEK , KBEEREER | &
ALIFHITE , CUDA graph #HIRAR

KERIK L

« PR #56876 [Build] Move DeepGEMM pin to the vLLM fork and update the Mega MoE
call convention: & PR £ rebase ZEE B base (1b5a7abb58) Z t, £H
vlim-project/DeepGEMM fork 2.8.0 8§ SMI0/SM120 X#F5 API &, #HEH
elfutils-devel EMEKF; Mega-mHC KB RNZLTS ERHIX pin 3214t

« PR #56255 [Perf][Kernel] Integrate Mega-mHC from DeepGEMM for DeepSeek V4.1:
A PR 2T 8 reopen: BRI commit WHEIMZRE, BEM—K BEER YA decoder.



retarget 3| deepseek_v41] BIRR, ZIBIHT/EEHI EHH base WEFELEL,

« PR #56611 [Perf][DSV4.1] Overlap shifted mHC statistics with attention and FFN: [
— mHC MBS E (TileLang 4it5 attention/FFN overlap, #Eid
VLLM_DSV41_MHC_OVERLAP=1 FX) , A& PR #3RL A C1/C32 R#&5EX LIt
B IREEESH

« PR #56903 [Perf][DSpark] Collapse DeepSeek-V4.1 draft states before SP all-gather:
F/& DSv4.1 mHC / EfRRSHEFERNMMAL, BERFEK
tests/kernels/test_mhc_kernels.py, 54~ PR ZEMRXHE mHC & X _EHRIELESH,



