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# vlim/v1/worker/gpu/buffer_utils.py (325 8% #52H,)

class NonUvaBuffer:
""" pinned memory F&FERE NI N ERLI, "

def _init_ (self, size: int | Sequencelint], dtype: torch.dtype):
from vlim.platforms import current_platform

logger.warning_once(
"Pinned memory is not available on this platform; falling back "
"to device memory for UVA buffers."
)
# REFNELE CPU WA, 5§ UvaBuffer RIF—K
self.cpu = torch.zeros(size, dtype=dtype, device="cpu")
self.np = self.cpu.numpy()
# REMB ML accelerator L, SR RN
self._uva = torch.zeros(size, dtype=dtype, device=current_platform.device_type)

def uva(self, n: int | None = None) -> torch.Tensor:
# %A UVA B RAEEA RS copy_ 18 CPU HIEMBRE
if nis None:
return self._uva.copy_(self.cpu)
return self._uval:n].copy_(self.cpul:n])

class UvaBufferPool:
""Preallocate each slot at size, growing its first dimension as needed.



Callers must retire a slot's GPU readers before reuse, including growth.

def __init_ (
self,
size: int | Sequencelint],
dtype: torch.dtype,
max_concurrency: int | None = None,

if max_concurrency is None:
max_concurrency = _DEFAULT_MAX_CONCURRENCY
self.size = size
self.dtype = dtype
self.max_concurrency = max_concurrency

# RIEFEFEEABFEL UVA KE[ENER, X EERAAZER
self._buffer_cls = UvaBuffer if is_uva_available() else NonUvaBuffer
self._uva_bufs = [

self._buffer_cls(size, dtype) for _ in range(max_concurrency)

]

self. curr=20

def copy_to_uva(self, x: torch.Tensor | np.ndarray | list) -> torch.Tensor:
# BRERT —/MEL
self._curr = (self._curr + 1) % self.max_concurrency
buf = self._uva_bufs[self._curr]
n = len(x)
if n > buf.cpu.shape[0]:
# % 2 WRY &, ¥FERNERMERR buffer K3
capacity = 1 << (n - 1).bit_length()
buf = self._buffer_cls((capacity, *buf.cpu.shape[1:]), self.dtype)
self._uva_bufs[self._curr] = buf
# BIBEIES AN CPU MIEAK
dst = buf.cpu if isinstance(x, torch.Tensor) else buf.np
dst[:n] = x
#IRENEEME (UVA EED) HERFENLER (NonUvaBuffer)
return buf.uva(n)

vlim/v1/worker/cpu/buffer_utils.py
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# vlim/v1/worker/cpu/buffer_utils.py (E38)5 B9 %525030)

class UvaBuffer:
def __init_ (self, size: int | Sequencelint], dtype: torch.dtype):
# CPU &% A ESL UVA, XE UvaBuffer 2 %8B CPU k&
self.cpu = torch.zeros(size, dtype=dtype, device="cpu")
self.np = self.cpu.numpy()



def uva(self, n: int | None = None):
# R¥FE5 GPU FR—EKB0E D, FFHTHER

return self.cpul:n] if n is not None else self.cpu
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