PR #56904 ZEIRLE

vlim-project/vlim
[Bugfix] Make GPU sync checks safe under torch.compile
&3 EtE]: 2026-09-16 12:37

JRSCEESE: http://prhub.com.cn/vlim-project/viim/pull/56904

PAITHRE

- —4)E: B8 GPU AP KREREREAE torch.compile T AR

- WESME: EEFIE, LHEIEAM Dynamo/Inductor £ LI compile 18 FMRM T
2

1. %&3% _active_check_mode BIsEEIMFEIE——CHB~ T ‘ContextVar 3EA S wh 2 B B &
"X —EWAMNAR; F—&ENTE AR E 7B BEREREER ContextVar / threading.local
B IRIR A

2. X3 torch_to_in_graph 893%it: allow_in_graph EE&® 55| X%, Rt ‘Python
wrapper ¥ &R C++ R ZEAF %, BWNFHE _checked_cuda /
_checked_copy_ ZEEZRMHELAIE, #HeT —/MERBEREIL,

3. REMAMRBIREGE: FMREFIKE, BAER fork § CUDA ¥afLirsR, RAEE|
method="spawn"; fEFIH73E compile-heavy % 1R FIHR N BRIA L%

4 THERETFEELTER B EANE (FFE 2R L™ &Ka) R K debug wrapper #Z#|7k)
, 1B HIA cherry-pick 3| v0.30.0 EREEZEWEMIIE,

THHES BAL

PR body ER#3E & 8B A : "gpu_sync_debug's patched tensor-copy wrappers currently
read a ContextVar before checking whether Dynamo is tracing. A full-graph compile
therefore fails with an unsupported ContextVar.get() instead of bypassing sync checks
as intended.", Atk FEE Cl %32EY3: Daily main build #88920 & X7 H200
Multimodal Models (Extended Generation 1) job By
test_voxtral_realtime_cudagraph[FULL_DECODE_ONLY] # %% ; PR #51167 53| A7
Voxtral #iZE12, 1EiZ job ZE'EHI PR build #88857 fué& 35 main build #88899 #[HE
, SRR AR EIERIE, /FEH K open issue / PR XL IEAEBE, HIEEALAAS PR F
— A EIREBEE 5 NIARE,

SCEL AR

1. BBIMFMSIE (viim/utils/gpu_sync_debug.py::_active_check_mode) : &
torch.compiler.is_compiling() 33| allow_depth.get() ZRIK/E (BRIFFA not
_sync_check_enabled or _allow_depth.get() or torch.compiler.is_compiling()) »
_sync_check_enabled RZ2EEERLRF, LHCLBIER; f _allow_depth /



_checking B ContextVar —BfE Dynamo 3B B8R R # i BREE SR unsupported
ContextVar.get()o #FIRFARIESRIFEAEALRE ContextVar BIRE None, checking.get()
WAREMWKIE, checked to/ checked cuda/ checked copy HIF EARLE Fa iR HA 2K
R A no-op EiE,

2. N Tensor.to B ZmiFHAdkiR3BIE (F3 _torch_to_in_graph)

_install_copy_checkers &%t torch.Tensor.to &M, Dynamo Z/5 REEERN A
_torch_to BRI AR C++ HIAEARF, B torch.compiler.allow_in_graph(_t
orch_to) &7 import MHER%&K, EA allow_in_graph REIEEFIIAZN S, LIKA
FEM—ANTEE5| A Python wrapper, WIRMARRGHRTE, MMAERRIFLE)T, Xak
Dynamo 1B RIAA UEAREZRE T, AOT/Inductor 158 lower BJEE C++ A,

3. AR & (viim/utils/gpu_sync_debug.py::_checked_to) : 1BEREH return
_torch_to(self, *args, **kwargs) BXA return _torch_to_in_graph(self, *args,
**kwargs), XEM—ITAANDOYHE; BT active check _mode() E4RFEAEIRE None
, _parse_to & implicit sync F|EERAKEEFHLT, BESERAKEILRIE to RERIZFR
"BYER T,

4. MRBELE: focused EIVIMAMF (tests/utils_/test_gpu_sync_debug.py) : i
test_copy checker _is_traceable_while_compiling, #&F monkeypatch T
_sync_check_enabled FIEERNIRA error, BN gsd. install_copy checkers() £,
BESHEEITA; RIEREL convert_like(x, like) A x.to(device=like.device,
dtype=like.dtype), &£ Z| Voxtral F device/dtype X B B —NKEBWFIASNRA; A
torch.compile(convert_like, fullgraph=True) (BRIA backend, &ZE AOT/Inductor) F&iE
dtype B EWIEHE, MILRERER, XEKFT backend="eager", #BRiEEEL %
REEAZ )L,

5. MRELE: Voxtral CUDA graph ABI#RERE (tests/models/multimodal/generation/te
st_voxtral_realtime.py) : % test voxtral realtime_cudagraph hnt
@create_new_process_for_each_test(method="spawn"), FF*M%
create_new_process_for_each_test 888 A, AN EE TS FHE—LIE: H—F
FULL_DECODE_ONLY #9352 A%mi% /CUDA graph HREERBEA 6.5 GiB B, #E4
FULL_AND_PIECEWISE &%k R %| 25.73/32.5 GiB =/TH. # Lt 0.9 Bai5F EHRELK
; HoRBRIARBHBRBAER pytest #HA2 B4k CUDA B3%E4% fork, FHZEER
Cannot re-initialize CUDA in forked subprocess, MR RFEE spawn,

6. 7o schema / BLE / TRBKE: "E—HIRREEMEBRA B gpu_sync_debug FFX; PR #&
#rie®| v0.30.0 cherry picks milestone, &EwkERIEMETET ZEAE cherry-pick EEH,

R

« vlim/utils/gpu_sync_debug.py (#£3r E#FFR; K7 source; E£R core-logic; &5
_torch_to_in_graph, _active_check_mode, _checked_to) : #:\MEE X4 A
_active_check_mode 58 B8N &t %o 4w iF A 1R BR ContextVar, F#38 _torch_to_in_graph
LB C++ Tensor.to HRE R Dynamo B4R, checked to BRAEIZAD,

. tests/utils_/test_gpu_sync_debug.py (13 ElZFAR; 7 test; LR test-coverage;
&5 test_copy_checker_is_traceable_while_compiling, convert_like) : #3& focused [
V3B test_copy_checker_is_traceable_while_compiling, A device/dtype By



convert_like 5 fullgraph=True ¥&#1 5 3, Voxtral B9k K%,

. tests/models/multimodal/generation/test_voxtral_realtime.py ({3t SZBEE; K7 test
. KA test-coverage: &5 test_voxtral_realtime_cudagraph) : #3kit% 2 WAy R 4 R4
fn @create_new_process_for_each_test(method="spawn"): #EH I —SKNHFHZF
/CUDA graph BHEARBEME—53K, FHSI fork F3#EH CUDA EMEILEIK,

XS _active_check_mode, _torch_to_in_graph, _checked_to,
test_copy_checker_is_traceable_while_compiling, convert_like,
test_voxtral_realtime_cudagraph

RPERRD B

vIlm/utils/gpu_sync_debug.py

BME B X A _active_check_mode 4G R&IMFF 8 % 4m % 4112 ER ContextVar, FF#73%
_torch_to_in graph IEAR BB C++ Tensor.to #RFF R Dynamo #EH, _checked_to &KX
iTZ)\Do

# FABRHERRE C++ AVARRA; _install_copy_checkers Z e 2B #HX LR,
_torch_to = torch.Tensor.to

_torch_cuda = torch.Tensor.cuda

_torch_copy_ = torch.Tensor.copy_

# Tensor.to #E#/a, Dynamo R EERNXAMERE R EB|RFHN C++ FRTT,

# ORI E UETRBA tensor ik, {BARTEI—ANTEEI| HEY Python

# TRAAXNE, allow_in_graph Z8EENE, THREFENT lower RBET.

#EE: RBEEFEE allow_in_graph(_torch_to), EA method descriptor TL3E# 55| A,
@torch.compiler.allow_in_graph

def _torch_to_in_graph(self, *args, **kwargs):

return _torch_to(self, *args, **kwargs)

# torch B OB Tensor.to EHRSLMEHTE, KRME (device, dtype, non_blocking, memory_format)
_parse_to = getattr(torch._C._nn, "_parse_to", None)

def _active_check_mode() -> str | None:
"L R A SRR EEREN; RAENMRE None, "
# RBEF: %P is_compiling(), BiEZ _allow_depth / _checking WA ContextVar,
# Dynamo 3B BE#A 18]35 EX ContextVar £ E 4R unsupported ContextVar.get(),
# E R R 80 AU AR RE (AT ContextVar Z BI%EE&3RE None,
if not _sync_check_enabled or torch.compiler.is_compiling() or _allow_depth.get():
return None
return _checking.get()

def _checked_to(self, *args, **kwargs):

# AT H2D: D2H B to 2EXIFH torch BRAE LB pinned Bir, A& EHH K,



if (mode := _active_check_mode()) is not None and _parse_to is not None:
try:
device, _, non_blocking, _ = parse_to(*args, **kwargs)
except Exception:
pass # ZHIEE: RAFRBARMKEERERE
else:
if non_blocking and (reason := _cpu_copy_stall_reason(self, device)):
_report_implicit_sync("to", "H2D", reason, mode)
# BGE allow_in_graph BEBHAD, #% Dynamo EIE@EAT C++ method descriptor
return _torch_to_in_graph(self, *args, **kwargs)

tests/utils_/test_gpu_sync_debug.py

¥13¢ focused EIYVAAM| test copy checker is_traceable_while _compiling, IS
device/dtype By convert_like 5 fullgraph=True ¥&#a5 M Voxtral 89k M3z,

@create_new_process_for_each_test()

def test_copy_checker_is_traceable_while_compiling(monkeypatch):
""Dynamo ERBFERIE, # BRI LMESESY ContextVar, "
monkeypatch.setattr(gsd, "_SYNC_CHECK_MODE", "error")
monkeypatch.setattr(gsd, " _sync_check_enabled", True)
# BERZEWEME Tensor.to / cuda / copy_ BER, EHEILTITS
gsd._install_copy_checkers()

def convert_like(x, like):
# X8 device § dtype #RB 5 —NPIKE, TEXFF Voxtral 2EFIFRHENSSEK
return x.to(device=like.device, dtype=like.dtype)

# fullgraph=True iL{EfT graph break BE#:XMK; FAERIA backend FEEEIEE % AOT/Inductor,
# A ZEW backend="eager" # = 5@,
compiled = torch.compile(convert_like, fullgraph=True)
result = compiled(
torch.ones(4, device="cuda", dtype=torch.floaté64),
torch.ones(4, device="cuda", dtype=torch.float32),

)
# WS 504 dtype BRI ARK, EBARY C++ Tensor.to #IEFA lower
assert result.dtype == torch.float32

tests/models/multimodal/generation/test_voxtral_realtime.py

APk3% Sk B9 )R 48 AN @create_new process_for_each_test(method="spawn"): #EFHEI
— 54 M%iF /CUDA graph EHFZRBEmE—548K, FH 5 fork F3#EH CUDA EMiat
%K,

from ....utils import ROCM_ENGINE_KWARGS, create_new_process_for_each_test

@pytest.mark.skipif(
not current_platform.is_cuda(), reason="Full cudagraphs require CUDA"

)

@pytest.mark.parametrize(



"cudagraph_mode",
[CUDAGraphMode.FULL_DECODE_ONLY, CUDAGraphMode.FULL_AND_PIECEWISE],

)
# BNSBRELTHERE, REARKL:
# 1) AI— NS REHRERRIFHHIE CUDA graph EEREH 6.5 GiB B,
# SUE—ANSHERF 25.73/32.5 GiB TTA. #L 0.9 BaiFEHRBEEK;
# 2) R pytest HAZ T AE TG CUDA, ZRIAEY fork FHESEER
# "Cannot re-initialize CUDA in forked subprocess", &8 X38E spawn,
@create_new_process_for_each_test(method="spawn")
def test_voxtral_realtime_cudagraph(
audio_assets, tokenizer, vllm_runner, monkeypatch, cudagraph_mode

monkeypatch.setenv("VLLM_ENABLE_V1_MULTIPROCESSING", "0")

vlim_kwargs = {**ENGINE_CONFIG}
vlim_kwargs["'model_name"] = vlim_kwargs.pop("model")
vlim_kwargs["enforce_eager"] = False
vlim_kwargs|["compilation_config"] = {

"cudagraph_mode": cudagraph_mode,

# max_num_seqs & 4, EILXEE—(EEHEIRA decode size

"cudagraph_capture_sizes": [4],

with vlim_runner(**vlim_kwargs) as vllm_model:
inputs, sampling_params = _build_inputs(audio_assets, tokenizer)
outputs = vlim_model.llm.generate(inputs, sampling_params=sampling_params)
_assert_expected_text(outputs)

A
A PR #y review_comments A 0, ALIFERA njhill 8 /ci test fofgx APPROVED;

claude[bot] A fork X T BahTH, EEMNBARELIKBEERE khluu £ PR LIEHEY W
B SHA + Z[ lane’BiIEHX, BERETRANEELEDA:

1. BEIM Cr+ WRFARTITHAIL: "torch.compiler.allow_in_graph(_torch_to)
attempts to weak-reference the saved C++ method_descriptor, so importing
gpu_sync_debug.py failed with TypeError: cannot create weak reference to '
method_descriptor' object in both selected H200 lanes." X B RE T M5 AN
Python wrapper _torch_to_in_graph,

2. MRBNFEIE: LRAFFTHE— The following FULL_AND_PIECEWISE
parameter started with only 25.73/32.5 GiB free because the prior in-process
compiled runner retained about 6.5 GiB, then failed the normal 0.9 startup guard”;
AR BT AR fE X383 fork [R#El—"Earlier tests had already initialized CUDA in the
pytest parent, so both child processes failed immediately with Cannot re-initialize
CUDA in forked subprocess”, E&ZLPIE method="spawn",

3. BAEREARE N TE M) #89010 AFHHEE SHA LM bootstrap MEXkIK.
A= EAREDNERIESE ; #89011 B9 head B spawn B&K&hk stage, THEERIAMER., 1EEIE



EEXFRABMYESAXA, HEA literal head TREHNEZE MK,

4. B2 terminal evidence: Buildkite #89026 £ f7f21d97caec EW3E job £%k, WA
REMRAB| test_voxtral_realtime_cudagraph[FULL_DECODE_ONLY] 5
[FULL_AND PIECEWISE] #¥y3@3d,

o RIFEANAE I ER ContextVar Z RIS (correctness): B ERINT, BiMERARI%E
E; WP BR—AT, #88969 #2 Voxtral FULL_DECODE_ONLY gE#£3# Dynamo.
Inductor. capture 5%,

« allow_in_graph FEEEHEEM C++ method descriptor (design): B AEM =555 | A &Y
Python wrapper _torch_to_in_graph, WERBARABRERF, RIFLEHY)I; Dynamo fHA

RIFEBRAA, AOT/Inductor 138E lower JR¥E op.

« Voxtral CUDA graph ABIHRRERE: EBKRES fork-CUDA MR (testing): BA#H
@create_new_process_for_each_test(method="spawn"); #89026 & f7f21d97caec t
P53k (FULL_DECODE_ONLY. FULL_AND_PIECEWISE) i3, lane &34 32
passed / 26 skipped / 64 deselected,

« Al BRI 5L L/E (FF#a SHA / Z| lane) (other): njhill £ /ci test &AL
APPROVED; AT line review BBEFEESIHAITR, KE T RABRE,

PNESE-A

o RS

1. 188 REZ Tensor.to CBAEZRIJRE) : checked _cuda / _checked _copy 1R EHA
k2 _torch_cuda / _torch_copy_, EATRMEZES AR C++ HIRRRR,
EHEEAE full-graph ZiFHREA x.cuda() 2 y.copy (x), Eit L TaEEMEL
Dynamo 1E#4s, M#FrENRARBEZ T Tensor.to B2, XEE TR NIERT, 20K
CI REGHIEE, BRTHMRESE.

1. RIFHAR SRR ERE WA BHKFE: _active_check_mode() 7 is_compiling() A B3R E
None, &Emk&E—B R torch.compile, gpu_sync_debug B implicit sync &N %wiFE
PREER, XERITRE (RiIFEBEARLEMR Python %) , BEREE RIF +
debug’ HETRAEBEER, FBEAEAYSAER A FHAR,

2. X EHNEXRNRBETEL: EHRKEREMN T SEEEN, ARERFE;
_sync_check_enabled iZ2EANKEM, FIAEELELFMIE ContextVar,

3. MER R B RER A KRy Cl AN test voxtral_realtime_cudagraph MIN5%& B spawn &
PRI ERE 4B RA, H200 LW EFEREFHE LA, R ZAGIXEER CUDA graph
%5, forward / generator ABIRM, RESEEEH SR TE, spawn R T fixture (
audio_assets. tokenizer. vlim_runner) AR EH#HIEEE, XM EFLEHM
compile-heavy & &2 B EZF EHRTR.

4. BIEIRF CI B5 cherry-pick #8E: FF&ZHT CUDA/PyTorch afTh, £ER&18kKE
Buildkite #&# SHA 1 ; PR #kric#t v0.30.0 cherry picks, cherry-pick E#I4 X
head & ZEZHRIREMIEHE,

5. MEXKE: JREEEREXE AR B ENIERIR, £ RAREZE (KR
gpu_sync_debug) FAZ¥m, AWFELEINMEK, - FmH:



« BFPM: FF R gpu_sync_debug EBHMER full-graph torch.compile A& E HER R
; Voxtral realtime #E enforce_eager=False + FULL_DECODE_ONLY /
FULL_AND_PIECEWISE T MM E, Voxtral EAEZ 5,

« ZA%M|: H200 Multimodal Models (Extended Generation 1) & H lane &R & % te, EKB
T—"NA PR #51167 #k3%. R daily build #88920 F B EKEAZIXT,

« RIBAM: #as T AN EAER——C++ ARMRFTER 55| A Python wrapper 7 &
# allow_in_graph; & CUDA graph HZESABISME RN spawn EE, RRTRET”
¥aHa SHA + Ea lane IRIELE (& bootstrapping £S5 & stage K#h R B EH])

- FEEAR: 32 fTRHEFERRTESHMERHE, FHERE. KV cache. K
BEROHIEEE, BT HRRAR., &M NEE PR,

« NFEFRE: RIREERZHAZTE , HIFALEM implicit sync ©E , BENRESE
Tensor.to #ARFF , MIRK spawn #FA CI FH , IR CI 58 SHA BER
cherry-pick

RERIREE

« PR #51167 (PR body 3|F: 3|\ Voxtral mi¥E&{28) PR, #REURE LT XH#RE) : PR
body #tBH "PR #51167 added the compiled Voxtral path", & PR &£ IEEREII AN
full-graph ZRiZE8125:%; H PR build #88857 5 main build #88899 # B#x job #FAE
, {ERE B daily build #88920 7+ &%,



