PR #56898 ZEIRLE

vlim-project/vlim
[Cleanup] Remove vestigial “tpu_input_batch.py”
&3FBtlE]: 2026-09-15 12:29

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/56898

PAITHRE

« —A)3E: MR TPU AR InputBatch ZeRAS 5 B:& 2K 52

 EEDE: BEBREBEIE—RBMAERITEE: BOKBETIRABE TypeAlias ik A
RO E R RANRAE "X —HE R, LUK lora_model_runner_mixin & 7% % 3B R AR Ao
BEIE R, 2IKE= 8 —2RRETAASERS ARERIA tpu_input_batch.py
TAEFRAE; =2 mamba_utils.py. test_mamba_prefix_cache.py A5 IR FAE R
#H &5 ; =& GPUlnputBatch / TPUInputBatch XEANB&EENELE, EEHAESEIIY
KREENE (BIATE release note BEB YA FIR—A]) . H/ELMEPUERE, ZINE
PR body F B RNiBRMMRIKIE, BRSF body BWAMfR PR™REEE LI E TS,

TN EES BAL

PR body A%, BRI AEARBMESREEM L viim/vl/worker/tpu_input_batch.py &
gpu_input_batch.InputBatch # TPU &5, HE _ init_ P&/ GPU RERITEHN
num_accepted_tokens_cpu % mamba / spec-decode FE, FEEHEEKEMAX; B
—EBE&E, RERENA lora_model_runner_mixin.py B InputBatch: TypeAlias =
TPUInputBatch | GPUInputBatch € 31 A™ME, MfEFERERFAECELEZL I, M
MRE T AR R 3P — 0 R FURME £ LR N E B HEREM, HEI mixin R L HIEZRAMR
AR R,

LI RE

1. MIERFBEAREL XA viim/v1/worker/tpu_input_batch.py (-559 41T) B4R, X4 E
&—15 GPU REIMH InputBatch (__init__. add_request. remove_request.
swap_states. condense. make_lora_inputs) , 3B block table. FAE5%$k. LoRA BRET
SHEMBFERER T —&, A& GPU JREA B num_accepted_tokens_cpu FFE, it
REEs E&BT, RERTHERKEER XK,

2. FEEEEMBIL . viim/vl/worker/lora_model_runner_mixin.py Ml from typing
import TypeAlias. InputBatch as GPUInputBatch 5 InputBatch as TPUInputBatch #
5N, UREIRE InputBatch: TypeAlias = TPUInputBatch | GPUInputBatch, kA
from vlim.v1.worker.gpu_input_batch import InputBatch, JRREZX/ union IE&Z
tpu_input_batch.py ME—BIS| AA, LESEERE FRXMEER ORE; KEE
InputBatch & FARFFARZAEIE X UKSK A E— I,



3. mamba MUK LA BiEZE X4 : vliim/v1/worker/mamba_utils.py ¥ from
vlim.v1.worker.lora_model_runner_mixin import GPUInputBatch 2% from
vlim.v1.worker.gpu_input_batch import CachedRequestState, InputBatch, F3i
preprocess_mamba. postprocess_mamba_all. preprocess_mamba_all_specdec.
postprocess_mamba_align_gpu TEANREKE input_batch: GPUInputBatch #rF2KE A
InputBatch, XZHEMRLoRA mixin — HBIREMBSFH WL EAIE, BTHEE (
mamba RS D, fused precopy. spec-decode Xt3F) —4THRHM,

4. MAREEER P : tests/vl/e2e/general/test_mamba_prefix_cache.py E#FEEKEANE
check_copy_info / fake_preprocess_mamba_fn B§& & x5t 1% e2e A fake
preprocess_mamba B F B EZELIEARLE mamba RSE N (& align + spec-decode H
fused B&12) , L XMERETHR—IK, BB TR, BEAFHENRAH,

5. WIEAR: PR ARMWHNAKEER, RIHKBESENTIAKRES Buildkite CI; i$ig
RIAH 40Kk /cirun (#88925, #88927. #88949, F= RWAXIEEE I 1RIESL) |, &
LLLE commit 8084554 &N,

R

« vlim/v1/worker/tpu_input_batch.py (#k A#IK; KB source; EH deletion; {FF
InputBatch, init, add_request, remove_request) : A PR B9/ BAR: B SXHRIFREY
TPU AR InputBatch E#l& (-559 17) » ©& gpu_input_batch.InputBatch #3ZR FEXEl
A, BED> num_accepted_tokens_cpu SFHFE, MMREMEHMEMREEBIRESHITERL X

« vlim/v1/worker/lora_model_runner_mixin.py (3R ERRITE; 25| source; LR
data-contract; &% InputBatch, GPUInputBatch, TPUInputBatch,
LoRAModelRunnerMixin) : MlF& typing.TypeAlias &5 InputBatch: TypeAlias =
TPUInputBatch | GPUInputBatch Bx&5]4&, BRAEFEFEA gpu_input_batch.InputBatch,
AN E WM e — 8 5| AET, EAREIE A X AR A,

« vlim/v1/worker/mamba_utils.py (#&£3k RSFE I ; 5| source; £ dependency-wiring
. &5 preprocess_mamba, postprocess_mamba_all,
preprocess_mamba_all_specdec, postprocess_mamba_align_gpu) : 4 A mamba #:3E
¥ (preprocess_mamba. postprocess_mamba_all. preprocess_mamba_all_specdec.
postprocess_mamba_align_gpu) B input_batch #r)F 8 GPUInputBatch B4
InputBatch, §AM LoRA mixin B-SH KA EE gpu_input_batch, EMRDEEIE.,

- tests/v1/e2e/general/test_mamba_prefix_cache.py (#&3R RIZRERF; Kh| test; KR
test-coverage; &5 check_copy_info, fake_preprocess_mamba_fn) : MRMIE 5
check_copy_info 5§ fake_preprocess_mamba_fn 8 input_batch #:3F2XA InputBatch,
S M lora_model_runner_mixin 3R gpu_input_batch, {FiE fake B3 % 5RBEL —
e

KBS InputBatch.init, InputBatch.add_request, InputBatch.remove_request,
InputBatch.swap_states, InputBatch.condense, InputBatch.make_lora_inputs,
LoRAModelRunnerMixin, preprocess_mamba, postprocess_mamba_all,
preprocess_mamba_all_specdec, postprocess_mamba_align_gpu, check_copy_info,
fake_preprocess_mamba_fn



RERED R B

vlim/v1/worker/tpu_input_batch.py

A PR B9 BAR: BXHMFRE TPU AR InputBatch E£#l&% (-559 1T) . B&
gpu_input_batch.InputBatch BZRFEREIA, Bk num_accepted_tokens_cpu E#HFE,
I FR S A EE R E B IR BER RS,

# vlim/v1/worker/tpu_input_batch.py —— 2 PR BX#4M& (-559 4T)
# %X MR gpu_input_batch.InputBatch 8§ TPU %l : block table. RHE£ %K.
# LoRA BRI S EMEFERES, CPU MHBBZLE—E numpy HLE,
class InputBatch:
def _init_ (

self,

max_num_reqgs: int,

max_model_len: int,

max_num_batched_tokens: int,

device: torch.device,

pin_memory: bool,

vocab_size: int,

block_sizes: list[int], # &/ kv cache group B block_size

kernel_block_sizes: list[int],

max_num_blocks_per_req: list[int],

self._reqg_ids: list[str | None] = []

self.req_id_to_index: dict[str, int] = {}

# CPU MIZ A HEL: torch KE + numpy WA, EFRESHMERSE
self.token_ids_cpu = self.token_ids_cpu_tensor.numpy/()
self.num_computed_tokens_cpu = self.num_computed_tokens_cpu_tensor.numpy()
self.block_table = MultiGroupBlockTable(...) # ¥i&E5%%5 GPU iR—3k
self.temperature_cpu = ...

self.top_p_regs: set[str] = set()

self.min_tokens: dict[int, tuple[int, set[int]]] = {}

self.request_lora_mapping = np.zeros((self.max_num_reqgs,), dtype=np.int64)
self.allowed_token_ids_mask_cpu_tensor: torch.Tensor | None = None
self.reg_output_token_ids: list[list[int] | None] = []

#ER: XERA GPU RRELEHHEM num_accepted_tokens_cpu &

# mamba / spec-decode FE, EHlHEESFLEIA X

def add_request(
self, request: "CachedRequestState", reg_index: int | None = None

) -> None:
# ZF B3 SamplingParams (temperature / top_p / top_k / min_p /
# &8 penalty / logprobs / allowed_token_ids) , #Z%#5 GPU JREE

vlim/v1/worker/lora_model _runner_mixin.py

BIkR typing.TypeAlias 5§ InputBatch: TypeAlias = TPUInputBatch | GPUInputBatch B&&
B4, BRANEESA gpu_input_batch.InputBatch, XANB4 IE WM SO —B9 3| B,



HEACR B K BB =

# vlim/v1/worker/lora_model_runner_mixin.py —— & & 5 89453k 3L IR

# IBREDE S AR InputBatch SZIFHEKEBEE LR (X2 tpu_input_batch.py
#M—H5 AL, WERREREHFSKELNNRE)

# from vlim.v1.worker.gpu_input_batch import InputBatch as GPUInputBatch
# from vlim.v1.worker.tpu_input_batch import InputBatch as TPUInputBatch

# InputBatch: TypeAlias = TPUInputBatch | GPUInputBatch

# MEXRRG—FemE—5ZI, typing.TypeAlias 89S A\—FHHIFR.

from vlim.model_executor.models import supports_lora

from viim.v1.worker.gpu_input_batch import InputBatch

logger = init_logger(__name_)

# 1198 2% GPUModelRunner By mixin; reset_lora_state / load_lora_model %
# LoRA A4 RAEAA ERKS, ARRUKSKIKFIER, ILHERAER E X4,
class LoRAModelRunnerMixin:

lora_config: LoRAConfig | None

get_model: Callable[[], nn.Module]

vliim/v1/worker/mamba_utils.py

4 > mamba &FEZ %K (preprocess_mamba. postprocess_mamba_all.
preprocess_mamba_all_specdec. postprocess_mamba_align_gpu) B input_batch #xE &
GPUInputBatch 84 InputBatch, SAM LoRA mixin B H B AEE gpu_input_batch,
HERA BB E,

# vllm/v1/worker/mamba_utils.py — & B 5 BRI 55 %

# IHREZZ B LoRA mixin BRHERER (REHFE)

# from vlim.v1.worker.lora_model_runner_mixin import GPUInputBatch

# MWEEESAE XL, HIE 4 &Fr5FH GPUInputBatch %i—2k& A InputBatch,
from viim.v1.worker.gpu_input_batch import CachedRequestState, InputBatch

def preprocess_mamba(
scheduler_output: SchedulerOutput,
kv_cache_config: KVCacheConfig,
cache_config: CacheConfig,
mamba_state_idx: dict[str, int],
input_batch: InputBatch, # J&R GPUInputBatch; E&SHE5BEBEFERET
requests: dict[str, CachedRequestState],
forward_context: dict[str, Any],
mamba_state_copy_funcs: MambaStateCopyFuncsByType,
copy_bufs: MambaCopyBuffers,
align_ctx: MambaSpecDecodeGPUContext | None = None,

Copy the mamba state of previous step to the last
(1 + num_speculative_blocks) block.



fused = _resolve_fused_precopy(align_ctx)

mamba_group_ids = copy_bufs.mamba_group_ids

mamba_spec = copy_bufs.mamba_spec

num_speculative_blocks = mamba_spec.num_speculative_blocks
# TODO(Chen): we need to optimize this function a lot

assert cache_config.enable_prefix_caching

block_size = mamba_spec.block_size
cleanup_mamba_state_idx(scheduler_output, mamba_state_idx)

copy_bufs.offset = 0
num_regs = len(input_batch.reqg_ids)

0 B

AR review JLFRAHE AR claude[bot] B PR kB fork MEEHS BstFEE (
“automated review is disabled”) , WoosukKwon %8 IE X APPROVED #AT; 8 &IFiLaTR
Z njhill 8 /ci run SMBEAER, HP—RPAXHEEREET (1 commit behind
upstream main, REFFHE) , njhill EFOZEE 4 kLK Cl #88949 F R EBIE. M
MSEREL. TS REMESFIERHTARIFIT,

« D XEEEEIIRES Cl A& (other): PR#56169 5| NBCL RIARI o BT 471 1 2 4% T EA
AR, PR HERH BEIBIRH main EAHANNE, RNMEZHLT —# CI &,

- kB fork B PR Bt FEWBN (other): ZEMMRA PR XA EHFE., HFAALRIT
THHIERTEAN, ERERBEEEERES CL,

- RIRSEE S THAS#AMRS ERXi18 (design): W BERNTLSI A + Cl #Eit” A%E—Hk
&iE, BTFERAEZHNFE; InputBatch LRI T FAEIE X HEBLEXRIRS A GPU 23,

PNoESE-AL

- RS

1. BIRFAKEFEWBIR: viim/vl/worker/tpu_input_batch.py EANEESR,
lora_model_runner_mixin.GPUInputBatch / TPUInputBatch, A%
mamba_utils.GPUInputBatch (XRI#HS A Z4 L FE]) BHEK; IERES. T0F
AXHFAE TPU FEIREL from viim.v1.worker.mamba_utils import GPUInputBatch
XEE.R, 2ESANAEER ImportError, & InputBatch XNEFEMATEAN, B
EX HTPU 2 GPU R ‘GPU 523,

2. MR EEBRACEANTI ARE: SFXKE BaLZRMRERMN GZ X4 IEERE A
TypeAlias 3| At F M E) , PR body 2 HIEEK grep / code search 4518, H
YIIRE R BEIKAR C1 383,

3. THEMRE = MR X R T Aok, tests/vl/e2e/general/test_mamba_prefix
_cache.py 1&# Qwen3-Next-80B KA 5 mamba SB& /2, FHIEFTA Cl lane #E
3|, TPU (torch_xla) B&IRAFEZAEM Cl ik,

4. TTImATHRHAT AT KENRP X import §RFCTAE, FAAESAHKER InputBatch
BEEHEAN, BRAREE NameError 2N, - B AP SRIRRSEAZR R



——RA —FKIBATR BB R R X, XL ERHIER: mamba_utils.py 5
R4 —EA InputBatch X—MSeL R, AR AHRR EZEMAE GPUInputBatch R &
mixin BERABFBSFHANE, WRBEALETPU 455 GPU SZIHE L X B Rt 437 51
1, 574 {THOEMRBIERT EERM T ERSHNREE, N FEeiERA (TPUBXT
W) EEEEETIATHERES, XEARRTEE—WXNIIEME, MERTES, X2
— AN EHNEESER: B WRARNE /  BRHESGTHNRNG, NAEHLIKKEIE
SZEXAL, BRMRITAGIANER, - NErie: MREREAERFE , MIRIKEBERAS
ERSIRAKRE , THENREE , TPU BEATL Cl BiE

RERIREE

« PR #56169 [CI] Check target branch freshness before starting CI: iZ PR 3| ABIG X%
FEERBEEEERTARMRE: A PR =K /ci run B%JE 3 1 A commit #IEL B
ShAEE, R RAY L IRR

« PR #56899 [Minor] Invert MRV1 specdec method fallback logic: E—BtE]E R B —%EAK
Rk (BLE / FIrZiEEE) , 54 PR ERE v1 BEAR, THTXEIZNHA
HWEHTES review BE,



