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vlim-project/vlim
[Model][DSv4.1] Store the whole KV in MXFP8 (FlashMLA V4.1 record)
&3FrtlE]: 2026-09-15 11:12

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56893

PAITHRE

« —/)iE: DSv4.1 £ SM100 BXA FlashMLA 528 B MXFP8 KV 12k, KV 4&/N 9.6%

< EESE: ESKREIE, SHEEZ% KV cache . attention Ei5 BERZ—EKMER A,

1. E&F vliim/models/deepseek_v41/attention.py B _use_v41_mxfp8_kv_record() 5
kv_bytes_per_token / kv_page_alignment B4 E X% : & NMERRE] fo [T THEK
—HHE— gate IREMNTFE, EIRBES LS AMASEBIXEIZI,

2. & k_cache.shape[-1] EAICEIRIRNMBOE: ABELR LA KV cache spec 5T EMKFaR R
49, TR V4 BRIZBRENHBAER —KARBREL, RNMBREZRFECEESRES MR
B——3XIF 2 reviewer EEMI &,

3. BRI FBXFEXA [ spec BIMEERIEH. S#EEK block stride FEFR] BIHEERSE:
CHRERR T A1t alignment=576 if ... and not _use_v41_mxfp8_kv_record() else 512 1
MG, HIREEZEAE— block AT AR KN EHLE EF,

4. ZBW/I: MBI reviewer BB 576/512/528/584 KSURIDFHARE,; EEA
#56344 FRHIARSI EXFEER AL, A SM100 L3 FlashMLA sparse JE3maIIEE
bicke | N TRV = 1 . 8

THEES BHAL

PR body 8 : DeepSeek-V4.1 —EEE F DeepSeek-V4 B4 T fp8_ds_mla 8K,
FlashMLA B—/N V4.1 £AILEK, €38 RoPE #—ieB1t, ¥I#fE data row A (448 B
fp8 NoPE + 128 B bf16 RoPEI ZEm 512 B fp8 e4m3 &4kl , scale row A [7 A 64
“ UEBMO + 1 pad] AR 16 A 32 48 UEBMO (MXFP8) | , 4 token M 584 B [&3|
528 B (-9.6%) , Tl TMA stride M 576 B [&%| 512 B; 8T block_size 1EX 32 B9fZ¥k,
V4.1 MIEFE 512 9EHE, V4 FEMWN padding —FHE %, 1EE5EE No new
cache dtype and no new flagl , --kv-cache-dtype fp8 1M A fp8_ds_mla, BHFEZEM
B shit%,

SCEL AR

1. BFEIIBETUUT (viim/models/deepseek_v4l/attention.py) : Fiig
_use_v41 _mxfp8 kv_record(), H current_platform.is_device_capability_family(100) #|
B2 E 2 A FlashMLA B9 V4.1 325 ; DeepseekV4Attention. _init__ BWIRAE
self.kv_mxfp8. self.kv_bytes_per_token (528/584) . self.kv_page_alignment (



512/576) , HiBEEHEEN DeepseekV4SWACache, [E— spec B

state_content_bytes A1 alignment BX A MIXANFEREUE,

_fused_gnorm_rope_kv_insert A op B E{E—AN self.kv._mxfp8, KB E NeFHE] fo
[TUAESF) W ER—HE, FRBE spec ERABRELE —NMEE,

2. R BIINFRDP (B X DeepseekVilndexerCache.get kv _cache_spec) :
alignment MEE 576 if uses_fp8_ds_mla_layout else 512 XA 576 if
uses_fp8_ds_mla_layout and not _use_v41_mxfp8_kv_record() else 512, REZ
_get_bytes_per_block 3BENE/NTLH stride #MEF|3R stride, RAFTAET padding —
BRETEFRA BRIL; PR body iLFE T #R3#F 576 K 4% 212160 B3k stride, ETEMBRE
JE 8B B profile MYE&ft &k FlashMLA £ block_stride bytes % TMA _K_STRIDE == 0 ¥
=, M A spec HIRBEEIER]

3. EANIRERNZ: SWA B12% torch.ops. C.fused_deepseek v4_gnorm_rope_kv_rope_
quant_insert A0 kv_mxfp8 %k, csrc/libtorch_stable/fused_deepseek_v4 _gnorm_rop
e_kv_insert_kernel.cu 5 ops.h / torch_bindings.cpp E#%&%&, MXFP8 &4 X K&k &
lane pair — UESMO scale. RoPE lane 25 &1t; compressed-KV &2
vllm/models/deepseek_v41/common/ops/fused_compress_quant_cache.py #3¢
_rope_quant_insert_mxfp8_kernel, rope_quant_insert #& kv_cache.shapel-1] in (584,
528) &M%, MXFP8 RRAZLM RoPE Fi% scale (RoPE #XRMEEN) . REKEREA
BRE N, vlim/models/deepseek_v41/{amd,nvidia}/dspark.py B _insert_context_kv &
attn.kv_mxfp8 JBELE—/ op.

4. EEIR S I K viim/models/deepseek _v41/common/ops/cache_utils.py #3E
_quantize_and_insert_k_mxfp8_kernel 5 _dequantize_and_gather_k_mxfp8 kernel,
ANOHA bytes per token %#t5 k_cache.shapel-1] 4k, HEEPEERILIR (

V4 BYTES_PER_TOKEN=584, V41 _BYTES_PER_TOKEN=528,

V41 _QUANT_BLOCK=32. V41 _NUM_SCALES=16) ;
vlim/models/deepseek_v4/nvidia/ops/dequant_gather_k_cutedsl.py & fp8_dim /
group_size MEH B CompileKey FE&, scale_bytes = head_dim // group_size.
bf16 tail A bf16_dim > 0 & E, fERE—13 CuteDSL REDFE B X #F 448/64 5 512/32;
vlim/v1/attention/backends/mla/flashmla_sparse.py #5 V4.1 ieFHRRE [TTR%
data X. J& scale K] B9X#Y,

5. ESMREE: cmake/external_projects/flashmla.cmake 38 pin #3|
vlim-project/FlashMLA@bbefO1c, BREE fork BREAR (csrc/sm* — csrc/kernels/sm*)
FHAMFF api.cpp JEMEY fused_norm_rope_attn_rope_cast * 5 permute kernel 524
1 (%12 fork B9 setup.py, £ A dense backward) ; commit f574909 & pin —
RUME nvee 13.0.88 £ SM100 pass LB EF else X E static_assert BIFEE
% (FlashMLA#24 2R else if constexpr, SASS RZ) . MRMIZE
tests/kernels/test_compressor_kv_cache.py #3& _mxfp8_record_reference & &1L 8.
test v41 rope_insert_ mxfp8 record (byte-exact, BZ1 slot 5T padding) .
test v41 _mxfp8 cache round_ trip (insert—gather {E3RHI% tile RELIRELR) |, &
tests/kernels/test_fused_deepseek_v4_gnorm_rope_kv_insert.py #r3g
test_kv_path_mxfp8 record_matches_reference € CUDA Ei& op Xttt Triton ZRA3 23
W= NoPE 4 byte-identical,



R

vlim/models/deepseek_v41/attention.py ({E3R FEAHE; £F source; LR
data-contract; 5 _use_v41 _mxfp8_kv_record, DeepseekV4Attention.init,
DeepseekV4Attention._fused_gnorm_rope_kv_insert,
DeepseekV4Attention.get_kv_cache_spec) : AT EYNAE—I 1RG5 TULFAIRIR: 7
¥ _use_v41_mxfp8_kv_record() 5§ kv_mxfp8 / kv_bytes_per_token /
kv_page_alignment, JEAN SWA &7, BELREE insert. REEYE KV spec, HEFER
S/ FEE,

vllm/models/deepseek_v41/common/ops/cache_utils.py (1#3k ZHEEF: %57 source;
2K A core-logic; 45 V4 BYTES _PER_TOKEN, V41 _BYTES_PER_TOKEN,

V41 _QUANT_BLOCK, V41 _NUM_SCALES) : B / B NIEEKHZOD KA F3g
_quantize_and_insert_k_mxfp8_kernel 5 _dequantize_and_gather_k_mxfp8_kernel #
/N Triton AA%, #A k_cache.shape[-1] / bytes_per_token ¥ V4 5 V4.1 iE3x2Z 3%
, B PR ZABREKE) (+186/-8) ,
vllm/models/deepseek_v41/common/ops/fused_compress_quant_cache.py (it ghé&E
F; 25| source; M core-logic; &5 _rope_quant_insert_mxfp8_kernel,
rope_quant_insert) : &4 KV ZHENE ANiF: #3E _rope_quant_insert_mxfp8_kernel,
rope_quant_insert % cache 5 E 584/528 %N A%; MXFP8 WAL g BE E scalel
, BRAREMIEX TN REZNERI,

csrc/libtorch_stable/fused_deepseek_v4 _gnorm_rope_kv_insert_kernel.cu (#ik EFR
#%; 2% source; R core-logic; &5 fused_deepseek_v4_gnorm_rope_kv_rope_gua
nt_insert) : SWA mi&3E AN CUDA WAZFE kv_mxfp8 4% : & lane pair —4 UEEMO
scale, RoPE lane 7F#F bf16 MiE5=E1; EEE ops.h / torch_bindings.cpp R op
B,

vlim/v1/attention/backends/mla/sparse_swa.py ({3 BEEHE; %7 source; LR
data-contract; &5 DeepseekV4SWACache.init,
DeepseekV4SWACache.get_kv_cache_spec) : DeepseekV4SWACache #r3t
packed_bytes_per_token / packed_page_alignment &%k, spec #

state_content_bytes 5 alignment BR# S 3KIRXEN; reviewer BYFTRTFIL IEE B IEXANXHF
8 alignment 1T,

tests/kernels/test_compressor_kv_cache.py (3R Z7MNR; K5 test; ER

test-coverage; 45 _mxfp8_record_reference, test_v41_rope_insert_mxfp8_record,
test_v41_mxfp8_cache_round_trip) : #3% mxfp8_record_reference &£ &1E (I5F
FlashMLA #9 KVCachelayout.V41 _FP8Sparse) . byte-exact By
test_v41_rope_insert_mxfp8_record 5 insert—gather By
test_v41_mxfp8_cache_round_trip, EIFEEPEFEH F.

. tests/kernels/test_fused_deepseek v4 _gnorm_rope_kv_insert.py (13 EFMR; 25|

Ve =

test; £A test-coverage; 5 test_kv_path_mxfp8 record_matches_reference,
_dequant, V41_HEAD_BYTES) : #3% test_kv_path_mxfp8_record_matches_reference
, it CUDA mt& op B9 kv_mxfp8=True %5 Triton AL EXTF, M= NoPE 4
byte-identical, EATRZFRE —A tile REF K,



« vlim/models/deepseek_v4/nvidia/ops/dequant_gather_k_cutedsl.py (13t 2N
5| source; FEAR infrastructure; &5 DequantGatherKCacheKernel.CompileKey,
DequantGatherKCacheKernel.host_entrypoint,
DequantGatherKCacheKernel.dispatch, DequantGatherKCacheKernel.call) :
CuteDSL gather M THE4wmED 448/64) XA CompileKey & fp8_dim / group_size,
scale_bytes 5 bf16 tail 2 XEBICF ST, BiZBUREN XFF 584 B 5 528 B X
B,

« vlim/v1/attention/backends/mla/flashmla_sparse.py ({&E3k A#%53%; K 5| source; 3£
A documentation; &5 QUANTIZED DS _MLA CACHE_FORMATS) : RIRTUERFE N WL
BA*NST V4.1 528 B igk (512 B & fp8 + 16 AN UEBMO scale) W& TN data XAER].
scale RFEE, TUA/INME TMA stride EEREE] BYXRBEINBA, RIEMAKRMETENREX
AT,

- cmake/external_projects/flashmla.cmake (#3k ¥2EBE; 25| infra; A&
configuration; &5 FlashMLA_SOURCE_DIR, FLASH_MLA_SOURCES) : FlashMLA
pin #3| vlim-project/FlashMLA@bbefO1c, FRRE fork B REHFH AT api.cpp FHE A
RS2 ; B4 XA nvee 13.0 By static_assert MEEKF pin —K, BARKENEIHE
AR,

« vlim/models/deepseek_v41/nvidia/dspark.py (13 ETF XN ; 25| source; FER
data-contract; 5 _insert_context_kv) : _insert_context_kv & attn.kv_mxfp8 5
apply_g_norm=True Z#EfE4mE op, fRIE DSpark 894 KV context #EAS £ attention
BNBE—%1EFE; amd/dspark.py B XFREK

« csrc/libtorch_stable/ops.h (13 E-FEM; 35| source; EH data-contract; &5
fused_deepseek_v4_gnorm_rope_kv_rope_quant_insert) : Bi& g/kv insert 8 C++ &
¥ kv_mxfp8 /RS (torch_bindings.cpp R EM) , £ CUDA W5 Python
A A O RA,

KBS _use_v4l _mxfp8_kv_record, DeepseekV4Attention.init,
DeepseekV4Attention._fused_gnorm_rope_kv_insert,
DeepseekV4Attention.get_kv_cache_spec, DeepseekV4IndexerCache.get_kv_cache_spec,
DeepseekV4SWACache.init, DeepseekV4SWACache.get_kv_cache_spec,
_quantize_and_insert_k_mxfp8_kernel, _dequantize_and_gather_k_mxfp8_kernel,
quantize_and_insert_k_cache, dequantize_and_gather_k_cache_triton,
_rope_quant_insert_mxfp8&8_kernel, rope_quant_insert,
DequantGatherKCacheKernel.dispatch, DequantGatherKCacheKernel.host_entrypoint,
_mxfp8_record_reference, test_v41_rope_insert_mxfp8_record,
test_v41_mxfp8_cache_round_trip, test_kv_path_mxfp8_record_matches_reference

RPERRD B

vlim/models/deepseek_v41/attention.py

AORATF IR E— 1R S T LA SEIR : B3 use v4l mxfp8 kv record() 5 kv _mxfp8 /
kv_bytes_per token / kv_page_alignment, ¥ N SWA &7, BELRE insert. KEEYE
KV spec, H#EmRIIBIATFTEE,



# vlim/models/deepseek_v41/attention.py
# V4.1 B9 MXFP8 i2E R SM100 B FlashMLA FRERARFS NAZ B =T H :
#IOEFE. T, RoPE BEEM, 2FdEX—1 gate RE,
def _use_v41_mxfp8_kv_record() -> bool:
return current_platform.is_device_capability_family(100)

class DeepseekV4Attention(...):
def __init_ (self, ...):

# =ANERFREZMNA: 528 B/512B W (V4.1) 3 584 B/576 B TU (V4) o
# EIRBAE A —NERAILE T stride 583 AZAY TMA stride FBER,
self.kv_mxfp8 = _use_v41_mxfp8_kv_record()

self.kv_bytes_per_token = 528 if self.kv_mxfp8 else 584
self.kv_page_alignment = 512 if self.kv_mxfp8 else 576

self.swa_cache_layer = DeepseekV4SWACache(
head_dim=self.head_dim,
window_size=self.window_size,
dtype=self.kv_cache_torch_dtype,
prefix=f"{prefix}.swa_cache",
cache_config=cache_config,
backend_cls=self.swa_backend_cls,
block_size=32,
packed_bytes_per_token=self.kv_bytes_per_token,
packed_page_alignment=self.kv_page_alignment,

def fused_gnorm_rope_kv_insert(self, q, kv, positions):
# uint8 & fp8_ds_mla 2T B2 REFNSHKERF CUDA AZEMEIER.
if swa_kv_cache.dtype == torch.uint8:
swa_kv_cache_2d = swa_kv_cache.view(swa_kv_cache.shape[0], -1)
return torch.ops._C.fused_deepseek_v4_gnorm_rope_kv_rope_quant_insert(
a,
kv,
swa_kv_cache_2d,
swa_metadata.slot_mapping,
positions,
cos_sin_cache,
self.padded_heads,
self.eps,
swa_metadata.block_size,
False,
self.kv_mxfp8, # True Bt RoPE lane &4k, scale BEE

def get_kv_cache_spec(self, vlim_config):
if not self.is_kv_source:
return None



uses_fp8_ds_mla_layout = self.kv_cache_dtype == "fp8_ds_mla"

return MLAAttentionSpec(
block_size=vlim_config.cache_config.block_size,
num_kv_heads=1,
head_size=self.head_dim,
dtype=torch.uint8 if uses_fp&8_ds_mla_layout else self.kv_cache_torch_dtype,
tokens_per_state=self.compress_ratio,
cache_dtype_str=self.kv_cache_dtype,
# TUSTREIE R, RIIBUAMEZRF (WTH IndexerCache) o
alignment=self.kv_page_alignment if uses_fp8_ds_mla_layout else 512,
model_version="deepseek_v4",
kv_quant_mode=get_kv_quant_mode(self.kv_cache_dtype),
# {TEES token WEFE; head_size HEIBEX LK 512,
state_content_bytes=(

self.kv_bytes_per_token if uses_fp8_ds_mla_layout else None

class DeepseekV4IndexerCache(torch.nn.Module, AttentionLayerBase):
def get_kv_cache_spec(self, vlim_config):
# REIETEE KV AR —MAE block, block stride A& TLZ fn,
# FTARSI BRAIRE FEFE—#M 576 B 33| 512 B, TR profile
# MEESiA FlashMLA B block_stride_bytes % TMA_K_STRIDE K&,
return MLAAttentionSpec(

alignment=(
576
if uses_fp8_ds_mla_layout and not _use_v41_mxfp8_kv_record()
else 512

)

vliim/models/deepseek_v41/common/ops/fused_compress_quant_cache.py

E4E KV ZH50E AN#g: F3E  rope_quant_insert_mxfp8_kernel, rope_quant_insert &
cache 5JE 584/528 WA, MXFP8 WM (e B E scalel , BAREMNIEXEAN
REFEIRI,

# vllm/models/deepseek_v41/common/ops/fused_compress_quant_cache.py
#uintd P MERARMICRILE, FEBEIFE: 528 -> V4.1 MXFP8 WX,
if kv_cache.dtype == torch.uint8:
assert kv_cache.shape[-1] in (584, 528), (
f"'unsupported paged KV record width {kv_cache.shape[-1]}"
)
kernel = (
_rope_quant_insert_mxfp8_kernel
if kv_cache.shape[-1] == 528
else _rope_quant_insert_kernel



kernel[(num_tokens,)](
latent, positions, cos_sin_cache, kv_cache, cache_slots, ...

@triton.jit

def _rope_quant_insert_mxfp8_kernel(
latent, positions, cos_sin, cache, cache_slots,
COS_STRIDE: tl.constexpr,
CACHE_STRIDE: tl.constexpr,
CACHE_BLOCK: tl.constexpr,
COMPRESS_RATIO: tl.constexpr,
SANITIZE_CACHE_NANS: tl.constexpr,

VAT ABR: SoiEs, BRTAES 512 A MXFP8 Eib,

RoPE #EX B EN, FrIXLM [LiEl. BE scalel ;

V4 RN Z %GB/ NoPE, BB RoPE X bf16 BT XK,

t = tl.program_id(0)

slot = tl.load(cache_slots + t)

if slot < O:
return

position = tl.load(positions + t)

if (position + 1) % COMPRESS_RATIO |= 0: # REEEHI R HE
return

d = tl.arange(0, 512)
normed = tl.load(latent + t.to(tl.int64) * 512 + d).to(tl.float32)

# NoPE B pair BX (cos, sin) = (1, 0), me#EIES;

# RA pair >= 0 WEI 64 FEES Sk,

even, odd = tl.split(tl.reshape(normed, (256, 2)))

pair = tl.arange(0, 256) - 224

cs = cos_sin + (position // COMPRESS_RATIO * COMPRESS_RATIO) * COS_STRIDE
¢ = tl.load(cs + tl.maximum(pair, 0), pair >= 0, other=1.0).to(tl.float32)

s = tl.load(cs + 32 + tl.maximum(pair, 0), pair >= 0, other=0.0).to(tl.float32)
rotated = tl.interleave(even * ¢ - odd * s, odd * ¢ + even * s)
if SANITIZE_CACHE_NANS:

rotated = tl.where(rotated == rotated, rotated, 0.0)

page = cache + (slot // CACHE_BLOCK).to(tl.int64) * CACHE_STRIDE
values = page + (slot % CACHE_BLOCK) * 512
scales = page + CACHE_BLOCK * 512 + (slot % CACHE_BLOCK) * 16

quant = tl.reshape(rotated, (16, 32))

amax = tl.maximum(tl.max(tl.abs(quant), 1), 1e-4)
exponent = tl.ceil(tl.log2(amax * (1.0 / 448.0)))

scaled = quant * tl.reshape(tl.exp2(-exponent), (16, 1))



fp8 = tl.clamp(scaled, -448.0, 448.0).to(tl.float8e4nv)
tl.store(values + d, tl.reshape(fp8.to(tl.uint8, bitcast=True), (512,)))

# NoN JEIEH R FTIEHE KL & ES| 254, #% scale EWAMAER NaN,
max_encoded: tl.constexpr = 254.0 if SANITIZE_CACHE_NANS else 255.0
encoded = tl.minimum(tl.maximum(exponent + 127.0, 0.0), max_encoded)
tl.store(scales + tl.arange(0, 16), encoded.to(tl.uint8))

i A 4

1. AFEHET ZWSL (ivanium, vlim/v1/attention/backends/mla/sparse_swa.py:127)

: fTAFIEYE lgiven that we now have self.packed_page_alignment, putting 512
here looks a bit hackyl] ——BER¥3% T packed_page_alignment £3%, else 512 4%
BANE R FEBBEIL, EEIK review Bi##—4%kZA:  TKV cache part LGTM. I'd
prefer we can later refactor the alignment part to avoid too much hardcoded
numbers like 576 and 512] , &i®: & PR NREHM, reviewer FARAILE EIRSIER G
% T4E, FHLL APPROVED HKAT.

2. BBh review #Z2 M claude[bot] #BAXZ fork 32X 89 PR, B3} review X7, F&
maintainer F5) @claude review——A PR SZFrRA —%& AXK reviewer X H, mikah#
¥ CUDA/Triton/CuteDSL ZE R,

3. Cl FRE D I MEHEFELVDR /ci run, P —k¥IEL:  [This PR is 9 commits
behind upstream main. Your branch must contain every commit currently on
upstream main.] E&E% rebase FTREEMH, A 38465d553F40 fi& Buildkite #88975,

o JAFE EIZR SR (packed_page _alignment &35 %, 512) (design): fEERES
PR WEM, reviewer XX later] #EEFZEZIRIFLH APPROVED, #FEEURSKITAE L
I,

« fork PR B9 B 3} review #2H (other): RABAF AL, PR SLFrRA ivanium —& AE
reviewer & % 7 M CUDA/Triton/CuteDSL k51,

« Cl X FEEEREIET —R /ci run (other): EEL rebase B|H&EE main BENH, &4
commit 38465d553f40 Ezhfk Buildkite #88975,

« FlashMLA pin #£ nvce 13.0 EBMEEKRIKRS =K pin (other): BN & pin AR, iEEE5HK
(ERE; MEMA FlashMLA#23 895126 FPS St g (vLLM BRIAA) .

R 5 B

- QFe:

1. RoPE EMREE: 64 4 RoPE M bf16 289 fp8 e4m3 + UEBMO scale, ZAKME—
REAEAT AR, 1E& gsm8k CRE 0, n=1319) M 0.9272/0.9310 #&# 3|
0.9333/0.9340, 1B GPQA EZLANE deepseekv41-flash-0909 12 B epoch_num:
1, &N PR Z2AMAMEZEHR epoch_num: 4, {E& B EiriE (the arms differ in image
and epoch count as well as in the record] , FHibK ETX. KEE TH RoPE E1b
B> T T I,



2. 1 KE RBIZEM: _use v4l_mxfp8_kv_record() R&E
is_device_capability_family(100), 5 backend_cls t*. PR body R&EB SMJ0.
ROCm 5§ FlashInfer SM120 fx¥ V4; &7 SM100 L%ZI4E FlashMLA 8 sparse J&
3, 528 B iLXAET AT IEFARID R A EA PR F 1L,

3. BREERABRINEY: HIRER kv_cache.shapel-1] in (584, 528) §
k_cache.shape[-1] == 528, MR E F+-E S 584/528, —EHIME =FCRKTE,
= block_size RE& 32 8913k (math.ceil(block_size * 528 / 512) * 512 BT L
AEEEIR) , SEBLAIXNEZEMLRE,

4. TRAFREERBERRER: RIIBS5E KV EEZR—M3E block, alignment 257
DeepseekV4Attention.get_kv_cache_spec #a
DeepseekV4IndexerCache.get_kv_cache_spec FifbitE (EEXEHAA gate) , £
ff§—T1 padding AF—KR&SERE profile MMEELA FlashMLA B TMA BRREE B 5,
BT X EALE B B HA R

5. SNERMRES M pin B fork 89 bbef0lc BE CI #9 CUDA 13.0.3 L 2% nvce
13.0.88 ML EF else A% static_assert B9MELK, RAEEEFH pin (f5f74909)
%538 ; flashmla.cmake BREDEEZF T84 fork B9 setup.py, fork BIAEE REM
A5 RN A% S 3B R R

6. FEX PR % #56344 &k[EA—1p flashmla.cmake 5§ V4.1 writer/reader (B & pin
c112ccl EAR PR RE—NMEXR) , #56441 BKEREEA csrc/libtorch_stable/ X3
KR op BEHYE EXAMNE; PR body FAHATEH #56344 BRI BMFTEE, &
BAL®R X,

- R

1. AR 5#EKE: SM100 (GB300/B200) L DeepSeek-V4.1 & token KV M 584
B &3] 528 B, BN ABEE 576 B padding, £ TE%F token $3gm; 1EH 90N 2
SRR HEE 161.73 GiB. 11,589,848 token, gsm8k LBk, EAARBELRE:
—kv-cache-dtype fp8 1fBMT AR fp8_ds_mla, REEH flag =¥ dtype, I SM100 F
& (SMJ0, ROCm. FlashInfer SM120) fTHE5ZMZEFEH—K.

2. RGE58Y: KV cache i/ EE CUDA Ei& op. Triton 4wl / &L, CuteDSL
gather. KV cache spec 5&R5|BXFHELRTEY, K PR ILE—RERIERE V4 (
584 B/ 576 B Tl) 5 V4.1 (528 B/ 512 B T1) MfFidxk. KV cache REFAL, A
RBFFE checkpoint T/ EE; (BAEIMRIZ V4.1 4750 584 Bl B9SMER T B3 TIsHIA
KKK

3. AIRREF A : ZERNZEE AN MXFP8 ITRBIEIF —KI,IR, 576/512/ 584/
528 A BRIE attention.py. sparse_swa.py. flashmla_sparse.py. cache_utils.py 5%
AR XHF, reviewer ERREREEUKSR; RS #56344. #56441 84 rebase th
AEREEEFLRH, - NRIRE: KV TREAXE |, RoPE EMFERNRK , TUNFTE
BAEK , ZERKETRD |, SMERKH pin B fork, ITIEREEMAE R IR

R ERIREE

« PR #56344 [Perf] Deepseek V41 Attention MegaKernel: R{EE. FE—% V4.1
FlashMLA 2%k, & FlashMLA PR#221 Bigt& megakernel 5 nvfp4_ds_mla; 574



PR #& flashmla.cmake (pin c112cc1 vs bbefO1c) #o V4.1 writer/reader L E S,
PRbody BA#AZE RF& EA8 rebase, FHIgH #56344 RFRIIBXFEE.

« PR #56441 [Perf][DSpark] Add KV-only context insertion across V4.1 cache formats:
R RAE=AN csrc/libtorch_stable/ X8 D KV-only B3 op, & op &4 5 torch
HEEESARPR XAHE; BEELRESZ (BEE dummy query, 7 PR it FKiEIFE) ,

« PR #56169 [CI] Check target branch freshness before starting CI: 4~ PR B§—>X /ci
run IEEMIZ PR SIANMQ X FEEREIEL (JBRES upstream main 9 A commit)
EIX% Cl Reg F &5 E S EH,

+ PR #56560 [ROCm] [DSv4.1][Perf] Dequantize the MXFP8 weight once when
dot_scaled cannot be used: [E] 4 DeepSeek-V4.1 #AIL F B MXFPS thfk, (B [aER
EZM (ROCm. FEXF K BHMEIA—KEEN) , 54K PR 89 KV B RNMEER, TR
iR DSv4.1 HEMARRA T,

« PR #56513 [ROCm][DSV4.1][Perf] Fold the mHC post step into the delayed pre
projection: B— DeepSeek-V4.1 AR KM EERMAFT], HF X
vlim/models/deepseek_v41/ 5 _aiter ops.py;: A~ PR B4 135 T A KB miztE R
E SM100 LB ERE, BTR —IEHKEL.,



