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def async_tensor_h2d(
data: list | np.ndarray | torch.Tensor,
device: str | torch.device | None = None,
dtype: torch.dtype | None = None,
out: torch.Tensor | None = None,
) -> torch.Tensor:
"""Copy list/numpy array/tensor async from host to device."""
# KI5 E dtype BEM out.dtype #F, /54 out.copy_ BIRTE BRL
if dtype is None and out is not None:
dtype = out.dtype
if isinstance(data, np.ndarray):
data = torch.from_numpy(data)
if isinstance(data, torch.Tensor):
t = data
if PIN_MEMORY and not t.is_pinned():
# & pinned B CPU tensor Ei% non_blocking # NI &3R4 R 25 & il ;
# X B stage 3| pinned ELZEHPX, HfriE N EIEEFPRERZ
t = torch.empty(
t.shape, dtype=dtype or t.dtype, device="cpu", pin_memory=True
).copy_(t)
else:
# list A\ E M pinned CPU tensor, XZ% WHRBEHS
t = torch.tensor(data, dtype=dtype, pin_memory=PIN_MEMORY, device="cpu")
assert t.is_cpu

if out is not None:
# MAERERETXNGER: SA out FREYE, HEMERZT
assert out.dtype == dtype
return out.copy_(t, non_blocking=True)
assert device is not None, "must provide destination tensor or device"
# T out RIREHEREKEFFIHEN
return t.to(device=device, dtype=dtype, non_blocking=True)

vlim/model_executor/layers/attention/mla_attention.py
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seq_lens_cpu = torch.tensor(
seq_lens_flat, dtype=torch.int32, device="cpu", pin_memory=PIN_MEMORY

)
starts_and_context_lens = async_tensor_h2d(
starts_flat + context_lens, device=device, dtype=torch.int32

)

starts = starts_and_context_lens[: len(starts_flat)]
context_lens_gpu = starts_and_context_lens[len(starts_flat):]
cu_seq_lens = async_tensor_h2d(cu_seq_lens_flat, device=device, dtype=torch.int32)
cu_seqlens_q = async_tensor_h2d(cu_seqlens_g_flat, device=device, dtype=torch.int32)
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np.concatenate(token_to_seq_parts), device=device, dtype=torch.int32

)
if use_dcp:
padded_local_cu_seq_lens = async_tensor_h2d(
padded_local_cu_seq_lens_flat, device=device, dtype=torch.int32

)

padded_local_token_to_seq = async_tensor_h2d(
np.concatenate(padded_local_token_to_seq_parts),
device=device,
dtype=torch.int32,

)

i B
A PR By review bR, BELZREREW, TEXIBEMHEELT:

« mergify[bot] £ REFH R rebase: “This pull request has merge conflicts that must
be resolved before it can be merged. Please rebase the PR", #E# njhill Ki/5 £ KAt %
Buildkite CI (#88906. #88908. #88909. #88923. #88939. #88950. #89122) ,
BEEN /i retry (XEH 4 NPT (#89150)

« WoosukKwon BE##E (TiFi8) ; claude[bot] B fork B3 review #EE A Bkt 7 A
TH,

c EAEXBESHINTFE (EZTE — fix cpu — fix test) R CPU BREFZAEESMRAREDF Z2E& A
AW EERT A, WiEERBZEMEE CPU/GPU AKBERIFRA—IK,

« ©7FR0 rebase 5 CI #&EM (other): X £ K rebase 5§ Cl EME R PR HFFAELENIR
. BEFMEREAREIN,

R 5 B
o NS RN



HWBEI2EYT: model runner.py::prepare_inputs & NsteplIREZ 12, idx_mapping.

query_start_loc Z# N BITAEER " decode/prefill/spec decode; &K V1 Cl B% (
PR BZREEBEN) ,

« dtype BAUKE : ¥ async_tensor_h2d 7 out X380 assert out.dtype == dtype, |H
async_copy_to_gpu s, EI/MERRAATEAR—KB dtype 2 E#FE AssertionError
, AR,

« MIBRAEAS: async_copy to_gpu LT vlim/v1/worker/gpu/buffer utils.py, B&JENER
API, B8 = FiafFsAitih T E#3| A2BER,

o MBRZADEFTEE: Xk pinned B torch.Tensor A, #RIABESTIDE— pinned &
BEZFX; F/NRT metadata BEEREFHE, BRI ZRRE D NEZE CUDA
stream,

« FlashInfer &R FE: copy to_gpu(num_reqgs + 1) BIFIFIEX BERKANER GPU EHRXEE
AR, BEUEFR; ZBRTAKS CouGpuBuffer IR EEA/N, EH
tests/v1/worker/test_gpu_pcp_manager.py FIa#EE =,

« CPU E&MZ2—EM: shm.py B8 monkeypatch K& pinned memory, {B&M5
torch_utils BRARFFHRZES S out 1BX, fix cpu IR EFIAIE T iZa &,

- R FUSeEERE:

- AP ML ESE API B, BRATIIESTMAESN h2d BN ESR—. ETREERT KR
, MK ETXAHERKNIGRA ERERRH,

« ZA4M: async_tensor_h2d A GPU ll"E—8 h2d #IURIE, EEFHEERAEHRIAR
AN EHFEE A CpuGpuBuffer.copy to _gpu HHERBV>F5 pin_memory + copy By
E 2 R,

« EIRAM: 21 ANXHESEkEXED (BPUTSI%E. PCP. Flashinfer, MLA. spec decode.
diffusion. CPU worker) , ®E5HM MRV2 &% PR thi&NIMF; PR G HIL
needs-rebase, EATWER SN2 XH M,

« M ARF async_copy_to_gpu BIZNRRASFEEF R async_tensor_h2d,

« RFEFRIT: OB TE |, BEREN , MRARRS , CPU/GPU XXER/RERD ,
CpuGpuBuffer 1T R H%

RERKLE

« PR #53867 [Feature] [PCP] Support decode-only FULL CUDA graphs: EFf{&EK
vlim/v1/worker/gpu/pcp_manager.py; 4~ PR ¥ PCP #tE# &8 async_copy_to_gpu
T38| async_tensor_h2d, 5§ PCP MIARZEEE X,

« PR #56254 [DSA] Wire DeepGEMM sparse MQA logits into the DeepSeek V4.1
indexer: [F&MH MLA BMIAEE1Z, indexer.py 5§ mla_attention.py ZEEE&XM#; & PR
HXEREIZ G —T h2d #IURIE,

« PR #56387 [Bugfix][Spec Decode] [MoE] Avoid uninitialized EPLB state in DeepSeek
V4.1 DSpark drafter: FA spec decode ZhaE%k; A& PR th—3H

adaptive_verification.py. rejection_sampler.py. |lm_base_proposer.py 893 1A B ¥1#%
éljéff:—)\uo



