PR #56876 TEIRLE

vlim-project/vlim
[Build] Move DeepGEMM pin to the vLLM fork and update the Mega MoE call convention
&FBtla]: 2026-09-15 15:57

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56876

/—
HATHREZE
« —4A)iE: DeepGEMM pin 3£ E VvLLM fork 2.8.0, 3 & # Mega MoE ARAE

 EME: EEEIER, AHESE MoE Sin. DeepGEMM £k 3k Cl BiZMREY: AER
[N diff, ASEEI KBTS AE A AER,

EAMEBEEENZITRE: —BRE— fork pin BUY T4k %] , # SM120 / SMJ0 /
SITU =AMEEAKSKB—LX T EIH commit £; — 2 RE DeepGEMM i F 34 FAK 5 245 4 sk
g, VLLM AFEEL S H TG (TRT-LLM / CuteDSL / AITER) R¥FFZE, BAERERA

SNE; =& getattr(..., None) X3 T#2k Nonel #BRNERBIFE PR S &K TH BB 5% 2R & K
, PR A THSE& + [BHE fallbackl FEEFM pin, XN EFESAEFERTHEH

EAELE

Ja 432X B SiTU 89 alpha/beta BRaTEA BapLEERYT GLERAE —RMEMAS
GSM8K A/B) ; 3 cmake / install script / build_deepgemm_C.py H ) repo. tag. FiEik
2 RUIKSREBE—KIR; & #56266 / #56255 & mEHAIA elfutils-devel § deep_jit BRAL
W—E; IFEIRERE fork 5 LJiF 2.8.x 890 XA,

THHES BAL

PR body & HEIZAF ER: 12 nv_dev B2AE| 2.8.0 release line, i 2.8.0 XER#ET
SMA0 89 2-CTA KV multicast, IER next_n=4 / kv_block=32 BT{&k#i 898 71—"Staying
on nv_dev means we cannot pick up the 2.8.0 release line without losing SM120 and
SMA0 paged-MQA coverage." /E& R HIRA B ARG REIML H100 (MTP=3 decode %%
flattened #8412, kpool K| X7 3| 64-entry page) , EZF| vlim-project/DeepGEMM#7 (
[SMA0] Support paged MQA next_n=4 and block_kv=32) $EXE X #FHaifE, vLLM AR
FE(L(T SMA0 k31, R 2.8.0 48 SiTU L A TSRS HOTHAR T B A B
activation_alpha/activation_beta, Kimi K3 Z#AME—FE SiTU S350GRA 5, AMBRE
B%; DeepSeek V4 / V4.1 AN SITU ST EKE), =4 commit BIEIHLE fork &
KR 9a86ae2b EFHE SMI0 paged-MQA BtE T zero-context-length guard, DSA indexer
warmup By dummy batch £ft& metadata kernel #Fi%,

LI AR

1. K# pin 18315 (cmake/external_projects/deepgemm.cmake.
tools/install_deepgemm.sh) : FW/NXAFR repo it % —Hepx,



https://github.com/vlim-project/DeepGEMM.git, tag M 8b1392b (2.6.1 / nv_dev) #t
BR fork dev 2% tip ad1f1726 (L35 2.8.0 AL &AR + SM120 #4E + SMI0
paged-MQA kv_block=32/next_n=4 #48 + Mega MoE task-info slot BKBEE + FE
SwiGLU alpha/beta + FP8/FP4 Mega MoE # SiTU) . X#% vLLM
native_next_n_supported. _paged_maqa_logits_schedule_slots Ao kpool TT X552 ER{R3F
A3, H100 £ MTP=3 decode L RAEB & E3R1b,

2. ¥J3Z plumbing BRE 2.8.0 BFAERT E (cmake/external_projects/deepgemm.cmake.
tools/build_deepgemm_C.py. docker/Dockerfile) : GIT_SUBMODULES
third-party/cutlass + third-party/fmt 284 third-party/cutlass + third-party/deep_jit;
build_deepgemm_C.py B include ¥|&3E third-party/fmt/include #epX,
third-party/deep_jit/include (2.8.0 B <format> BXfX fmt, DeepJIT & header-only &
JIT S XHR#) ; deepgemm.cmake By file(GLOB_RECURSE _dg_headers ...) 3&hn
third-party/deep_jit/include/*.h1*.hpp, BEA add_custom_command FFa= kX443
., Ak RO NEREN glob FTREEMA C E#; docker/Dockerfile B dnf &%7%
& elfutils-devel, 5 #56266 / #56255 &R — hunk. repo/tag/ FHER =AMz B0
MFILREF, 2R PR HREZRKWMALE,

3. Mega MoE A AZEEH# (viim/models/kimi_k3/nvidia/model.py) :
deep_gemm.fp8 fp4 mega_moel(...) By situ_beta/situ_linear_beta AN kwargs Z# A
activation_alpha=self.activation_beta or 1.0 5
activation_beta=self.activation_linear_beta or 0.0, iEXZ SiTU gate @ %5 up 2% &
B tanh scale, 0.0 & up X tanh, RA Kimi K3 EWMAIE SiTU S338E%
DeepGEMM, PR R&xX—AMARA & ; vLLM B 28 activation_situ_beta /
activation_situ_linear_beta BBE4% (FusedMoEConfig W& TRT-LLM / CuteDSL /
AITER J53%) ZIERYE, RAE DeepGEMM 4 Rffpkat, R R LECERZA,

4. B3 pin bump SR XA BFEAMEYT (viim/utils/deep_gemm.py) : _lazy_init() &
_grouped_masked_impl JRAR getattr(_dg, "fp8_m_grouped_gemm_nt_masked",
None), 2.8.0 #FRiZ legacy Bl&EEEERZERK None, FE/EFTAIRAI "DeepGEMM
backend is unavailable", H#FITH BatchedDeepGemmExperts, A% & MG 4
m_grouped_fp8_gemm_nt_masked. BEERIBHE, FIMERFh pin ZIRA DeepGEMM
el AT, FANEFE alias BIR— m_grouped_fp8_fp4 _gemm_nt_masked 4FE, C++
2425 pybind BRIAMEE 2.6.1/ 2.8.0 Zj8A—3K,

5. —RERITEIAE / MREE: F=R commit 9000522 & tag M fork EAR Ga86ae2b B
#®IMBEFH tip——BARAEIL SMI0 paged-MQA 43| 2.8.0 KR T
zero-context-length guard, £ context length Bt metadata kernel &1
prefix_sum[batch_size] (#FAE-FI#Z align(batch_size, 32) 28 shared buffer) , it
CUDBG_EXCEPTION_WARP_OUT_OF RANGE_ADDRESS, i DSA indexer warmup &
¥H max_num_segs (BRIA 1024, B 32 %5F) B dummy batch fik, MRMA PR %
Frg S BRAEEIMNER X4, =)FIM Z2KHELA Al (tests/kernels/moe/test_batched_de
epgemm.py =% = commit BEIMNER. HFA tests/models/test _deepseek v4 _mega_mo
e.py. tests/kernels/attention/test_deepgemm_attention.py.
tests/v1/attention/test_indexer_native_next_n.py %) ; #EM R A docker/Dockerfile
—ATRML. SITU BRATHY IEFAME B 1EE B —RMEREXN S GSM8K A/B %, REAE



L ACIIER
RS

« vllm/models/kimi_k3/nvidia/model.py (#3k RIS H,; K 5| source; EH data-contract
. &5 fp8_fp4_mega_moe, activation_alpha, activation_beta) : H¥AME—IT SiTU 53Kk
#E(E4S DeepGEMM B9 &, activation_alpha/activation_beta BBRETH 1A BLEERE
Kimi K3 Al e #UE E A

« vlim/utils/deep_gemm.py (3R WHZERK; 5| source; FEH core-logic; &5
_lazy_init, _grouped_masked_impl, m_grouped_fp8 gemm_nt_masked) : = commit
BYEIMEE A DeepGEMM 2.8.0 MiFR legacy B8/, getattr(..., None) BBRR =
None €1t BatchedDeepGemmExperts £&F 42k

- cmake/external_projects/deepgemm.cmake (#E3k SMERIRH; K7 config; KA
configuration; &5 DEEPGEMM_UPSTREAM_REPO,
_DEEPGEMM_UPSTREAM _TAG, GIT_SUBMODULES, _dg_headers) : pin T8y E1K:
repo/tag ¥, GIT_SUBMODULES M fmt #8X deep_jit. _C ZRAYRH L XM glob 3
&

« tools/install_deepgemm.sh (#k MEBIA; 5| infra; £ A& configuration; &5
DEEPGEMM_GIT_REPO, DEEPGEMM_GIT_REF) : 5 cmake F4THE =4 pin KR,
install FIAZRIAMERZIE CMake FRIZHEHA DeepGEMM

» tools/build_deepgemm_C.py (B3R W#&%mi%E; KAl source; FEA configuration; 45
includes) : _C ¥ B# include BE/ZFE 2.8.0 FARKLERE, RRLSEHEFK _C REFEX
b

- docker/Dockerfile (3R HfgME; KA infra; EA infrastructure; 5 elfutils-devel)
: Fr8 elfutils-devel MZEIRI, 5 #56266 / #56255 F— hunk; #XSZMKBA deep_jit
EE libdw k3

XS _lazy_init (vlim/utils/deep_gemm.py, FE@r55&ER) |
deep_gemm.fp8_fp4_mega_moe A & (vlim/models/kimi_k3/nvidia/model.py,
activation_alpha/activation_beta B&t) , DEEPGEMM_GIT _REPO / DEEPGEMM_GIT_REF
(tools/install_deepgemm.sh # pin &) , _DEEPGEMM_UPSTREAM_REPO /
_DEEPGEMM_UPSTREAM_TAG (cmake/external_projects/deepgemm.cmake 89
FetchContent pin) , _dg_headers glob (cmake FIRz) _C FEH9 L XX HF13%)

KR BR

vlim/models/kimi_k3/nvidia/model.py

W rE—IE SITU S 8B4 DeepGEMM B A &, activation_alpha/activation_beta BBk
SPA M BEERE Kimi K3 BIMEEIERAME

vlim/models/kimi_k3/nvidia/model.py —— Kimi K3 Mega MoE R EER (RE

—moe-backend deep_gemm_mega_moe BFF /2 EP BH#E3|, BARRE—FEEKEHN
DeepGEMM @A &)

# MAEEERE finalize REFALAE,; KhEFE DeepGEMM AL RSB L,

prepare_megamoe_inputs(



hidden_states,
topk_weights,
topk_ids,
symm_buffer.x[:num_tokens],
symm_buffer.x_sf[:num_tokens],
symm_buffer.topk_idx[:num_tokens],
symm_buffer.topk_weights[:num_tokens],
is_padding=is_padding,
)
self.finalize_weights()
assert self._transformed_|1_weights is not None
assert self._transformed_|2_weights is not None
# DeepGEMM 2.8.0 & SiTU F A K situ_beta / situ_linear_beta #3869 —xt:
# activation_alpha & gate 2% 8 tanh scale, activation_beta & linear/up 2%
# tanh scale; activation_beta=0.0 &R up XA~ tanh (XK Flashinfer B unset
# B9 situ_linear_beta) . BRIAME 1.0/ 0.0 5 2.6.1 BT REM,
# vLLM EC E & 1752 activation_beta / activation_linear_beta, R DeepGEMM EH
# WRML : DeepSeek V4 / V4.1 % SiTU 53, ABRAREEZKI,
deep_gemm.fp8_fp4_mega_moe(
Y,
self._transformed_I1_weights,
self._transformed_|2_weights,
symm_buffer,
activation_clamp=activation_clamp,
activation=self.activation,
activation_alpha=self.activation_beta or 1.0,
activation_beta=self.activation_linear_beta or 0.0,
fast_math=fast_math,
)

return y

EERA or ANEEEAIK: YT Kimi K3 B2E (activation_situ_beta=4.0.
activation_situ_linear_beta=25.0) A&k, BEERNE AN 0.0 KRS K ERIAE,

viim/utils/deep_gemm.py

#£ = commit WEIVIBE & : DeepGEMM 2.8.0 M4 legacy Bl4& /&, getattr(..., None)
ZrIREl None &1k BatchedDeepGemmExperts 28 2k 3%

vlim/utils/deep_gemm.py —— _lazy_init() BZFAFEBHENT DeepGEMM GRS (FEANE
TR R B K BRARMTER) -

# EHEA: XBA getattr NS, REANFERIREEHES A,
_cublaslt_gemm_nt_impl = getattr(_dg, "cublaslt_gemm_nt", None)
_fp8_gemm_nt_impl = getattr(_dg, "fp8_gemm_nt", None)

_fp8&_einsum_impl = getattr(_dg, "fp8_einsum", None)

_grouped_impl = getattr(_dg, "m_grouped_fp8_gemm_nt_contiguous", None)

# DeepGEMM 2.8.0 M2 T legacy B “fp8_*" Bl&; £EMEL

# “m_grouped_fp8_gemm_nt_masked™, BERI|IAHE, iLINERFED pin BRARAS
# DeepGEMM P37 AT BERRAT AR TN, TANE TR alias IR —A



# “m_grouped_fp8_fp4 _gemm_nt_masked™ 48E, H C++ £45 pybind BRIAME
# 7 2.6.1/2.8.0 ZIERHF—H,
# KEATR & “fp8_m_grouped_gemm_nt_masked™, 2.8.0 T&EEkiR[E None,
# BAEFrA IR AW "DeepGEMM backend is unavailable", 3T# BatchedDeepGemmeExperts,
_grouped_masked_impl = getattr(
_dg, "m_grouped_fp8_gemm_nt_masked", None
) or getattr(_dg, "fp8_m_grouped_gemm_nt_masked", None)
_grouped_fp4_impl = getattr(_dg, "m_grouped_fp8_fp4_gemm_nt_contiguous", None)

X2 getattr(..., None) B#FMF AAF RAREREZE, F5EL - ERMTRIANGEERIRER, £
AORF B F & 2wk BT — 4L,

cmake/external_projects/deepgemm.cmake

pin I EIK: repo/tag tI#e. GIT_SUBMODULES M fmt #25% deep_jit. _C ETEEAKER
KX glob R

cmake/external_projects/deepgemm.cmake —— SMERIRF pin § C BEKE (HERAEIE
X BEELE, TAEM FetchContent Declare A B8 EE)

if(DEEPGEMM_SRC_DIR)
message(STATUS "DeepGEMM using local DEEPGEMM_SRC_DIR: ${deepgemm_SOURCE_DIR}
")

else()
# 5 tools/install_deepgemm.sh 18 DEEPGEMM_GIT_REF & /fRk¥F—3% (FLED)
set( DEEPGEMM_UPSTREAM_REPO "https://github.com/vlim-project/DeepGEMM.git")
# EEZ fork dev X8 tip: L35 2.8.0 AHL LA + 5 A fork-only commit,
# B4 SM120 (%% Blackwell) #48. SMI0 paged-MQA B kv_block=32 / next_n=4
# #4E. Mega MoE task-info slot BiXE&. =& SwiGLU alpha/beta, AR
# FP8/FP4 Mega MoE #y SiTU, 127 nv_dev BRI £3] 2.8.0 5XFHEAEMEE,
set( DEEPGEMM_UPSTREAM_TAG "ad1f1726aa540a76c1d26dba120effb8de21eaa4")
# ...
# 2.8.0 A deep_jit (header-only 89 JIT kX&) BART fmt FAER
GIT_SUBMODULES "third-party/cutlass" "third-party/deep_jit"
# ...

endif()

# add_custom_command FFER kX413, ER glob, ik DeepGEMM / cutlass /

# deep_jit 94 L XA EtLREEFTALA _C EZ

file(GLOB_RECURSE _dg_headers
"${deepgemm_SOURCE_DIR}/csrc/*.h"
"${deepgemm_SOURCE_DIR}/csrc/*.hpp"
"${deepgemm_SOURCE_DIR}/deep_gemm/include/*.h"
"${deepgemm_SOURCE_DIR}/deep_gemm/include/*.hpp"
"${deepgemm_SOURCE_DIR}/deep_gemm/include/*.cuh"
"${deepgemm_SOURCE_DIR}/third-party/deep_jit/include/*.h"
"${deepgemm_SOURCE_DIR}/third-party/deep_jit/include/*.hpp")

repo/tag BB tools/install_deepgemm.sh HIM—1p, FRFEEAXLL "Keep in sync" AR, &
%'ﬁ'ﬁé"]%‘lrﬂﬁ)\io



TP XA

. elfutils-devel BB LZNEE: 1FE B OF body EEB T BZ&E—"I could not
find any libelf consumer in DeepGEMM 2.8.0 or in DeepJIT ... if a reviewer knows it
is unnecessary, it should be dropped from all three."; Fi/E ivanusto %At —&iEE:
TE aarché4 nightly 512 _E AR ZE fork BY "it needs the elfutils headers (libdw-dev
on Ubuntu) for deep_jit", 3*M% cusparse.h EERE pip B nvidia/cul3/include M3k
/usr/local/cuda/include, XFKIFWEARBIE T docker/Dockerfile B elfutils-devel BIfRE
£,

« SM12x BZHMEXAFEIIE: ivanusto FFLEFIAR# pin 897 M——"Thanks for moving
the pin to the vLLM fork while keeping the 12.x archs and support_deep_gemm() as
they are. That keeps SM12x on a working DeepGEMM.", % 2x DGX Spark (GB10
, sm_121) EfT kernel & A/B (BAFAEBH "no weights involved, so this is kernels
only, not serving") , X fp8 gemm_nt (block 128. bf16 %) 7 float32 block
scales 5§ ue8m0 scales FHX native_w8a8_block_matmul B9&I..

- WFHBEAEMRM: claudelbot] B PR 3RBE fork BBk BaHiT&H ("This pull request
is from a fork — automated review is disabled") , ywang96 %4892 % body By
APPROVED, review_comments A 0, 2 WX KT EEANEEE BIEAEESZR +
Cl JJ&, BAZIT review IR,

AEENEEMSESMNEIL: body BHSIHE #56266 (Mega-Gate) . #56255 (
Mega-mHC) % fmt — deep_jit plumbing #u elfutils-devel hunk LEIES, WHH "
whichever lands first leaves the others a trivial rebase", RB3&IE activation Sk E
5 Kimi K3 @A &AZAN PR A, F2EE TIE,

« REAFFIE E AR MIEH S tests/kernels/quantization/test_block_fp8.py::test_w8a8_
block_fp8_deep_gemm_matmul 8 CUDA_ERROR_LAUNCH_FAILED (719) %#IH 2.6.1
pin B9 _C LRAMEEIM, 1EELILE "I believe this is local to my setup, but I could not
get a clean signal on that suite either way, so I am flagging it rather than reporting

it green."
« CI &R&R: 4k /cirun, EF—KELX%E main #3E ("This PR is 73 commits behind
upstream main. ... No new CI build was started.") , 7E#& rebase /G merge commit

1b5a7abb YR FHFE Buildkite #89024 Bai&E,

. elfutils-devel 2 EMBE (question): elfutils-devel {8, B5 #56266 / #56255 &
B FENBRPUINIEZNNEREEZ (libdw Z DeeplIT B9ZMKK) .

« 2.8.0 &% SMA0 2-CTA KV multicast, =& Z3ER1 H100 (correctness): 33T fork
BAERRR, VvLLM Il SMI0 B2 Ek5h; body BAFE "this PR needs novLLM-side
SMY0 changes",

- masked grouped FP8 GEMM ByE#ERAI & k3K (correctness): BRAZEM T4
m_grouped_fp8_gemm_nt_masked. EERIBHE, ANELF alias BIE—4 2 &L+
T, RBREZINR pin ZARA,

« SITU S3kBkid A M 2 T T I (testing): BRETF A IE M + RS, T2
RREN; ERIEMAS A/B RERES, FEKHRA BT,



. fork BAR SMA0 #AEJR¥E zero-context guard (correctness): BR#t tag FMEE G
fork tip (F&% ad1f1726) , AR fork MIAIR; XWRE fork forward-port FIZA
F BRI,

« 5 #56266 / #56255 HIE B 5 rebase E& (design): EBW B AW EHEZ, "
whichever lands first leaves the others a trivial rebase"; activation B&£& %5 Kimi

K3 A RAAR PR A,

R 5 B0
. RS

- SR IESNTE: pin —2K, FTIAEA DeepGEMM 8 NVIDIA B2 (
BatchedDeepGemmExperts. DeepSeek V4/V4.1 By DSA indexer. GLM. Kimi K3
MegaMoE) —RMAZ| 2.8.0, F=. F=/ commit ELREBHAEXMALELIH
B3R (Python Bl MMk, SMA0 #1E% guard) , #BH 2.6.1 — 2.8.0 8§ API/ T AT
A RPEX A BB Z A%

cEHBEERTE. FEERIIIMNERE 4x GB200 (SM100) , "my hardware is SM100,
so none of this exercises the SMJ0 paths", SM90 1K
nvidia-h100-deepgemm-kernels CI job (‘E#SZHNB|:t BHIRAE) SMI0 EY)3T) |,
SM120 R A ivanusto  GB10 L8F T A/B, £f] SMI0/SM120 A RILE RIS
PRI,

- SREBHMLEYT: SiTU 89 alpha/beta BRETIEFAMERE —RMERA (calc_diff 3.56e-04 3tttk
EMIREIR 3.60e-04, BEXI alpha/beta BIXTEEZE 1.36e-01) Fn GSM8K A/B (
0.3160 vs auto 0.3100, n=500. 10=2.1%) X%, FEEHLRAEHAE; EELAEAE
RS ERRE, R MRES KK,

- or BRIMEBIIE XM R activation_alpha=self.activation_beta or 1.0 A 82 E(EH| ki
EEZ R None toF, BEEXFHIEN 0.0 KBS 1.0, H&EI Kimi K3 BEE (4.0/
25.0) Afpk, EXE— RRKERAFPEENSE, 2NN if ... is None #|§i,

s MEEBR=AFITEP: cmake/external_projects/deepgemm.cmake.
tools/install_deepgemm.sh. tools/build_deepgemm_C.py 2 8|3FH repo/tag/ FHER
[ SKXHBRIR, EBERET "Keep in sync", REE—XKIR; 5 #56266 / #56255 %
HBT AR = & rebase R,

« fork IK#5 L5 X : pin BI|ARR fork BErkEZE fork L#F4E forward-port £iiF 2.8.x
, fork-only 8 SM120 / SMJ0 / SiTU commit B T E5K#; 4K already HIL—K "
AR guard” B3R T (9000522) , HHAXEKEFBEBEARE FREERR,

- BAILBUCKR AR test_block _fp8.py B9 719 BahAKEAMIIAIE, & Cl EhiEX
, EEHIMEERTES sm100_fp8_fp4_gemm_1d1d %,

T

« XA/ A% FiARA DeepGEMM ) NVIDIA FHEB#EY1E] 2.8.0 A%, SM120 (
WK Blackwell) M TREEREL nv_devl ERAAIER pin FA, SMJI0
paged-MQA next_n=4 / kv_block=32 £, H100 £ MTP=3 decode Fihi&1t,
Kimi K3 SiTU MegaMoE 3#233%5 auto EIRE 500 B EHIT AT X4 (0.3160 vs
0.3100) ., DeepSeek-V4.1-Flash By GSM8K 8 & 0.9303, B & TksialRE A B



0.9265, BT k@3] ESEANELRRIFMETHREELR,

« SYEIPA / T2 : vlim-project IERAIEFE DeepGEMM fork BY4EIFFTAE, EEXTH L
2.8.x WRAP HEUUK fork-only commit B longevity; H3EMFTiE
elfutils-devel/deep_jit k&, SRMBEEAIRE ZELITRAMERNESRHS (aarché4 E
R libdw-dev) o

« FURARE . BOR diff RN (6 X +26/-13) , BET MR + RARA) EEmNLs
ik, ERERAR (FREER pin, FH3%KR, Kimi K3 BAS5|&EER) , 2IE
SM30/SM120 #LAY b &R E— X B EEIE,

« XFEARIE: @R R , SMA0/SM120 BEFRE , BOFIEEYINR , getattr BR2R
None R , MEEE=ZAFIEY , fork 5 LiFEH X , BEAKBUKFIFR

KRR EE

« PR #56266 Mega-Gate (PR body Fi## & BIARI PR) : E#ER fmt — deep_jit B9HE
plumbing 5 elfutils-devel hunk, pin ¥E deepseek-ai@39d8c4ca (E— 26/09 Hk) ;
MEFIZE hunks E&, LEMESIER —M™4%—K trivial rebase,

« PR #56255 Mega-mHC (PR body F# & B4R PR) : 5 #56266 1&AER: £HAR—
deep_jit plumbing § elfutils-devel &%, {E£AR 3| fork BITENFIS commit (BH
SM120 5 SiTU) , BikE #56876 BEAMIEEEL,

« PR #56893 [Model] [DSv4.1] Store the whole KV in MXFP8 (FlashMLA V4.1 record): [E
J& DeepSeek V4.1 + DeepGEMM HW#k; A PR 8y pin EEXEW DSv4.1 By
paged-MQA / indexer B2, MEXN R —HMREFESHR/E

« PR #52781 [Kernel] [MoE] DeepEP v2: async finalize to overlap shared experts with
combine: F/B MoE M4 /EP B{ERRIZHAHIVES, 54K PR B9 Mega MoE RAAE.
BatchedDeepGemmExperts [EY)3{& & &-F [ —h REAK L.

« PR #56560 [ROCm][DSv4.1][Perf] Dequantize the MXFP8 weight once when
dot_scaled cannot be used: FEI#£E DeepSeek V4.1 B MXFP8 {R&E / E(LBZ2HML, 5§
AR PR # DeepGEMM 2.8.0 AR IR K MXFP8 48X NAZ R HA R sh E .



