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PR body {X—#4]iE "Purpose Remove dead kernel code", k*B% Issue, MMBRAEE, X
BRI BB RA £ E 4 triton_fp8_maga_logits.py By docstring BAFAE BR 2 "Temporary
gfx942 fallback for AITER's fp8_maqa_logits kernel", 38 T "TODO: Remove this
vendored copy once VLLM pins an AITER version that includes ROCm/aiter#3257
bugfix" BIZ|EAMIFRA ZE ; turboquant_decode v2 H#EMIFREY stagel v2 ZELE T unified
BAZBAWNIBEE; Lamport BEE&MNIZES mm_towers EFNER AN NAERBEZEARAFTRA,
T PR EoR AL BB B A, BRE S B SR RARAN B R,

SCEL AR

T B E D R EARIRE R ARE R RS, BARERRELEMABTREELSIA
, BPUTHIRRIFE CI B,

1. BCHMIFR (3 AN, #1218 1T)

« vlim/models/inkling/amd/ops/lamport.py (-766 1T) : EABEKBREE
_publish_input_kernel. _reduce_insert_kernel. _sconv_publish_kernel,
_gather_norm_kernel. _validate_lamport_init_kernel £ 8 A Triton kernel BEE& R
AR, ZAERSEZIE T PDL (Programmatic Dependent Launch) 89745i#1 e +i8
f§, docstring #/RIEEK T liveness Wik, EARMMR T & IT&RE 0%

« vlim/models/inkling/amd/ops/mm_towers.py (-190 47) : #K
dmel_embed_sum_norm 5 rmsnorm_gelu AN EAEEF & E Triton kernel, X&&EF



% Z Inkling M3 / S tower HIIRIEEEIZ,

« vlim/v1/attention/ops/triton_fp8_maqa_logits.py (-262 4T) : M4 vendored B
AITER fp8_mqa_logits gfx942 EIR S, ZXMHE docstring F EFEMREMH (
VLLM [ Z #g AITER BRAEE ROCm/aiter#3257 88) , ARMRERE ZZMFET#H
o

2. REBRED MR (5 A, £ 677 17)

« vlim/v1/attention/ops/turboquant_soa/triton_turboquant_decode_v2.py (-572 4T) :
MR tg_decode_stagel v2 X—ANFE AR Triton kernel ZEAMAFEESSNEFE, %
kernel & stagel v2 FEMEESLI (& FPE/MSE REM. pair LUT. SoA fiREE
FRE) , WMREXHNRE vl B4R,
vllm/models/glm5next/amd/ops/kpool_compress.py (-44 1T) : k&
compute_pooled_write_locs 5 build_pooled_page_table mANBIRE, ©AIAT
pool id EI#3E slot AYBREY, ULEAXTN AYIRA A EAR BB IR,
vllm/models/kimi_k3/nvidia/ops/cute_dsl/latent_moe_tail/primitives.py (-31 47) : i
MR block_sum_specialized, XZ&5 EFEMEY FP32 block reduction JRiE, #tHA K3
8 MoE tail FBFEEZPBARZ.
vllm/model_executor/layers/mamba/ops/replayssm_config.py (-15 47) : k&
override_replayssm_config contextmanager, Z I EAFEMRTF IEEE kernel
launch B E, MRS _overrides FHEANEERBRZEIIERBEAD,

« vlim/v1/attention/ops/turboquant_soa/triton_turboquant_unified_attention.py (-15
1T) . MR _get_pit_in_query_dtype ZREMERE pit_gdtype_cache BHEFH, BIKR%
data_ptr &7 PiT LR KRR,
3. BIE5 A3 EHFRENPKR /ci run % Buildkite CI (#88844 5 #89121) , & kiR
R A mergify[bot] B main 2% &3, &AW khluu &3F. sfeng33 F#EN, NREE
77 R R FTIG SAE PRAMIR X, BB AOR M R IK R B R BE R B AR B R R 5 iG/T R E 5,

R

« vlim/models/inkling/amd/ops/lamport.py (13 AMD &HF; 2% infra; K& deletion;
&5 _pack_bf16_pairs, _unpack_bfl16_pairs, _wait_pairs, _publish_input_kernel) :
XM 766 17, BARBRBFIERA, RitRE XN, ZEREZRET PDL 97881
HBELS AR (RS + short-conv + AG + residual + RMSNorm) , %2 8 /N Triton
kernel 55E% M liveness WIEXH4, MKRESREE Inkling AMD 89 Lamport B2 IE R
%o

« vlim/v1/attention/ops/triton_fp8_maqa_logits.py (#3k MQA EF; 23| infra; FE&R
deletion; %5 _gfx942 default_tile_fits_|ds, fp8_maga_logits_kernel,
fp8_maa_logits_gfxq42) : BRI 262 47, #FR vendored By AITER
fp8_maqa_logits gfxq42 BRI, ZXMHH docstring BABATLE T MRS+ (VLM BEE
89 AITER HRAEE ROCm/aiter#3257 8 £) , A RMIMRULA LBFEEAEHE, RlgbdR
RO B4R R TR A B R R,

« vlim/v1/attention/ops/turboquant_soa/triton_turboquant_decode_v2.py (it E/EF
; KB infra; A deletion; &5 _tq_decode_stagel v2,
triton_turboquant_decode_attention_v2) : FEMER 572 1T, BERANERFERMR: #



FR tg_decode_stagel v2 EA Triton kernel AR B EH import 5% &, % kernel B2
FP8/MSE RE1L. pair LUT. SoA R FuE &£ #Z8E, MMREXHRE v1 BEZ, HHA
v2 AR B unified BRIZER,

« vlim/models/inkling/amd/ops/mm_towers.py (1 AMD EF; 2% infra; £&
deletion; 5 _dmel _embed_sum_norm_kernel, dmel_embed_sum_norm,
_rmsnorm_gelu_kernel, rmsnorm_gelu) : BESCHMIFR 190 47, B Inkling f152 / EM
tower B4 dmel_embed_sum_norm 5 rmsnorm_gelu mMANEEE&E F & H Triton kernel, 5

lamport.py BIMIERIL R Inkling AMD B&42 894 & UK 4E,

+ vlim/models/glm5next/amd/ops/kpool_compress.py (#ik KV E4E; K5 infra; K&
deletion; 5 compute_pooled_write_locs, build_pooled_page_table) : #lf& 44 4T,
IR pool id B|¥IEERG slot BRETEYFR/NEHEN R ZX compute_pooled_write_locs 5
build_pooled_page_table, B GLM5Next AMD 128 pooled KV EERIEEFBEE
X TALE

« vlim/models/kimi_k3/nvidia/ops/cute_dsl/latent_moe_tail/primitives.py (# K3 H-F;
25 infra; £& deletion; &5 block_sum_specialized) : #lf& 31 17, #BKRE5 _LHESEMN
8 block_sum_specialized FP32 block VA4 JRiE, Kimi K3 # latent MoE tail FHEEZ
3ABEZ, B K3 EFEEFHNARTL.

« vlim/model_executor/layers/mamba/ops/replayssm_config.py (#3& Mamba BCE; 25|
infra; A deletion; &5 override_replayssm_config) : MR 15 4T, #Kk
override_replayssm_config contextmanager X &t _overrides FH#HEAAND, ZTHE
AT EZE kernel launch BLE, MREERMIRE E19Z EBEIIRABEIANE S,

« vlim/v1/attention/ops/turboquant_soa/triton_turboquant_unified_attention.py (1t &
EF; 25| infra; AR deletion; &FE _get pit_in_query_dtype) : MR 15 4T, Bk
_get_pit_in_query_dtype ZiEBRE pit_qgdtype_cache &7, ZEREKZ PiT 8 data_ptr
5 B#r dtype BHEXEREHRER, HREEOARAREEERER, HRIBENEZGELEGA
HARE R,

XS _pack_bfl16_pairs, _unpack_bf16_pairs, _wait_pairs, _publish_input_kernel,
_reduce_insert_kernel, _sconv_publish_kernel, _gather_norm_kernel,
_validate_lamport_init_kernel, dmel_embed_sum_norm, _dmel_embed_sum_norm_kernel,
rmsnorm_gelu, _rmsnorm_gelu_kernel, fp8_maga_logits_gfx942, fp8_maqa_logits_kernel,
triton_turboquant_decode_attention_v2, _tq_decode_stagel_v2,
compute_pooled_write_locs, build_pooled_page_table, block_sum_specialized,
override_replayssm_config, _get pit in_query_dtype

KPR R B
vlim/models/inkling/amd/ops/lamport.py

BXAME 766 1T, BEARER R MERZA. RiTRE NI, ZEHREET PDL 98
HEELS AN (RS + short-conv + AG + residual + RMSNorm) , &4 8 /N Triton kernel
5528 liveness WIEXHY, MFREIREE Inkling AMD # Lamport &2 IE NRR,

TR AAE PR MIFRAENEART (RGBSR , ATEMZRROZ ORI



# WHIRE lamport.py HAEAMZALIERE R $ o
# ZiTEIHL: payload AE %Y Lamport tfn&——A— 32 fiLJ&F store
# RN A MAN bf16 1B, FFF 0x80008000 (RANAE) 1A ZEMNE,

@triton.jit

def pack _bf16_pairs(values):
"B bf16 EITERETF u32 X, HEREAEIEAEE, "
lo, hi = tl.split(values.reshape([values.shape[0] // 2, 2]))
lo = lo.to(tl.uint16, bitcast=True)
hi = hi.to(tl.uint16, bitcast=True)
# AL HINAE (0x8000) EAMAIKE AEE,
# W% =REEETE; HEFA volatile 32 (LMBHE S,
lo = tl.where(lo == 0x8000, 0, lo).to(tl.uint32)
hi = tl.where(hi == 0x8000, 0, hi).to(tl.uint32)
return lo | (hi << 16)

@triton.jit

def _unpack_bf16_pairs(values):
# 5 _pack_bf16_pairs ¥ : M u32 HiFHE /1] 16 £,
# % (lo, hi) REERRRLRE bf16 MER R,
lo = (values & OxFFFF).to(tl.uint16).to(tl.bfloat16, bitcast=True)
hi = (values >> 16).to(tl.uint16).to(tl.bfloat16, bitcast=True)
return tl.interleave(lo, hi)

viim/v1/attention/ops/triton_fp8_maqa_logits.py

B 262 4T, 5B vendored By AITER fp8_mga_logits gfx942 EIRSZI, %M
docstring FAFATIE T MIFRSH (VLLM BEE ) AITER ARAE S ROCm/aiter#3257 14 8)
AORMIFREA B GERE, Bl AR E R Z6],

DUT MM B St R EARE NEGEREZE (RIEXGERR)

_GFX942_CU_LDS _BYTES = 64 * 1024

# BARAN workgroup RZE—/ CU, % waves_per_eu=2 #EEHEN WG 0

# LDS MHE L 28.8 KiB; 0.9 R2AFKAREFBNIIAHERE,
_GFX942_PER_WG_LDS BUDGET BYTES = _GFX942_CU_LDS BYTES * 9 // 20

def _gfx942_default_tile_fits_lds(num_heads: int, head_size: int) -> bool:
"I KT BRIA tile (BLOCK_KV=128, num_stages=2) 2&E#K/F# MI300X # LDS,

Triton & Q RIFEFTHE (PEFXLEE) . fp32 score EMEEIR VGPR,
Fr AR R A R EZHH] KV tile IEE LDS, # EFRIE Q #7 scores Hit A
64 KiB, FiiE3Le Triton BRAIEEA] spill F| LDS & JIT EERE.
AR R RA RN ARG tile, JRAMZE JIT AR,
BLOCK_KV = 128

NUM_STAGES = 2

kv_bytes = head_size * BLOCK_KV * NUM_STAGES



scores_bytes = num_heads * BLOCK_KV * 4

q_bytes = num_heads * head_size

fits_occupancy = kv_bytes < _GFX942_PER_WG_LDS_BUDGET_BYTES
fits_hardware = g_bytes + kv_bytes + scores_bytes <= _GFX942_CU_LDS_BYTES
return fits_occupancy and fits_hardware

vlim/v1/attention/ops/turboquant_soa/triton_turboquant_unified_attention.p
y
MR 15 47, B _get_pit_in_query_dtype KM pit_qdtype_cache BH., ZEHFIZ

PiT 89 data_ptr 5 B#x dtype ZREBEHRLER, RREEOARAREEEER, HRTBE
R E e RIRE,

UTFAK PR BIMEEFII (RIEEXHESR) , ERIAHERIDR:

# WMIRE PIT KRR EE,

# %1t # (PiT.data_ptr(), dtype) &7, #HEE K launcher AR AR

# host Ml cast; EFRYE caller tensor B data_ptr, FrA RS 4 4 4A
# IREEEA A, Eit LR E AR 4 F,

_pit_qdtype_cache: dict = {}

def _get_pit_in_query_dtype(PiT: torch.Tensor, gdtype: torch.dtype) -> torch.Tensor:
key = (PiT.data_ptr(), gqdtype)
cached = _pit_gdtype_cache.get(key)
if cached is None:
cached = PiT.to(qdtype).contiguous()
_pit_qgdtype_cachelkey] = cached
return cached

Fio R4
7 PR B review IR AKEE, RALRENEARITIS:
« claudelbot] K& T —%&B&IHL, "AOERLENEAL review =R, 1T @claude

review,
- sfeng33 E#%H APPROVED, T X A,
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EA PR BIRBRR (MLERBHE dead. MFrR@FamfIXIE. AITER LiFEERT EEM)
TEBFES FHARBERBELAN, RAE TTERNITRIEE, XThPERE, X3E
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BMEETHRSER, EHRENSEA. FREFEERESAMAE R ERENEZE AR (2o



importlib.import_module SiRAEMZRANAIERINEK) , BEXHFMR (BHEE lamport.py
X3 docstring FEAFAE T "The public integration surface
isLamportRSConv.rs_sconv_ag_add_norm" BJ#&iR) S HEFBERITH ImportError,

2. GPU ¥R BEZSDEIONR: BMAEPE AMD gfxd42/MI300X 5 Blackwell E1LE
12, XLRZERA Cl PAFERAERFREE, TurboQuant decode v2 RiIFR 572 47)5,
% vl B25 unified BEFERZRESIAEIR, ERFEEAERETA2RE,

3. B 5B ERENZERNR: replayssm_config.py MR override_replayssm_config /&
_overrides FHANEEMBRA DMK, & FHEMRTIAEM A NAHZ contextmanager,
<1%%| NameError; _pit_qgdtype_cache BIMHIFRNIERR T BENAFIEE R, BTERNX
RO MR,

4. EVARA: 1895 TRIRG, EREBEANEM kernel FEIKE (Bl Inkling AMD BRZE
FBA Lamport BAEREZ) ., TEM git AEFHRE, XEWKRERAZLMRE PR EHR
RKth. - ¥ PEEETEETFESHRAZIFE:

AP TRATARNL, vLLM X4 APT §#IBLERTZ M, MREZEAB R RE
A1 5% X FFRR R BRAZ

ARG REBEERD 1895 17, EFZUIRZZFER Inkling. GLM5Next, Kimi K3,
TurboQuant 5 Mamba #% B KRG 4P KA ; triton_fp8_mqa_logits.py B9 FRE
BSHER T —/N& TODO MilERt vendored Ak, # 65 EPERUNTMERE,

« XRIA: X AMD/ROCm Wx44PE 2 —/ M55 ——AITER LIFBAMNT gfx942 B, 1HE
fallback FEEFEE; ERREAKYE, Inkling AMD B Lamport 5 mm_towers HEF&RE
BER, HANNARESRZEEATE UM FNERPITRT., LHRBLHEERER,

« RFSFRT: ARARMIFRE EVIRIE , GPU TR BABRD>EINR , KBNS AR FENR

& , o review iHiBIieE

RERIREE

« PR #56254 [DSA] Wire DeepGEMM sparse MQA logits into the DeepSeek V4.1
indexer: Ml #Y triton_fp8_mqa_logits.py IE&Z DSv4.1 sparse indexer £ gfx942 E#
[§HEIR (docstring 323 NUM_HEADS=64/HEAD_SIZE=128 # DSv4 sparse indexer
%) , 3% PR 3| At DeepGEMM sparse MQA logits #8425 2JE, vendored fallback
BELEFEME

« PR #56743 [ROCm][Perf] Optimize DSV4.1 K=512 decode top-k on gfxd50: E A
ROCm B&12 89 kernel fRAL TAE, PR AMD EFERRRMAEERER; K PR Rk ZA
gfx942 F% fallback SMARRZARBEH, FEREMK AMD kernel BUIFEE & Bk

« PR #56346 [Perf][Kernel] Add sampled filtering for persistent top-k: EJ& kernel B&
5 AR RS AR, top-k RAEERIES ARMIFREY fp8_mqga_logits #RARE THREUEEA
/IMQA ITREERR, RBUIZBERS A SCIIEFEME B 3T A BB Bif,



