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1. ANO#&E (vlim/v1/engine/input_processor.py, InputProcessor.process_inputs) : ¥E
isinstance(params, SamplingParams) @ X &£&EH prompt_len =
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F—A4T if not 0 <= sampling_params.routed_experts_prompt_start <= prompt_len: ##
$ VLLMValidationError, ## parameter 5 value & FRIsRBRATAK 400 KR, HIFX
—EREBENERE OpenAl 53k OpenAl £ FARALANERYE, FEHEEMBEETHAS
33X EngineCore,

2. ERKEMHE (A3Xf) : JR%k max tokens #EF0 trace decode token_ids JA—4L& B
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3. WEIRAEERHAME (viim/vl/core/sched/scheduler.py,
Scheduler.update_from_output 89 prefill %8k %) : 18 assert prompt_start <
request.num_prompt_tokens BXA assert prompt_start <=
request.num_prompt_tokens, f# offset &F prompt K4k 4+
routed_experts_mgr.get(block_ids, num_prompt_tokens, token_start=prompt_start) #
REIZFEY R, §ABREHEXEE XX

4. MRELE (tests/test_request_input_bounds.py. tests/vl/core/test_scheduler.py) :
BIE FTE S EML B test_routed_experts_offset validated_before_engine_submission,
BEZ-1,0,2, 3,4, 2127 xMmte, B Mock(spec=InputProcessor) {hi& self BEAE
CPU LiRARYRE R, BIEEME routed-expert ¥ % R EBAEIEY; & Y
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RA (0, 1, 1), BRREERFMBET 4 NABIKMK, BN R RERHEANERIE,

5. TEE / TREBERS): RFWHAXBIFELE, BTAFNERAFITAKE; 1EERMILA
R GPU/ EATE, HERANMEE Cl ERF 5 —NEXH ROCm GPU hang.
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= InputProcessor.process_inputs, length_from_prompt_token_ids_or_embeds,
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routed_experts_prompt_start #i#] X @& VLLMValidationError, REHE prompt
KE I EUWSIA—NRERZE EM max_tokens 5 trace-replay £,
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BREA '<=', fE offset T prompt KEBREZ BT Al 2R E AR5

. tests/test_request_input_bounds.py (3R 3ARRIEMR; K5 test; H£KR
test-coverage; 5 test _routed_experts_offset_validated_before_engine_submission)
CSBEVEARGBIEEZ -1/0/2/3/ 4/ 2127 XM wEE, A
Mock(spec=InputProcessor) ¥ CPU L EEWRIRGE F A, IWIERIE routed-expert i
H X F S ER R AR LI AR .

. tests/v1/core/test_scheduler.py (#E3k RAEMIR; K7 test; LR test-coverage; &
£ test_routed_experts_prompt_start_at_prompt_end) : ¥
test_routed_experts_prompt_start_at_prompt_end, FA Mock R BHEIEER S offset
== num_prompt_tokens FRREIZL]F K (0, 1, 1), BlIEHFRIEX,

*HEM5 . InputProcessor.process_inputs, Scheduler.update_from_output,
length_from_prompt_token_ids_or_embeds, InputProcessor._normalize_trace_replay_par
ams, test_routed_experts_offset_validated_before_engine_submission,
test_routed_experts_prompt_start_at_prompt_end
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ME—IREETE & FEIERIZR EngineCore Z BIX routed_experts_prompt_start (%] X [a]#&
EHH VLLMValidationError, [FEEHE prompt KEITEUKSH—NEIRE E4 max_tokens
5 trace-replay £ .

# vlim/v1/engine/input_processor.py —— InputProcessor.process_inputs F SamplingParams
Ak
if isinstance(params, SamplingParams):

# TODO: can we avoid cloning here in multiproc case?

sampling_params = params.clone()

# RiTE—K prompt KE: BENREREREHN LR,

# . E AT max_tokens #F5 trace-replay V3—1t,

#BAR—KEESZALEHE—REROFES

prompt_len = length_from_prompt_token_ids_or_embeds(
prompt_token_ids, prompt_embeds

# 32X EngineCore ZBIMA DKL : H XA, offset == prompt_len BT &EL R
# (THREZEHIA) ; AEREHE MessagePack FHLERK,
#AEBAME (0 2*127) AHEAFEXEES, TUSITHSIE
if not 0 <= sampling_params.routed_experts_prompt_start <= prompt_len:
raise VLLMValidationError(
f'routed_experts_prompt_start must be between 0 and "
f"the prompt length ({prompt_len}), inclusive.",
parameter="routed_experts_prompt_start",
value=sampling_params.routed_experts_prompt_start,

# EAR— prompt_len, RiF max_tokens 5 L EAREE A RELMERNKE QR
if sampling_params.max_tokens is None:
sampling_params.max_tokens = (
self.model_config.max_model_len - prompt_len

sampling_params.update_from_generation_config(
self.generation_config_fields,
self.renderer.get_eos_token_id(),

)

if self.tokenizer is not None:
sampling_params.update_from_tokenizer(self.tokenizer)

if sampling_params.trace_decode_token_ids:
# BN ASEIFAR—K length_from_prompt_token_ids_or_embeds
self._normalize_trace_replay_params(sampling_params, prompt_len)

else:
pooling_params = params.clone()

vlim/v1/core/sched/scheduler.py

PERBMAFENFEH: 3B prompt_start BrE M '<' AR '<=', £ offset &F prompt &
FE B3R B 22 B @ ) A it R = BT S AR B



# vllm/v1/core/sched/scheduler.py —— Scheduler.update_from_output B prefill 52k %
routed_experts = None
if (

self.enable_return_routed_experts

and routing_data is not None

and new_token_ids

req_offset = routing_offsets[req_id|]
end = req_offset + num_tokens_scheduled
block_ids = self._re_block_ids.pop(req_id, [])
if num_output_tokens_before ==
# Prefill A HRERRERN block ID EREE prompt B,
#RBARTRZRIIOEHN
if (
request.sampling_params is not None
and request.sampling_params.routed_experts_prompt_start is not None

prompt_start = (
request.sampling_params.routed_experts_prompt_start
)
# ERE < KEA <=: offset BIFET prompt KEEZEERA,
# JhBE get() RERA (0, 1, 1) BWEHF,
# MAEA A AssertionError # EngineCore T3
assert prompt_start <= request.num_prompt_tokens
else:
prompt_start = 0
#3E: XERAMNLERRE request.num_prompt_tokens,
# 5 InputProcessor B prompt_len EANRR, ERFOR—IK
routed_experts = self.routed_experts_mgr.get(
block_ids,
request.num_prompt_tokens,
token_start=prompt_start,

)

tests/test_request_input_bounds.py

SHAEVIRBIBE -1/0/2/3/ 4/ 2127 ~HHm#E, B Mock(spec=InputProcessor)
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# tests/test_request_input_bounds.py
@pytest.mark.parametrize("offset", [-1, 0, 2, 3, 4, 2**127])
def test_routed_experts_offset_validated_before_engine_submission(offset):
"""Reject invalid offsets even when routed-expert output is disabled."""
# B Mock(spec=InputProcessor) thi& self, BEERARIE T %,
# XL ERALS|EETE CPU LB RRERE,
# 2**127 RRBIEERMERBFERRBRIEL
processor = Mock(spec=InputProcessor)
processor.tokenizer = None
processor.generation_config_fields = {}



processor.renderer = Mock()
processor.renderer.get_eos_token_id.return_value = None
processor.vlim_config = Mock()

params = SamplingParams(routed_experts_prompt_start=offset)
prompt = {"type": "token", "prompt_token_ids": [1, 2, 3]}

if not 0 <= offset <= 3:
# AR R LM R S ERE BRI FEIR, S EE AR RUR A A R AR F BRI~
with pytest.raises(VLLMValidationError, match="routed_experts_prompt_start"):
InputProcessor.process_inputs(
processor, "invalid", prompt, params, ("generate",)

)

params.routed_experts_prompt_start = 0

# &k mE (8%HME 3) NJRFFEZE| Request.sampling_params
request = InputProcessor.process_inputs(
processor, "valid", prompt, params, ("generate",)

)

assert (
request.sampling_params.routed_experts_prompt_start
== params.routed_experts_prompt_start

)
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