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vlim-project/vlim
[Bugfix] [SparseMLA] Fix piecewise cudagraph capture crash in index group
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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56825
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2. %3F in_piecewise_cudagraph() X vlim/forward_context.py BERE: A+ FIKAE
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replay time) o

3. {4 PR body B9HESRW: B/NEI (BB vLLM £ 10 47 CUDA £31) + bisect
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hisparse copy_stream ¥& piecewise FHE X EVIAF,
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PR body #RIXZ 5| L Rsh#AE R : GLM-5.3-Flash (KDA + sparse MLA SE&1ER) &
4x GB300. TP4. load_format=dummy T3 cudagraph BRI, A=A
vlim/v1/attention/backends/mla/index_group.py % 133 T8
self.side_stream.wait_event(self.logical_topk_ready), 3R torch.AcceleratorError: CUDA
error: invalid argument, AO®& profile_cudagraph_memory -> cudagraph_utils.capture
-> breakable_cudagraph.add_eager -> unified_mla_attention_with_output., REZHEIKIE
X_: indexer FEFHIREZN record B event & graph-local ), M EH A ERREZ N
eager break B wait ®, CUDA ®R¥E4, fEEALAHT vLLM KRB HR/INEI (with
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PR#53781—— % 5| N\ T side stream + logical_topk_ready XEHMf EE4EH, BhLaEl
convert B compute stream k. BHEEMH, FrUURAR. RGN R AR, ER G
#&: FULL cudagraph (DeepSeek-V3.2 decode) RN record X BN wait &%, prefill
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1. ¥ piecewise H|EBIF (viim/forward_context.py) : ¥ in_piecewise_cudagraph()
, SZIA is_forward_context_available() and get_forward_context().cudagraph_runtim
e_mode == CUDAGraphMode.PIECEWISE, FRBAMC FEIb R B ERE KL . TRIE
forward_context f3E index_group, —Z{ETF hisparse EEREH, —ZibNRaERAS
set_forward_context(..., cudagraph_runtime_mode=PIECEWISE) ¥#IXz124 2

2. EFEMBKE record (vlim/v1/attention/backends/mla/index_group.py 89
SparseMLAIndexGroup.set_logical_topk_ready) : IBJRREIELT if layer_index ==
and self.has_indexer: record(...) BRE A early-return 25%4, F1E record RIFEA if
in_piecewise_cudagraph(): return, 3BEEEIHFEE: BN record BEHXT eager H 3
AARTH, mEEEATBEKRA wait_stream. AEBMEZES, Eb record A&t N Bk
o, BB TFEFORRIE,

3. HEEMEERE| wait_stream (FEIXfF _convert_once) : if self.has_indexer: BXA if
self.has_indexer and not in_piecewise_cudagraph():, piecewise T i else %% BF
self.side_stream.wait_stream(compute_stream), S5BEE ) has_indexer=False &2 5%
£—3K; compute_stream.wait_event(self.physical_topk_ready) R&FAZE, MK —ERK
= RIEAMLATE, PR body AHBIEMMERIIRZ: convert REZFE[R— compute stream
L. indexer ZEWIRA, FIXAEREMHFEIEX LEEFM, '£&E num_tokens >
physical_topk_indices.shape[0] B4 workspace #H A X BAEFEE. TS, X2
KAt 2. prefill FHRFH o

4. HiSparse E#E (viim/v1/hisparse/runtime.py 8 resolve_and_stage group) :
if group.logical_topk_ready is not None: BXA ... and not in_piecewise_cudagraph():,
LN ER 3| group.copy_stream.wait_stream(compute_stream), XZ[E— bug TEEHE
% hot-cache # A\ (_swap_rows / hisparse_gather_compact) &2 FHNBE, BE
HiSparse B TP &%&| staging.

5. MREWIEELE (tests/vl/attention/test_sparse_mla_backends.py) : ¥
test_index_group_convert_during_piecewise_capture, H
BreakableCUDAGraphCapture + torch.cuda.stream(capture_stream) +
set_forward_context(..., CUDAGraphMode.PIECEWISE) £Z|“BtA record.
capture.add_eager ¥ convert’ B8R IF, replay i group.physical_topk_indices
5 triton_convert_reqg_index_to_global_index £ EZ T ELX; BERE
index_group.py:133 EIAEF R, 1FEFRE Sparse MLA F5 47 AN, 4x
GB300 L GLM-5.3-Flash TP4 ESARE T3 ERBHHEF LK. GSMBK 5-shot 91.8%

(invalid rate 0.0%)

6. TEE. schema. EREBIAKEN: BAHL vLLM BEHK CLI B8, (XFE— PRI
helper E%k; XMER AT APl B #TRE KA,

R

« vlim/v1/attention/backends/mla/index_group.py (1R #Ei&5I4R; &7 source; LA
core-logic; 5 SparseMLAIndexGroup.set_logical_topk_ready,
SparseMLAIndexGroup._convert_once) : 8B ##Z: set_logical_topk_ready 5
_convert_once FRALSFEIRE sparse MLA & piecewise R T 2 &Rt graph-local %=
#, BIFEXNRABURIR index_group.py:133,



« vlim/forward_context.py (#3k gim_ETFX; 25 source; £& core-logic; &5
in_piecewise_cudagraph) : 3R E in_piecewise_cudagraph(), ZAME S REMW
index_group 5 hisparse F&E AREM, MR ZHAD,

. tests/v1/attention/test_sparse_mla_backends.py (13t SEFZAMIR; 25| test; LR
test-coverage; {45 test_index_group_convert_during_piecewise_capture) : F3gEIE
VMR AE Breakable CUDAGraphCapture T £ Z|“EX N record + eager break convert’,
EAME & v — REFIE EI Y B shbh .

« vlim/v1/hisparse/runtime.py (3% ENET; KA source; ER core-logic; FF
HiSparseRuntime._resolve_and_stage_group) : E— bug 7 HiSparse EHEFEEIRH
XRMEE : resolve_and_stage group By copy stream & wait B4, KAERESF.

XS in_piecewise_cudagraph, set_logical_topk_ready, _convert_once,
_resolve_and_stage_group, convert_logical _to_physical_topk,
test_index_group_convert_during_piecewise_capture

KR F B]

viim/v1/attention/backends/mla/index_group.py

B8 B set logical_topk ready 5 convert once BALSF BIRZE sparse MLA 1E
piecewise BN T ZEEAEAE graph-local 4, BEHEEX AR index_group.py:133,

# vlim/v1/attention/backends/mla/index_group.py (&£ 58 *#EKR1IZ)
from vlim.forward_context import in_piecewise_cudagraph

@dataclass

class SparseMLAIndexGroup:
# EAFERES AR logical_topk_indices / physical_topk_indices /
# valid_topk_counts / side_stream / logical_topk_ready /
# physical_topk_ready / has_indexer ...

def set_logical_topk_ready(self, layer_index: int) -> None:
# RAEEIESHY topk 898 0 B (indexer £&%) A RELXES
if layer_index != 0 or not self.has_indexer:
return
# piecewise cudagraph R T, indexer ZEIIKRERAIAT, MEFE A convert
# S RMEE W eager break (unified_mla_attention_with_output &
# @eager_break_during_capture &) . ##3REAIE record B9EH=Z graph-local B,
# 7 eager MME& wait B HEEW cudaErrorinvalidValue; 4% 77 it 2K A
# wait_stream. FEAREZEM, FEWIXE%E record —H Bk,
if in_piecewise_cudagraph():
return
self.logical_topk_ready.record(current_stream())

def convert_once(
self,
layer_index: int,



logical_topk_indices: torch.Tensor,
req_id_per_token: torch.Tensor,
block_table: torch.Tensor,
block_size: int,

*,

block_stride_rows: int | None,
return_valid_counts: bool,

num_tokens = logical_topk_indices.shape[0]

# K batch (prefill #14%) £ workspace %o %, ZHoXRBEFREMS,

# XTER N2 RAE decode BRI HRSIRIZXA bug.

if num_tokens > self.physical_topk_indices.shape[0]:

return triton_convert_req_index_to_global_index(

req_id_per_token,
block_table,
logical_topk_indices,
BLOCK_SIZE=block_size,
BLOCK_STRIDE_ROWS=block_stride_rows,
NUM_TOPK_TOKENS=logical_topk_indices.shape[1],
return_valid_counts=return_valid_counts,

physical_topk_indices = self.physical_topk_indices[:num_tokens]
valid_topk_counts = self.valid_topk_counts[:num_tokens]
compute_stream = current_stream()
if layer_index ==
# FULL cudagraph / eager R EMpEFEM, £4F side stream 5
# compute stream BIES; piecewise EMABMABRERSR, S5HAN
# has_indexer=False %% —3%%: convert B Z¥[R— compute stream t.
# indexer ZJE¥IAA, FEN wait_stream EIEX - EMB LA,
if self.has_indexer and not in_piecewise_cudagraph():
self.side_stream.wait_event(self.logical_topk_ready)
else:
self.side_stream.wait_stream(compute_stream)
with self.side_stream:
triton_convert_req_index_to_global_index(
reqg_id_per_token,
block_table,
logical_topk_indices,
BLOCK_SIZE=block_size,
BLOCK_STRIDE_ROWS=block_stride_rows,
NUM_TOPK_TOKENS=logical_topk_indices.shape[1],
return_valid_counts=return_valid_counts,
out=physical_topk_indices,
valid_counts_out=(
valid_topk_counts if return_valid_counts else None

)
# physical_topk_ready 8 record 5 %54 &% £ & eager break ¥,



# A RERE, Eib o USRS RS EHE X,
self.physical_topk_ready.record(self.side_stream)
compute_stream.wait_event(self.physical_topk_ready)

if return_valid_counts:
return physical_topk_indices, valid_topk_counts
return physical_topk_indices

vlim/forward_context.py

I AFEHE in_piecewise_cudagraph(), BAMEE BEMW index_group 5 hisparse FiktE A
B9, BENMRIEE 2 AL,

# vlim/forward_context.py (FT3EHIEBIF, # index_group.py 5 hisparse/runtime.py £ /)
def in_piecewise_cudagraph() -> bool:
"l BT forward B EIEITE piecewise cudagraph MR T (FHIRE ERMEBEE) , "
return (
# %A forward context Bt (fltndRoHEM) RFRE False, £RAFMHKEZE
is_forward_context_available()
and get_forward_context().cudagraph_runtime_mode == CUDAGraphMode.PIECEWISE
)

tests/v1/attention/test_sparse_mla_backends.py

Frg iy EYINERE Breakable CUDAGraphCapture F £ ZI“B2 N record + eager break
convert’, BAMEE E—aEHLEEYIE B sHLFT %,

# tests/v1/attention/test_sparse_mla_backends.py (Frg&EVYVINIR, T¥EEFEMENRD)
def test_index_group_convert_during_piecewise_capture():

"""piecewise AT indexer #IHIK, convert FEXMEFH eager break,

convert By side stream BT AREE wait “logical_topk_ready™: EXMA record

BE4 R graph-local B, eager wait &4t cudaErrorinvalidValue,

device = torch.device(DEVICE_TYPE)

num_tokens, num_topk, num_requests, blocks_per_req, block_size = 8, 128, 4, 4, 16

logical_topk_indices = torch.randint(
0,
block_size * blocks_per_req,
(num_tokens, num_topk),
dtype=torch.int32,
device=device,
)
builder = SparseMLAIndexGroupBuilder(logical_topk_indices)
group, layer_index = builder.register_layer(is_index_producing_layer=True)
assert layer_index == 0 and group.has_indexer # &£ has_indexer=True HWE44 %

# ... BbAHIE req_id / block_table / attn_metadata, HE W expected £E/H ...

vllm_config = create_vlim_config(model_name="Qwen/Qwen3.5-0.8B")



capture_stream = torch.cuda.Stream(device=device)
# torch.cuda.stream <& vLLM patch 38 set_stream, capture_stream E it
# BE¥E current stream() IEFAFRER, WEITA &~ KRIZ,
with (
torch.cuda.stream(capture_stream),
set_forward_context(
None, vlim_config, cudagraph_runtime_mode=CUDAGraphMode.PIECEWISE

capture = BreakableCUDAGraphCapture()
with capture:
marker.add_(1)
# RN record ((BERIARBAE) , convert K3 eager break $4T,
# 22| mla.py -> unified_mla_attention_with_output B93& R IF
group.set_logical_topk_ready(layer_index)
capture.add_eager(
lambda: group.convert_logical_to_physical_topk(
layer_index,
logical_topk_indices,
attn_metadata,
block_stride_rows=None,
return_valid_counts=False,

)
marker.add_(1)

capture.replay()
capture_stream.synchronize()

result = group.physical_topk_indices[:num_tokens]
torch.testing.assert_close(result, expected, rtol=0, atol=0)
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 IRES M EEMRE PR body, TiAZ review ¥ib: FEALHBTHNEI (AR
record. E4h wait BF invalid argument) . bisect &1 (#53781 3| AR S E4) #n
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review_comments_count A 0,
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o« ME— AR ITARET R LU AR PR #RERIEFR: "FULL/eager modes keep the
fine-grained event® 5 “identical to the existing has_indexer=False path® ZX“ A{t24



T LGB wait_stream“BYIRIE, (B A reviewer 3B 5| 2 B E B piecewise T EEEHF.,
B ET A wait event Z MR T E,

- KB record B9EE NI BE eager wait (correctness): HREIA, XA

‘piecewise TR EH MIFERZEHFNR/NKIH £,

s WALE EHERANER wait_stream BIEE (design): TEAR/NITEANT EWESZ, Bi

b piecewise BT M BEE L ERIE

- HiSparse £ #/RET RAFZ R (correctness): JRIBE—EE, (EFHEEIINIRNXE

# index_group #12, hisparse 2% R BEEA “hisparse” XEEFENAIIRIEIERE =,

. fork PR B HEWHEZER, AL review HE (other): & AT E(KE Cl FXTE5EEEMN (

4x GB300 E2E + GSM8K 91.8%) , SR ISL review WA BRI L.

- EEMREEERE PR XEt (question): FIAEEEMBE, HFHEEVIVIRE | EKH F KD

, BTEE8%iTREZE piecewise RE,

PioESE=A
. RS
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6.

. FIE X B REBEMRE TR E: piecewise R T _convert_once M

wait_event(logical_topk_ready) 284 wait_stream(compute_stream), side stream ¥,
E%SF compute stream LU BARKESIPIIE, mAEREE| indexer B9 topk = H
Bo BT convert MA3F RIRFAE indexer Z 5, Eit EERMR/N, B PR KRt
piecewise decode B9&EME /ITL MTELEIRE, EVFIRNFEREESE E2E 5§ GSM8K BEE KR
J&.o

BB BRE R TN XS . set_logical_topk_ready 5 _convert_once FALSE

BRAMEARKRIL—ERRBEE=ZAEES (FlUOFAHRREIR) & piecewise TR
wait_event(logical_topk_ready), SEZF B —NRIBEHREFEREXITH. YHIDE
HNIX &, index_group 5 hisparse/runtime.py BANE & &, {EXNAFRBZAE UK
XHSH RN E A,

. HiSparse 2 X /0 Fr38 N : FMRX R B E SparseMLAIndexGroup._convert_on

ce + has_indexer=True B#12; vlim/v1/hisparse/runtime.py::_resolve_and_stage g
roup ¥ copy_stream BRIEFIERFEEA “hisparse” XEENMIRTIREE, RAEEZ
index_group BRAEMIE“EX N record + eager SHEHIE X AH,

3E piecewise ERZA RIS : FULL/eager BRIZMEEREHR N, (EXRFNEA T
fIFULL AR E wait_event’ BONNR, FERELKRBIREEFGHEFZKAXREM CI &
REEHI VT BE,

. HZE R FARBL forward context FEM: in_piecewise_cudagraph() 7 forward

context BR&RTRE False, SIREIEMHEF; FHEEHIR / BHKREF T forward
context KiZE = runtime mode =& PIECEWISE, BHRESEIFH I,
F&5EE: E2E X 4x GB300. TP4. GLM-5.3-Flash EA; SR xtdE
CUDA F& &4k skip, ROCm #E MLA E3mMkEAN (XK TODO) , Eitix
bug £ ROCm EMIENMHESKREE S,



- AP SEAME MLA 8 (GLM-5.3-Flash X3 KDA + sparse MLA) & /&
cudagraph (piecewise) REIEEEBa151%E; BERXEBEVHNEEMRR, AP
REE% F] cudagraph BBk FULL R LUT,

« ZGM: PRFHEIE decode REEIRWIE AR ZHE L, W& SparseMLAIndexGroup H
side stream 5 HiSparse 8 copy stream; IE#M®E physical_topk_ready E4H¥5
“convert BFE indexer ZJ&. [E— compute stream A WEIIRIRIE, X FULL
cudagraph 5 eager BIZ2ER T,

- BIRAMU: $73EHY in_piecewise_cudagraph() ZE— N ERANAHKHAE, ELEEMARTER
KRB E eager break ZBXA{TARERERATAER, BT RE piecewise FafHHy
BORK EE,

« UUSEEARERXREE: X 4 N +100/-6, RETAEMXIMNED, BREKIBIELRR,
REEE P E piecewise BIZHRFHF L,

« RFEFRIT: RO IRETE |, RPBXBREANEREF , HiSparse o X R/ #F3gEYT
MR, FULL/eager BHEEZTHIERTE | smFRIIEF & HE— (GB300/TP4)

RERIREE

« PR #53781 (ArAUKRIEAETXHEM) 3| sparse MLA side stream +
logical_topk_ready E4#) PR: PR body B bisect 453 : iZ PR 3| A side stream 5§
logical_topk_ready B4 topk ##ES, K PR IEEEHE piecewise cudagraph T a4b
T, ERERRET%. ZERXBHEH,

« PR #56382 [Bugfix] Carry over queued work when materializing the dedicated
stream: E A cudagraph & TR / B4 ERAMEBEE  (viim/utils/torch_utils.py B91E
MERMBLBERIKI) , 5ER PR XENHRE eager MEEREFIEX BT H—EK &I,

« PR #56893 [Model] [DSv4.1] Store the whole KV in MXFP8 (FlashMLA V4.1 record): [E
J& sparse MLA / FlashMLA 35 KV B2 5k
vlim/v1/attention/backends/mla/flashmla_sparse.py &) , J&E4:iksh index_group X
sparse JEiREtEES ARG S BB IIE,

« PR #56486 [Bugfix][KV Offload] Ignore pending chunks in invalid sliding windows: [
A VLLM 18 / FRER KV MIEPRSEIE X bugfix, FATIRBAZOERIAE KV/offload iEX
R EFFBUKSRE KB R G



