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1. 88X E2E B4~ encode 2|44 £ tests/entrypoints/scale_out/ec_integration/ru
n_scale_out_ec_e2e_test.sh B run_scale_out_ec() Z¥k¥F, & env
CUDA_VISIBLE_DEVICES="$GPU_E" VLLM_ENABLE_SCALE_OUT_ENDPOINTS=1 &
X env CUDA_VISIBLE_DEVICES="$GPU_E", # 7 vlim serve "$MODEL" 2 J5 #73%
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. tests/entrypoints/scale_out/ec_integration/run_scale_out_ec_e2e_test.sh (1 E2E i
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run_scale_out_ec() {
#...
# Encode-only EC producer 52|, B3mfTHl5% 4mhd 58 H3@
# ECExampleConnector £ Z %% embeddings,
# UM B RAE —enable-scale-out, T N4 FRE& B A 5E A,
echo "Starting encode instance on GPU $GPU_E, port $ENCODE_PORT"
env CUDA_VISIBLE_DEVICES="$GPU_E" \
vlim serve "$MODEL" \
-—enable-scale-out \
—-port "$ENCODE_PORT" \
—max-model-len "$MAX_MODEL_LEN" \
—enforce-eager \
--gpu-memory-utilization 0.01 \
--no-enable-prefix-caching \
-—-max-num-batched-tokens 114688 \
—max-num-seqs "$MAX_NUM_SEQS" \
-—ec-transfer-config '{
"ec_connector": "ECExampleConnector”,

"ec_role": "ec_producer",
"ec_connector_extra_config": {
"shared_storage_path": """$EC_SHARED_STORAGE_PATH"'"
}
P
> "$ENCODE_LOG" 2>&1 &
PIDS+=("$!")
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# ec_transfer_params, 3%k encode 2B & # ) embeddings,
# 5 encode S| —HEE —enable-scale-out LR scale-out 34,
echo "Starting prefill instance on GPU $GPU_PD, port $PREFILL_PORT"
env CUDA_VISIBLE_DEVICES="$GPU_PD" \
vlim serve "$MODEL" \
-—-enable-scale-out \
—port "$PREFILL_PORT" \
—-max-model-len "$MAX_MODEL_LEN" \
-—-enforce-eager \
-—-enable-mm-embeds \
--gpu-memory-utilization "$GPU_MEMORY_UTILIZATION" \
—max-num-seqs "$MAX_NUM_SEQS" \
-—-ec-transfer-config '{
"ec_connector": "ECExampleConnector”,
"ec_role": "ec_consumer”,
"ec_connector_extra_config": {
"shared_storage_path": """$EC_SHARED STORAGE_PATH"'

}
FoA
> "$PREFILL_LOG" 2>&1 &
PIDS+=("$!")
}
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