PR #56794 REIRLE

vlim-project/vlim
[Bugfix] [Kimi-K3] Keep transient checkpoints out of prefix-cache eviction
&3FrtE]: 2026-09-15 14:18

JRSCEESE: http://prhub.com.cn/vlim-project/viim/pull/56794

PAITHRE

. —A]iE: B85 KDA FE checkpoint $f &5 prefix cache JARRATIER

- EESNME: EFEE, BESACERSDIER, mEZLRITRE:

1. & MambaManager._cache_partial_tail_block ByA3E S K% IT——IE retention FKEEM
FRVRSTRA N BH ERNRY, BIXEFHREBMA BESEANHRIIEN;

2. BB FZNFIEE return None ZBIIAA _maybe_evict_cached_block—— 22 slot #
checkpoint state & Z R MIEEEIE hash' X— AT E, UEKAME API BR
evict_blocks HJEXE;

3. & test_transient_checkpoint_evicts_retained_boundary_hash #0{a4E checkpoint slot
5 shared-prefix M FRBITEES, XE—NEIZWRENZXIER,

HREZEI: WmRAERER Mamba/KDA SESERHECLE T latest-only 1R 8, ZEIER
PR Z E*h—3HE B hybrid KDA TAERABMRMEGFERE ITL BYI; X num_tokens 3EX
BB chunked prefill / resume B8 12, ZIWNFUIMAZE sibling E AR BIFIABIINEEER

Ao

Th RES EAL

Kimi-K3 895B& attention B&12%, FlashKDA <A S AT prefill BIZRNIR checkpoint, LK
prefill AEAMEIRRSR F UL, MEAEFHIMRAE ST, PR body Fi: “A checkpoint in
the middle of a prompt is useful to the current request, but it is not necessarily a
reusable shared-prefix boundary.” &N Z Rl, XEHE checkpoint @ E F13T key 37
Mt RE iR prefix-cache block, F/E£55RRARMEN GPU LRU XM, K "middle
checkpoint -> hash -> prefix-cache LRU -> evicts hot prefix -> later local hit becomes a
miss -> extra load or prefill work” ByR{LEESR, ¥ prefix_cache_retention_interval ==
BREELE R Y R checkpoint KRR 1ZIZ dense EEX RS, (EHIEH hash 7AiLE KA
YEIKIRS, B8 BAREILFE checkpoint RARE U RIIEXR, R BEREF prompt RES
shared-prefix % checkpoint BIBEA X M1TA, FEARXE KDA checkpoint it&. RKZE
FlashKDA B ANBPIRZS,

LI RE

1. NOBEREER: viim/vl/core/single_type kv _cache manager.py ®
MambaManager.cache_blocks ¥E mamba_cache_mode == "align" 4% A H



_cache_partial_tail_block Bt#13%& retention_interval=retention_interval, Z{EXH
coordinator £ N# cache_blocks &%k, 5 super().cache_blocks(...).
replay_boundaries EJR, 1& checkpoint £ ZBHEE REE YFMREE KR LT 3

2. B2 FE checkpoint F&%% 4 request-local: _cache_partial_tail_block By
retention_interval B R3%EEKA RIBME S (int | None, LEBRIANE) , MEEDAEN
checkpoint X N = KH4ERK: retention_interval == 0. num_tokens <
request.num_prompt_tokens ({3¥E prompt WEF) . checkpoint position |=
request.shared_prefix_boundary (REHZFREBELR) . =& RBTERILEZ checkpoint
REREYRER, E#ERE None, EWEERSE AN cached_blocks_this_step, WA&#t
A8 prefix cache B LRU &K, S ER A SRR EFEZZENFT A RIT: KK
WIRARSMERNFERAERR, FREIRRE dense (None) KMAITH,

3. /B¥ [ slot LBIFRIA hash: %8B X FE return None Z RIZGHUT
self.block_pool._maybe_evict_cached_block(checkpoint_block), BRERZiZ slot = Rt B
A& full-block AT L hash (BIROEANTRILE, =5 shared_prefix_boundary X45F
BI3R) , M checkpoint state FEE S B ZXA block; AR, EEFTEET—NMemE
% state B9 B, XEH BlockPool BFAE A A B EMEREARK, BRITO PRI
block_pool.evict_blocks(...) #tE# O, #HEAEKZ connector 7 NLAJHLE IXZFRIE X,

4. BIIMEEESEXA R prompt KB checkpoint (num_tokens >=
request.num_prompt_tokens) S{IF request.shared_prefix_boundary 8§ checkpoint
AZRM, hERRB cache_partial_block(..., replace_existing_hashes=True) 4%,
fRIE sibling &5 shared-prefix £ AF#HHIFE; dense fRE (retention_interval is
None) BERZEFRE, X—2 X REKL‘BEHANLR prefix cache”, R&KZE KDA
checkpoint 2&8ITEE pending boundary state_offloads E#Ro

5. MREEERE: tests/vl/core/prefix_cache/test partial_prefix_cache_hits.py ¥
71 TR ——test_internal_checkpoint_publication_respects_retention X (None,
True) / (0, False) 3L FEE transient checkpoint 2 & &% 5 ‘prompt K&
checkpoint #84& %", test transient_checkpoint_evicts_retained _boundary hash B&%
checkpoint slot 5 shared-prefix ZFRE S, |H boundary hash AR T = ;
tests/v1/core/prefix_cache/test_mamba_eagle_resume_checkpoint.py IEEZERBAFMA
FIEBMERE L EH AR RfE retention_interval=manager.coordinator.retention_interva
lo THWECEIN. T schema HILBeksh, £ prefix_cache retention_interval == 0 8y
BEAEX; Cl m4iPEi%& mOR Buildkite (#88813. #88907) /i,

R

« vlilm/v1/core/single_type_kv_cache_manager.py (¥R RIBRERF; £ 5| source; EH
core-logic; &5 MambaManager.cache_blocks,
MambaManager._cache_partial_tail_block) : ™ — 8RS BR 5N X M4
MambaManager.cache_blocks #%4% retention_interval, _cache_partial_tail_block #3&
“HEX checkpoint Rt prefix cache FEMREKIE hash’ 8GR X, BEARXEE IR
K EEE,

. tests/v1/core/prefix_cache/test_partial_prefix_cache_hits.py ({3t BIBEEMNR; 5]

Ve =

test; £A test-coverage; 5 test_internal_checkpoint_publication_respects_retenti



on, test_transient_checkpoint_evicts_retained_boundary_hash) : #3& 71 4TEVYIN R,
, B HEE checkpoint R& % / prompt XES shared-prefix 4 FAEF" VUK
“checkpoint slot LBIFRIE boundary hash iR RANRZEREML T R,

. tests/v1/core/prefix_cache/test_mamba_eagle_resume_checkpoint.py (3t & & SR
; K5 test; KA test-coverage; 5 test_a_junction_past_the_prompt_falls_back_a
nd_registers_nothing) : A3&EEL cache_partial_tail_block B443E retention_interval %
BmEN EFEFRA S, ZXHORAESKITRER S — CI KBCRR,

XS MambaManager.cache_blocks, MambaManager._cache_partial_tail_block,
test_internal_checkpoint_publication_respects_retention,
test_transient_checkpoint_evicts_retained_boundary_hash,
test_a_junction_past_the_prompt_falls_back_and_registers_nothing

KR Fr B]

viim/v1/core/single_type_kv_cache_manager.py

o —BRAS BR B X MambaManager.cache blocks 3% retention_interval,
_cache_partial_tail block #3“HE checkpoint R XN prefix cache FHRFRIB hash”894#%
X, BAKREEHEIRE=BEE,

# vlim/v1/core/single_type_kv_cache_manager.py —— MambaManager

def cache_blocks(
self,
request: Request,
num_tokens: int,
retention_interval: int | None = None,
*
replay_boundaries: Sequencelint],
) -> None:
num_cached_blocks_before = self.num_cached_block.get(request.request_id, 0)
super().cache_blocks(
request,
num_tokens,
retention_interval=retention_interval,
replay_boundaries=replay_boundaries,
)
num_cached_blocks_after = self.num_cached_block.get(request.request_id, 0)
if self.mamba_cache_mode == "align":
# XPEERah: 4B coordinator fE NRIFR B K BEZE(E4S checkpoint Z i 45,
# 1% partial tail / AER checkpoint RERX&D retention_interval ==
partial_hash = self._cache_partial_tail_block(
request, num_tokens, retention_interval=retention_interval
)
# RAEBEIELAMAEN hash FiCAARDT, transient checkpoint 3R[E None E# B Rkt
if partial_hash is not None:
self.cached_blocks_this_step.add(partial_hash)
# ... 54 retained boundary B offload LiRFZBEARIFRE



def _cache_partial_tail_block(
self,
request: Request,
num_tokens: int,
#MESH (TRRIAME) © RRITE AR ST R 5 AR S REE,
# Br LB BREIR B dense (None) BYEHITH
retention_interval: int | None,
) -> BlockHashWithGroupld | None:
hash_block_size = self.block_pool.hash_block_size
# 540 FlashKDA ISR checkpoint: ##SHAREFH LTI key
checkpoint = self._checkpoints.get(request.request_id)
if checkpoint is not None:
checkpoint_position, checkpoint_idx = checkpoint
blocks = self.req_to_blocks[request.request_id]
assert 0 <= checkpoint_idx < len(blocks)
checkpoint_block = blocks[checkpoint_idx]
if (
# 1R latest-only FERE TUKE; dense (None) BEARITARE
retention_interval ==
# RA prompt PEEA A request-local, prompt REMIZRZELH
and num_tokens < request.num_prompt_tokens
# shared-prefix ¥R Z sibling IR E &, SMBL LA
and checkpoint_position != request.shared_prefix_boundary

# 3% slot TREEMWAS full-block pass 3TE hash (FlHnFEANTTAAR) |
# M checkpoint state & E&&E3XA block; |BH hash & —H iz,
# ENEFESETIEAEIR state 95K HE
self.block_pool._maybe_evict_cached_block(checkpoint_block)
# 3R[E None: RE AN cached_blocks_this_step, L ARIFEANILIE LRU &KXKMM
return None

if checkpoint_block.block_hash_num_tokens == checkpoint_position:
return None

return self.block_pool.cache_partial_block(
request=request,
block=checkpoint_block,
num_tokens=checkpoint_position,
kv_cache_group_id=self.kv_cache_group_id,
block_size=self.block_size,
replace_existing_hashes=True,

)

# ... 3E checkpoint B partial tail / hash X549 X ARIFEKE

tests/v1/core/prefix_cache/test_partial_prefix_cache_hits.py

F3g 71 [TERVINIR, B FE checkpoint R& AR / prompt KBS shared-prefix 3 F A%
"M & “checkpoint slot L BIFRIE boundary hash iR AN ZEEML T K,

# tests/v1/core/prefix_cache/test_partial_prefix_cache_hits.py

@pytest.mark.parametrize(



"retention_interval,transient_published",
[(None, True), (0, False)],

)

def test_internal_checkpoint_publication_respects_retention(
retention_interval, transient_published

"""retention_interval == 0 BY, prompt FEEINER checkpoint &
request-local, &N prefix cache; prompt KEHEI checkpoint
R¥FRA LZMITA; dense (None) BBIRARE,
hash_block_size = 16
manager = make_full_mamba_manager(
dcp_world_size=1,
hash_block_size=hash_block_size,
full_block_size=hash_block_size,
mamba_block_size=32,
num_prefill_checkpoint_blocks=1,

)

manager.coordinator.retention_interval = retention_interval

request = make_request("producer”, list(range(240)), hash_block_size, sha256)
computed_blocks, num_computed, _ = manager.get_computed_blocks(request)

# TE chunk: & 112 &&H— transient checkpoint

assert manager.allocate_slots(request, 128, num_computed, computed_blocks)
transient_hash = request.block_hashes[112 // hash_block_size - 1]
transient_hit = manager.block_pool.get_cached_block(transient_hash, [1])

# MR ES B H| E 2 B ST — TR = 5T1(E

assert (transient_hit is not None) == transient_published

request.num_computed_tokens = 128
manager.new_step_starts()

# &E—F: 224 289 prompt KR checkpoint ZE R REE T ER VMK R
assert manager.allocate_slots(request, 112) is not None

end_hash = request.block_hashes[224 // hash_block_size - 1]

assert manager.block_pool.get_cached_block(end_hash, [1]) is not None

def test_transient_checkpoint_evicts_retained_boundary_hash():
"""retention_interval == 0 BF, checkpoint slot TAES5 A3 full-block
WANIT E hash BYF3AMRIRE S checkpoint state & £1% slot,
EbFR BB boundary hash AR, MAZBEEIEREIZN state,
hash_block_size = 16
manager = make_full_mamba_manager(
dcp_world_size=1,
hash_block_size=hash_block_size,
full_block_size=hash_block_size,



mamba_block_size=32,
num_prefill_checkpoint_blocks=1,

)

manager.coordinator.retention_interval = 0

request = make_request("producer”, list(range(240)), hash_block_size, sha256)
# block 2 18174 R T shared-prefix X 96, 4# full-block pass L AREZF

request.shared_prefix_boundary = 96

computed_blocks, num_computed, _ = manager.get_computed_blocks(request)

assert manager.allocate_slots(request, 128, num_computed, computed_blocks)

# F— slot X & state@112 #4 transient checkpoint:

# R hash 5 checkpoint B B &S ARIFRE R

boundary_hash = request.block_hashes[96 // hash_block_size - 1]

assert manager.block_pool.get_cached_block(boundary_hash, [1]) is None
checkpoint_hash = request.block_hashes[112 // hash_block_size - 1]

assert manager.block_pool.get_cached_block(checkpoint_hash, [1]) is None

tests/v1/core/prefix_cache/test_ mamba_eagle_resume_checkpoint.py

HIEE  cache partial_tail_block By, retention_interval 23RS EFEERARAL; %
XA ZSESHORITRBE RS — CI KBCRIR,

# tests/v1/core/prefix_cache/test_mamba_eagle_resume_checkpoint.py
# AAEELEENE, MRAPHEERAASSME N ERE KR,
# X 2B retention_interval ARESIE R B HBE— CI LKA,
_prefill(manager, stub, request)
mamba = manager.coordinator.single_type_managers[1]
running = request.num_computed_tokens
assert not mamba.reqg_to_blocks["r"][running // block_size].is_null
request.shared_prefix_boundary = running
assert (
mamba._cache_partial_tail_block(

request,

running,

# M coordinator BRE SR, 54 & BB HRIF K

retention_interval=manager.coordinator.retention_interval,

)

is None

)
i B
A PR 8 inline review W¥i& A% (review_comments_count = 0) , AMMENXEETE
[ssue L5 4P E EEHEX R L.

1. gIpEEEKIRIT (ZJY0516) : ‘I directly pushed some changes: - Made
retention_interval a required parameter of _cache_partial_tail_block so future
callers can't silently fall back to dense behavior - Replaced the
block_pool.evict_blocks(...) with a direct block_pool._maybe_evict_cached_block(chec



kpoint_block) call - Added regression tests”, ALIEE LB K F A S5 ERIR L Fo
VERRLER K", HFUZA TR,

2. ClI &W)3E (Sy0307) : “Follow-up: updated the existing Mamba checkpoint
regression test to pass the newly required retention_interval argument. The earlier
ClI failure was a stale direct test call; no production logic changed in this fix.” 188
HEHAZIE—NEFENE RN ERE T HXK,

3. RARBIIESR D . PR body B3R “Model-scale performance validation is still
required on a representative hybrid KDA workload”, #7&Bg “This change was
prepared with Al assistance; the author should review the complete diff and test
results before merging.”, #F4%|3&F B200 Ly 7.78% ##HA 2 workload-specific. 3
ERENE,

4. WHEEETIWIT: claude[bot] B fork PR &I B3l review (“This pull request is from a
fork — automated review is disabled.”) , &% H®H gcanlin (APPROVED, # cc
@ZJY0516 @ZeldaHuang) & ZJY0516 (APPROVED) M4 43 & ATLHING &FF,

« 3B retention_interval A _cache_partial_tail_block By 3E 5%k (design): R 4:
_cache_partial_tail_block(request, num_tokens, retention_interval: int | None) BUH X
IME, AR XMERNE ARG R, BeARINERARAABRRE dense KM ERZ,

« | _maybe_evict_cached_block B/ EIE connector B evict_blocks (design): RHNIA
S2H, BSIANT X BlockPool B A ARG %A XMRIZ % slot L&Y hash BT A KV
cache group”’, #% group / DCP 3%& T3 BlockPool SZH A E & HF M.

- RS HGI R CI KMEBE (testing): EARR: B
test_mamba_eagle_resume_checkpoint.py ¥ _cache_partial_tail_block(request,
running) B, *M% retention_interval=manager.coordinator.retention_interval, %
FFEERE,

o R B M REISIETI4F AN (performance): KAER: EARUENS Cl AT ERIFFE, &R
TORE KDA TAEAZAIMEREENIMAFAMEK, MHREERF A REMENIZ 15 TREN MR R IR EIE
o

- fork PR BE1FHE AR, KA LHE (other): WHERANBEH/D> AR ERR; L/RERIT
FERXRELPEFEEREAMIFTFEFITS, MRBZHEFPENR,

R 5 B

o Qg
1. ZBHEAKARZN R RO GFRENT: FE checkpoint RAE#H A LRU i, BHAKE
R B B AT fn S — AN B hash”, & sibling/resume 3% 52 FrAR#:
E% checkpoint fpH, BMESMN dr RICAEF prefill X load, MAREBET
shared_prefix_boundary 5 prompt-end BAMISN, RKEBEZZE MTP/ % group By
sibling £ AAE
1. &K# BlockPool #6FB 3% #En X HEIRA self.block_pool. maybe evict cached_blo
ck(checkpoint_block), XZF\H API, @M connector By evict blocks(...), —EB
BlockPool &R hash Y3/& (hybrid allocator. DCP/ % KV cache group) SZHEZE, b
2% slot £#9 hash BT A& group” BF &% =T RE L 3K,



2. “HE R ELMRMEEE: num_tokens < request.num_prompt_tokens REIE A A EANK
num_tokens iE X, T chunked prefill. resume/reprefill 3%, coordinator T &EEN
num_computed - num_reprefillable f3E chunk K& (
test_mamba_eagle_resume_checkpoint.py 8] docstring BAMIEX K £ FHiR A “fail
silently - as lost reuse, not as an error’) , AR F¥FRESHRE, RESEEH,

3. MERELIE AR TTSME: PR body B9 1013.00 — 1091.80 tokens/s (+7.78%) &5“%H
checkpoint B2 BT EL XL, B—HER GEMM-AR # 1108.89 tokens/s HWIEEFREN
“included only as context and is not an isolated measurement of this patch”, EFR
REFR BLIANIZ 15 ATeREN RS SRR IR B R 3R

4. MRE Cl BERMR: BIEE T AE tests/vl/core/prefix_cache/ B35 Buildkite CI; &
BEAERAERR hybrid KDA TAER A EREIIETAFH, BIABMRERIERD, - .
M ERE: Kimi-K3 %B4& attention (FlashKDA/Mamba + attention) % HiE
prefix_cache_retention_interval B&A 0 #F 2 HAMNER checkpoint BIIPBZmIA——F K
checkpoint REH HRATE, B AHEIZE miss 52 mmRNEIN load/prefill; FER
ZEERMEA dense REWIHBITAZRLELE,

XAGEIR: KAEE prefix-cache £E@A#Z, ®"H Mamba/KDA block 8" E&E " HL=E
S R"¥E; pending boundary state offloads B EIRERIZS KDA checkpoint itE A& R
ZRu, {BR[3EN offload FIBME R LK AL FHZEI. KV connector Ml (
MooncakeStore/NIXL &) B FENFEALEN PR SERA,

MHENREELFF 4 cache _partial_tail _block By& % & ABME NAE retention_interval, £
fFg AR A (BEMRERE) HEERNER, XEEAKR Cl PESAA R —REAK; FHET
EHRERE MNERNERHRSEKABRSH, BRT EELEMRBRRMOTER, BAYEEAN
—NEZZBHFMHRPNEL X, BEARRTEERTEZEEBR workload EXMEIRIIE,

o REFRE: BNEGREGRRTE | (K BlockPool fFAE A3% , FEH ZEIKE num_tokens
EX, BROBEREMREREYT , MREIRKEIER SN E

KRRk 2

« PR #56640 [Bugfix][NIXL] Report a full prefix cache hit as finished: R /& prefix
cache £ EHIIEX M bugfix: —PNAIE“d RIS G 1E KRSRWER, —MNEE B ER
checkpoint Hf G RIBREGFFBEHATE miss’, FREMBIERREFIRSE LZFREXAR—EKH A
=

« PR #56486 [Bugfix][KV Offload] Ignore pending chunks in invalid sliding windows: [
HEEXBRARNSEARS CLANER /| MERE WAFTKE, BES5A PR IETE
checkpoint HEFRHB L8 LRU YA & E AR,

« PR #55760 8% Mamba + EAGLE # sparse/dense 12 & ZRIAFKER : PR body BA#A X o089
¥ —%kEX: “changes the default sparse/dense retention policy for Mamba +
EAGLE; this change keeps the explicit sparse-retention behavior but fixes transient
checkpoint publication.”

« PR #56615 &£ MooncakeStore @ Mamba/KDA 5 attention KV 8932 BT : PR body
BA#aX 4 “fixes MooncakeStore boundary pairing between Mamba/KDA and
attention KV; this change is limited to local prefix-cache block retention.” J&R&—



Mamba/KDA &#F Rk, EBERERR.

« PR #56525 EERE S RRRAMRIFELE ST : PR body BAHAX 4 : “guards cache hits
until the writing scheduler step is committed; this change addresses eviction
eligibility, not write visibility.” & R Zl B8 Mamba 3RS I vs SRR FEIE Xo

« PR #52527 A sparse-retention miss &N MMM : PR body BAMEX 4 : “adds
observability for sparse-retention misses; this change modifies the cache lifecycle.”
BA MU M E AT A FIIEAR PR BERD AMATE miss,



