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async def _run_pooling_request(
session: aiohttp.ClientSession,
api_url: str,
payload: dict[str, Any],
headers: dict[str, Any],
pbar: tgqdm | None = None,
num_input_sequences: int = 1,
prompt_len: int = 0,
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output = RequestFuncOutput(num_input_sequences=num_input_sequences)
st = time.perf_counter()
output.start_time = st
try:
async with session.post(url=api_url, headers=headers, json=payload) as response:
if response.status == 200:
encoding_format = payload.get(‘encoding_format', 'float')
if encoding_format in ('bytes', 'bytes_only'):
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async for _ in response.content.iter_any():
pass
else:
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await response.read()
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output.ttft = output.latency = time.perf_counter() - st

if encoding_format == 'bytes':



# bytes #& B token B3R B metadata header
metadata = json.loads(response.headers['metadata'])
usage = metadata.get(‘'usage’', {})
elif encoding_format == 'bytes_only':
# bytes_only Z|E ¥ metadata, EERRF|ZF3EM prompt K&
usage = {'prompt_tokens': prompt_len}
else:
data = await response.json()
usage = data.get(‘'usage’', {})

output.success = True
output.generated_text = "'
output.prompt_len = usage.get('prompt_tokens', 0)
else:
output.success = False
output.error = response.reason or "'
except Exception as e:
output.success = False
output.error = str(e)

if pbar:
pbar.update(1)
return output

N

A PR BAZEHAKM review 18, claude[bot] Ei% PR KB fork MEA BaNiEE; %P
yewentao256 BHEERE, W AR LGTM, thanks for the work!”, ToRARREE, PR body F
YEZ 3T bytes_only B9 prompt token AEFimfhE X —REM T BAHWRA, B TA EHNIRITE
o

- BIPEHEH (other): TEMERENEIF.

RSB
- R

1. T ENIR: BERKBEAE 18 NAGIEEEFI E2E B, EVIRIPREE.

2. bytes_only token Z&itmZ: prompt_len KB ZEFiM{EE, 5 tokenizer B4kt
REAEA, EfFEERAYMIERKINS ERIEEK,

3. benchmark EXEEFEE body: EIREIRMN body RIRR %L, benchmark iEKE
1 (RELI[WATK RER) |, XERIRERNENERIEX, (BRET HENL
AR R,

4. BaE AR TE R%E vlim/benchmarks/lib/endpoint_request_func.py, k4
7= serving REDEE12, - BWR: BwsEE AMERERIRAS benchmark £ : pooling /
embedding FEER E2E R, MINES token LIt Mt/ Bk 52 T mE R (E 4,
bytes_only X IEHEHE, MNAEFRSE. APl AP LEEYM; MER# benchmark %k
LR LB S, BEEHRETFEEZERA, EREEEBIESBEEEHER



AEEXNE, - REFRD: THEMNREE | bytes_only ERFITAEFRMEHE |

benchmark &K EEF5EE body

RERIREE

« PR #56908 [Model Runner V2] Tolerate lack of pinned memory support: 4~ PR 4 £,
558 EF MRV2 pooling server (VLLM_USE_V2 _MODEL_RUNNER=1) , 56908 &
X MRV2 F& AT, BRERE MRV2 JE#t 4,



