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MTRE

. —A)iE: gfx950 ¥ K=512 top-k ERKRIZ, ARMIEER 2-5 1%

- EESE: EERE. BRONMERERBERE=MEITA: 1) ALKREAREMERKR -inf B
FERFEE, EMR mask ZRGERANMAER; 2) BRERFIKEIRS split 3BFH
f#3E FULL graph replay &%, #% CUDA graph IRE THRRER: 3) " MM 5%
IIES kernel #HZRIFELA " BONRERE (Lassert_exact_topk AR#i topk EF B &)
o EMRYEIF ROCm kernel FHFUER IR, BEINESF sampler.cu B finalBinFits 5
masked_graph_replay MR,

THHES BAL

A PR & RFC #56506 B§—2f%, % RFC 5 DeepSeek-V4.1-Flash £ AMD MI355X (
gfxd50) EsmkMAn——MIHF% 1 B 32, ITL Rk 1.9 FH#XK 13 /54 GPU #H, A
decode B HHEAEBEZFH., decode indexer B top-k BREH P —MRAE: K=512 HELE
KES%EE ofx950 A A%, EERFEA 10-split kernel, PR body AR AL R "
Other architectures, K values, strides, and shapes keep the existing path", %1588
A4 multistream CSA. scheduler 2 queue &32ik5), #H5 RFC FHMMAIITARR,

TR

1. Python ME&4217# (AB) : & vlim/v1/attention/ops/rocm_aiter_mla_sparse.py T
WEE GFX950 DSV4 NATIVE_ MAX_COLUMNS = 1024 * 1024,
_get_aiter_top_k_kernel &0 num_columns 5 topk_tokens £%k; ¥ topk_tokens ==
512. 0 < num_rows <= 384 B num_columns <= 1 Mi BT E#3RE None, FRA%
AITER decode kernel, B rocm_aiter_sparse_attn_indexer %%| native
top_k_per_row_decode, ZI1#FRMEREIIMIEEMME], HBH 384 475 1 Mi F|BI:RE R
A AITER/ A B2,

2. ARz BEE: & csrc/libtorch_stable/sampler.cu H45 topKPerRowJob 5
processHistogramStep IR 5%k useTopK5120ptimization, i static_assert &
X% block 1024 £42; kNumFinalltems B 2048 &3] 1024, % block merge B
padding {EM -FLT_MAX B& R -INFINITY; processHistogramStep %&iB&AZN &+ 89
-inf logit i1%%3| negativelnfinityCount, B—>RM atomicAdd, MM AEBXREXNE— -inf
WHRF X%, finalBinFits 7 step < 3 BFEMIEA -inf MIIELEEE AN, BRHT
padding T tie 4%, AT MR useRadixSort 0%, % — A insertion sort



lambda,

3. MiRELE: 7 tests/kernels/test_top_k_per row.py F#3EIHZ marker requires_gfxd50
(XTF vlim.platforms.rocm.on_gfx950) S5fk3r5%E W5 _assert_exact_topk; #13E¢ 3
AR ——..._1d_seq_lens (& 0/1/511/512/513/1023/1024/16000 F458/75 AR R

%) . ..._split_policy_boundaries (11 S E X 64K/256K device-length B{EFMI.

4/3/2/single-block TR B, 384/385 At /native BRI R) | .
.._masked_graph_replay (CUDA graph capture JEEik, HEEKEKZE mask 5
lengths) ; RIBY & AITER RAEFRAFI, FIE 385 47. 1,048,577 3. CR2 FHRH
IR MAT A,

4. BIF 5 AR 1008 NEERAB| (3% 1-64. spec tokens 1-6. context 1T0K-1TM, CR
1/2. dense/masked) £2RiE3¥; warm HIP graph geomean 2.310x. 256 MiB cache
pressure 1.824x; GPU trace F 72 Xt profile 8] geomean 2.291x; GSM8K
1279—1286/1319,

R

« csrc/libtorch_stable/sampler.cu (#£3k XAERN#%; 23| source; ER core-logic; /5
processHistogramStep, topKPerRowJob) : K=512 AL B EAR: #3E
useTopK5120ptimization #EREE, KERAHFEE 2048—1024, R& -inf EAERT
BURVEERNBEESE, HFMBE -inf cutoff THIXER tie X41; FEBMIFR radix sort 4%
Z—NBEAHF

« vlim/v1/attention/ops/rocm_aiter_mla_sparse.py (#3k WAZEF; 25| infra; £R
infrastructure; 5 _get aiter_top_k_kernel, rocm_aiter_sparse_attn_indexer) : JRiE
K=512 #£ native X2 AITER BYEEIREIF R H3E num_columns/topk_tokens 7%, 3T
gfxd50 E&F&E K=512 RALFIREY decode &HI S @ native kernel, 2 Python MIBIEE
AH,

. tests/kernels/test_top_k_per_row.py (3 WAZMIR; 5| test; FER test-coverage;
&5 on_gfxd50, assert_exact_topk, test_top_k_per_row_decode_gfx950 k512_1d_s
eq_lens, test_top_k_per_row_decode_gfx950 k512 _split_policy_boundaries) : ¥73&
gfx950 K=512 BUEHSE WS . split policy MR SEHMNEEE CUDA graph replay 32iE
, EMEEFNEERE, WENTIFEFPFXTLOZEERENEN,

XS processHistogramStep, topKPerRowJob, _get_aiter_top_k_kernel,
rocm_aiter_sparse_attn_indexer, _assert_exact_topk,

test_top_k _per_row_decode_gfx950_k512_1d_seq_lens,
test_top_k_per_row_decode_gfx950_k512_split_policy_boundaries,
test_top_k_per_row_decode_gfx950_k512_masked_graph_replay

RERED R B

csrc/libtorch_stable/sampler.cu
K=512 RALBIAR OB AR . $73E useTopK5120ptimization RS %k, BHEAHFEE

2048—1024, B4E -inf EAERFEURDVEZRNFEESE, HBE -inf cutoff T HIIEH tie
k&t EBRK radix sort %X %— AENEEF.



/] processHistogramStep BB H EMEE (K=512 HRILIR)
/] #E MLA 89 mask 21iEKE logit 1BE T -inf: E&A -inf #HIT—XK
/I atomicAdd, R—EAERSEIRERF. XBAELBAREGE RMERER,
int negativelnfinityCount = 0;
auto distributeToBins = [&] (float logit, int /* idx */ = 0) {
if (isPartialMatch<patternShift>(logit, logitPattern)) {
uint32_t binldx = extractBinldx<step>(logit);
if (useTopK5120ptimization && _ float_as_uint(logit) == 0xff800000u) {
++negativelnfinityCount; // 2R E&FHF -inf, &P E—HRM—XETF
} else {
atomicAdd(&smemFinal.histo.datalbinldx], 1);

b
/] ... BAREEGTH logits, FuRAA distributeToBins ...
if constexpr (useTopK5120ptimization) {
if (negativelnfinityCount > 0) {
const auto bin = extractBinldx<step>(-INFINITY);
atomicAdd(&smemFinal.histo.data[bin], negativelnfinityCount);

/| BHERBETEEAARLHT: "HBET " REXELRMG; Y -inf ER
/l 5 SRF T LTE. BEEMREA -inf FIERE, BESEASITEHR
/l pad B -inf BERRRIELE, ELRFITELIKLAE L,
const bool finalBinFits =
smemFinalBinSize[0] <= kNumFinalltems &&
l(useTopK5120ptimization && step < 3 &&
isPartialMatch<patternShift>(-INFINITY, logitPattern) &&
thresholdBinldx == extractBinldx<step>(-INFINITY));

viim/v1/attention/ops/rocm_aiter_mla_sparse.py

HRE K=512 % native & AITER BIBRIZ3EIEE: FHE num_columns/topk_tokens 1%, &
gfxd50 Ef&FE K=512 AL IREY decode 32| S M native kernel, & Python MIEYZE XN
o,

# AITER v0.1.19 8 decode kernel 2 block 5Z#,; gfx950 k£ K=512 &4

# DeepSeek-V4.1 3= B native sampler.cu ERAKEZEZ (EHRBRIE

# FULL graph replay &3%) , EWXEBIBFEKAFHIARILE AITER Z5b,
_GFX950_DSV4_NATIVE_MAX_COLUMNS = 1024 * 1024 # {R5PMEREN], JEEFAMELAR

def _get_aiter_top_k_kernel(
is_prefill: bool,
compress_ratio: int,
num_rows: int,
max_valid_seq_len: int | None = None,
num_columns: int | None = None,
topk_tokens: int = 1024,



on_gfx950: bool = _ON_GFX950,
) -> Callable]..., None] | None:
if compress_ratio <= 1 or not on_gfx950:
return None # 3E gfx950 S RELER 4R KRZ
if not is_prefill:
assert max_valid_seq_len is not None
if (
topk_tokens == 512
and 0 < num_rows <= 384
and num_columns is not None
and num_columns <= _GFX950_DSV4_NATIVE_MAX_COLUMNS

return None # #pd K=512 ALK Rk AITER, %3 native A
# ... R AITER decode FIRHAIBTIRIFARE ...

tests/kernels/test_top_k_per_row.py

¥r3E gfxa50 K=512 B9 SER S, split policy MRS ERES CUDA graph replay &
i, ZEHERVEANEERE, DER T FEFFXTFLXBERENENL.

@requires_gfx950 # 54 = REFE A viim.platforms.rocm.on_gfx350() #&
@torch.inference_model()
def test_top_k_per_row_decode_gfx950_k512_masked_graph_replay() -> None:
"SR KEAERERRZN, HIRE T top-k 2%k, "
rows, next_n, width, top_k = 24, 6, 262_145, 512
logits = torch.full((rows, width), 1e20, dtype=torch.float32, device="cuda")
lengths = torch.full(
(rows // next_n, next_n), 70_000, dtype=torch.int32, device="cuda"
)
indices = torch.full((rows, top_k), -777, dtype=torch.int32, device="cuda")
logits[:, :70_000] = float("-inf") # &l 70K %| mask &, MERGEA

def run() -> None:
_run_topk_backend("top_k_per_row_decode", logits, lengths,
indices, top_k, width, next_n)

run()
_assert_exact_topk(logits, indices, lengths) # 537 5 SCHLR AL X
torch.accelerator.synchronize()
graph = torch.cuda.CUDAGraph()
with torch.cuda.graph(graph):
run() # capture BHZIZ &I lengths Bt split %&#F
indices.fill_(-777)
graph.replay()
_assert_exact_topk(logits, indices, lengths)

# #—BATHR (0/511/512/513/16K/16K+1/128K/128K+1/256K/256K+1)
# BIF mask 5 length #FRZAL G B HIR R KER
bounds = [0, 511, 512, 513, 16_384, 16_385,

131.072, 131_073, 262_144, 262_145]



row_bounds = torch.tensor(bounds, dtype=torch.int32, device="cuda")
repeats = (rows + len(bounds) - 1) // len(bounds)
lengths.flatten().copy_(row_bounds.repeat(repeats)[:rows])

logits[:] = torch.arange(width, dtype=torch.float32, device="cuda")
indices.fill_(-777)

graph.replay()
_assert_exact_topk(logits, indices, lengths)

Wit A A

BROTHEEILEFAENRM, HEEEE commit 6818801faT 552/ 3K4F titanaa B9 LGTM,
BooXE: 1) tjitanaa 38 24 4T masked replay AR B Z 1/8/10/16 split /%,
4/3/2-split 5 KATH# block B2 A GPU MR, EXRSHILEE 384/385 ERMF; 2)
titanaa MREBREBEEEA from viim.platforms.rocm import on_gfx950, 38 %78 MR 4 B
B2 _on_gfx950 B3, /FEH U SIMNIERESHE marker BRI, ToRMBRERRE,

« K=512 split policy ¥ LB % (testing): 1EEE commit 6818801faq H g
test_top_k_per_row_decode_gfx950 _k512_split_policy_boundaries, &%t 11 AE =
64K/256K device-length BMEBMI. 4/3/2/single-block /TR B8, 384/385 At /native &
F 13 ARE K=512 AfI&IAENR,

« E A EM on_gfxd50 helper (style): fEE BN ERAXE marker (requires_gfx950 %
F viim.platforms.rocm.on_gfxd50()) , WMAEEIFiLHEE,

R 5 8o
o A

1. sampler.cu M8 T useRadixSort 4% : JAER] useRadixSort=true BIEMRLZH| &£
radix sort X&HF, REREZ—ABEAHF, & LEHNEEZEZAMRRS, JE
K=512 Bi209HEFp B v TRE ML, o PR 2 ERBE gfx950 K=512, RIZERMME
REIOIE

2. 1B ZMEE]: 384 4T /1 Mi B R FAMITARE (native vs AITER) , SR E
ETHRAE, (BES serving F row/length BEEE 4, BRABGEMERTED,

3. FULL graph replay: split #%&$#FH R &3 sequence lengths IREHFHFE capture EfL;
masked graph replay MREZ T replay Bt mask/length Z4k, EMRITER (24) 5
Bk shape 1A £5E,

4. gfx950 £ A APGIAEIE ROCm FE& B skip, L35 Buildkite ORI NAXIEH M, K
i AMD CI (shen-shanshan fit& 89 /amd-ci #922) ; PR 1 —>&k CI &Ma)IR K
#56819 MIEAR PR,

5. BR#E—EE 042 (GSM8K 1279—1286/1319) , RFC 127~ gate 0.91 WAt E
REREYA, BIWE4Z RFC ni2E0, - ¥W: AFR53E: gfxd50 (MI355X) Lk
DSv4.1-Flash decode top-k #E&123K1F 2-5x &3 (warm graph geomean 2.31x) ,
PUSEE AR EAE ROCm gfxd50, K=512, <384 1T. <1 Mi F|HIk; HMzei
E5BRITATRE, 2% decode B EEHE TR, EEEM RFC 7 " A RBEHE
ERRA " BRA, MMRFHFL ITL BEAR]; RF K scheduler. queue. CSA Kzh, Tk



ZMERFE, HPBA: 5 #56503. #56903. #56962 Sk DSv4.1 ROCm MHEER S|, +
ZRWKOZ; sampler.cu EARSEIE MW K—EEIP KA, B " K topk Wi S
+graph replay" BUMR A AR T E AR HM K (E, - NeFrie: EFARBREETE
radix sort XM , MEEITIRM A | gfx950 LEMIR , CUDA graph replay 4%

PRINSZS

+ PR #56962 [Perf][Kernel] Integrate Mega-mHC from DeepGEMM for DeepSeek V4.1
(reopen of #56255): & RFC #56506 B9 DSv4.1 decode PEEEMAL L, HEHEAL
GSM8K Feixm 1%,

« PR #56903 [Perf][DSpark] Collapse DeepSeek-V4.1 draft states before SP all-gather:
E £t decode BElE FHHI DSpark BEMAL, 54 PR £ DSpark + sparse MLA
decode 12 L&,

« PR #55966 [ROCm][Spec Decode] Add Aiter MLA decode support non-causal draft
block: @— ROCm AITER MLA #EREEZBYARERIEIR (rocm_aiter_mla.py) , B4 PR
IJIRFT IR Ay AITER 8877 & Ak,



