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PATHE

« —AE: Qwen-VL WWRRAEMAR SR LR, FribiE KKK &

 ESNME: EERIE: Kah&R/N (+10/-4) , {BEERE request-controlled 2% 3| LRE %
B2 EW—LR 2ok O, A media_io_kwargs — VideoMedialO —
compute_frames_index_to_sample X BB HEE £ BSMAM S BRA NME. ESER
AR RE: — R [EXHERNI clampl 5 IsotrOpy ZEiX#y ({8 fps/max_frames i,
A HIEREZM static kwargsl Z BIEERE (FEWRARAL/EA follow-up refactor) ;

ZRIFEERRIRITIGNIRE, Qwen HTEEL T MR GRIFRS, EBXFEREER X
yE[E A% glm5next/Molmo2/OpenPangu T PR 5/54: kwargs AL E #6955 HIE Mo

TN EES BAL

PR body BA#$s B REAARE: [Qwen2-VL and Qwen3-VL video samplers ignore
num_frames and bound sampling on request-controlled max_frames and fps. A client
can raise those knobs through media_io_kwargs and force the frontend to decode
every source frame.] BRRMF ERZLBFERSHRE, BROBREMRER, BT AREF
BRARHFTREFRERE (ZeX) , BEFRNRER GLMCGA XFBEANERLEREE (
_MAX_FRAMES / _MAX_FPS) , fRiE &R LORMERAEL, (EREE#HRT 768 misk 30 fps)

o

LI RE

1. RS EREE (AOE) : & viim/multimodal/video.py 8
Qwen3VLVideoBackend § Qwen2VLVideoBackend FANEH L&A _MAX_FRAMES:
ClassVar[int] = 768 5 _MAX_FPS: ClassVarlint] = 30, 58A&
TestGLMGASamplingCaps FT& &8 GLMGA REBEEXRIF—3K, 1€ T LRI MBCEH
FHEERAANLR, AETFEEZERHEERTMHNEA,

2. Qwen3-VL R#&HTM: & Qwen3VLVideoBackend.compute_frames_index_to_sample &

, I8 fps = target.fps KA fps = min(target.fps, cls._ MAX_FPS), & max_frames =
kwargs get("max_frames", 768) BXx A min(kwargs.get("max_frames",
cls._ MAX_FRAMES), cls. MAX_FRAMES), BBTJ/E%: num_frames =
min(max(num_frames, min_frames), max_frames, total_frames_num) €B5

max_frames &%, min_frames BMEWIE KIF AR WA max_frames B1E, FESEAH,



3. Qwen2-VL R#EHT: & Qwen2VLVideoBackend.compute_frames_index_to_sample &
*t max_frames EFER min #HT (FE 1 TFEREE2| temporal_patch_size Z &) , FHiBT
RETMA RS ZFHEMEKITE n = total_frames_num / original_fps * min(target.fps,
cls._ MAX_FPS), BEEAERA B min/max £ %5 math.floor(n / temporal_patch_size)
* temporal_patch_size, EX HF transformers WA FHRE|E XA KE,

4. BEMNFRUA (FEMRALEN) : PR body tBAUKSLE 2 compute_frames_index_to_sampl
e, OpenCV. TorchCodec. PyNvwVideoCodec. DeepStream FH4ARMDERZEABIZA %
: video/jpeg By load_baseb4 £ num_frames. FEARXEEAEE: Rust RAismEIEIES
media_io_kwargs, FZ®",

5. MR5BE: 1EERAE tests/multimodal/test_video.py & T A, & (IsotrOpy)
ZXRMR, &AL diff REESIREXHF (additions=10 / deletions=4,
changed_files_count=1) , PR body X [Existing TestGLMGASamplingCaps tests
already cover the same clamping pattern] 1A B EZ/KIE, (BXE GLMGA JFigmmIE
Qwen E3BIBEAMIR, A PR KFE Qwen TEWK S,

R

« viim/multimodal/video.py (3% FUIKAE; KB source; EE core-logic; &5
Qwen3VLVideoBackend, Qwen2VLVideoBackend, compute_frames_index_to_sample,
_MAX_FRAMES) : g—Z B Xf4+; Qwen3VLVideoBackend 5 Qwen2VLVideoBackend
Fr LK  MAX_FRAMES/_MAX_FPS #3t1E KM max_frames. fps # min T, EFrA
MHAfRL 3% (OpenCV/TorchCodec/PyNvVideoCodec/DeepStream) kB RAEURSR S o

XS Qwen3VLVideoBackend.compute_frames_index_to_sample,
Qwen2VLVideoBackend.compute_frames_index_to_sample

RERED R B

vlim/multimodal/video.py

rE—T B ;. Qwen3VLVideoBackend 5 Qwen2VLVideoBackend #rig 3 &%
_MAX_FRAMES/_MAX_FPS 3 H& KM max_frames. fps i min H1M, ZFrA WIRARD &
3% (OpenCV/TorchCodec/PyNvVideoCodec/DeepStream) 3t BB ZAEUKSL A,

# vllm/multimodal/video.py (head iRAS, B Qwen-V0L RAE/E 3080 < FELIN)

#

#MBETXK: £ RS LR BANLREE, ERMEAND max_frames / fps

# REEERS TIRE, TiEHat 768 Wl 30 fps BB, XE 2T EA GLMGA SEE,

@VIDEO_LOADER_REGISTRY .register(

"qwen3_vl",

video_processor=("Qwen3VLVideoProcessor", "Cosmos3EdgeVideoProcessor"),
)
class Qwen3VLVideoBackend(VideoBackend):

#IRSIWELR: KEM, FHIEFERSHTMH

_MAX_FRAMES: ClassVar[int] = 768

_MAX_FPS: ClassVarlint] = 30

@classmethod



def compute_frames_index_to_sample(

cls,

source: VideoSourceMetadata,
target: VideoTargetMetadata,
**kwargs,

) -> list[int]:

total_frames_num = source.total_frames_num

original_fps = source.original_fps

# target.fps KB1EXK (media_io_kwargs B %) , XEHE min HTN:

# ERTLOAMRDIE, EELEHT _MAX_FPS

fps = min(target.fps, cls._ MAX_FPS)

max_frame_idx = source.total_frames_num - 1

min_frames = kwargs.get("min_frames", 4)

# B E B EBEH kwargs.get("max_frames", 768), &R (L EKAME;

# B8 EHEE _MAX_FRAMES BN, FRIERAFMIECR A AR 553m L IR

max_frames = min(kwargs.get("max_frames", cls._ MAX_FRAMES), cls._ MAX_FRAMES)

# 5 HF transformers 89 Qwen3-VL R RF—3K: LMK E S ML,

# BRA [min_frames, max_frames] 535 S gk & .
# BMEERKIAAR min_frames, WA max_frames AL
num_frames = int(total_frames_num / original_fps * fps)

num_frames = min(max(num_frames, min_frames), max_frames, total_frames_num)
indices = np.linspace(0, max_frame_idx, num_frames).round().astype(int).tolist()

return indices

@VIDEO_LOADER_REGISTRY .register(
"qwen2_vl",
video_processor="Qwen2VLVideoProcessor",

)
class Qwen2VLVideoBackend(VideoBackend):

""Qwen2-VL / Qwen2.5-VL fps XH#¥/a3, R3|IHS HF transformers EBIFF,

_MAX_FRAMES: ClassVarlint] = 768
_MAX_FPS: ClassVarl[int] = 30

@classmethod

def compute_frames_index_to_sample(
cls,
source: VideoSourceMetadata,
target: VideoTargetMetadata,
**kwargs,

) -> list[int]:
total_frames_num = source.total_frames_num
original_fps = source.original_fps
temporal_patch_size = kwargs.get("temporal_patch_size", 2)
min_frames = kwargs.get("min_frames", 4)

#5 Qwen3-VL HHENHTEE, ERAER TEREEL temporal_patch_size Z &l

max_frames = min(kwargs.get("max_frames", cls._ MAX_FRAMES), cls._ MAX_FRAMES)



# WERE (VFR/ RN / MAER) WHEERE, BERE
if original_fps <= 0:
raise ValueError(
"Qwen2-VL video sampling needs a known source fps, but the "
"container reported 0 (variable or unknown frame rate)."

)

max_frames = (
math.floor(min(max_frames, total_frames_num) / temporal_patch_size)
* temporal_patch_size

)

# fps IR AT E KWK & min B3 min/max & 5%
n = total_frames_num / original_fps * min(target.fps, cls._MAX_FPS)
n = min(max(n, min_frames), max_frames, total_frames_num)

n = math.floor(n / temporal_patch_size) * temporal_patch_size

# torch.arange 5 transformers 8 float32 &3 HERIF—3K;

# BRERFTHEAR R —MI, Z— clamp Bl&E—M

indices = torch.arange(0, total_frames_num, total_frames_num / n).int()
return torch.clamp(indices, max=total_frames_num - 1).tolist()

S T
FAL X RIFHE B IE KRB IsotrOpy, BARKRE T HmA~M:

1. MR EKRFEFR: X tests/multimodal/test_video.py BJIFE A [Let's remove these
added tests.] , fEZFEE [This should have been fixed] , T&AERR FIZMR M4 FFH
HI, EREARZLEERATRETNR,

2. Rt EBMAREIET: X viim/multimodal/video.py 8 456 4T (Qwen2-VL By RAEMIELIT
E47) 18 11 think a better solution is making fps and max_frames static kwargs,
which can't be overrided by arguments from request. But anyway, let's leave it to
be done in followup refactoring.] —— & IAT HA] clamp TTH, EANRAMEEZLL
XESHPATHRIERESZ, BTRENCTHELEMMR,

3. claude[bot] BIESNIFHERER B fork #EMH, &AL H IsotrOpy $4T /ci run (Buildkite
#88769) # APPROVED. & A,

- BIRA PR FTHEH Qwen RAFLRMIR (testing): MIREMBFR, Qwen MIHTIZE BB IRH
BEA TestGLMGASamplingCaps BIE ERENE A BIEKIE, ARTERALTREIFTMR,

« A static kwargs BRRRGEATES clamp B ELAR (design): AT H AT min HTERNELREE,
BARART &L fps/max_frames R IFERE L, HAHICABLEMNIM, KREAK PR FHit,

. fork PR BE1iFEHEZA (other): 8 IsotrOpy F51#4T /ci run (Buildkite #88769) .
APPROVED & A, RIIATSPBEMLFEE,

R 5 B
o RS



1. MR EE (FEXR) : FEH Qwen HTIBEZA LA EEMR, FRITRIH
tests/multimodal/test_video.py RBI#EBIKR; IA TestGLMGASamplingCaps REE
GLMGA E3#, % Tstatic kwargs) EMERMBEXEAD min BH, Cl R&RE,

2. BEBITAHTE: ZEITEN media_io_kwargs &% max_frames (>768) = fps (
>30) WEFR, SELEMABEER/ EENEATERWEBRRELER, XEMHKT D
TR AICE AR ME R E, BT B X ENEIRRER,

3. AEEWMHITNAZ%—: PR body FAFAFIH glmbnext. Molmo2. OpenPangu H
#55727, #56207. #56390 & HAE, A PR RUkH Qwen2/Qwen3-VL, 7EX#L PR
&8I, media_io_kwargs MABAEHMEEERNRTH, REEAST—K.

4. FAARBLA BRIG KR AETE . Qwen3VLVideoBackend.compute_frames_index_to_sample 13
B> Qwen2-VL BRFERY original_fps <= 0 747 (base/head ¥k, FEAR PR 5|A) ,
total_frames_num / original_fps 7 VFR/ A E R TIHAKRENFE,

5. HIUKFIEEE: _MAX_FRAMES / _MAX_FPS & ClassVar, {EfAF3EK/E L5045
REE; CAIRARIAEKIIEKE, min_frames. temporal_patch_size S484R
kwargs IEHIEFREN (BAKE max_frames 5 aMEHELER) . - ¥m: AP / EFH
D BRIMTHAARE (BRIA fps=2. max_frames BRiA 768, XELRZRN) ; RAERE
i media_io_kwargs 1 E S MIERS BB RAKEERK ., WAL KET BIERT
i R B ARARRS T/EE LR, B Z chat completions. responses. embeddings.
tokenize. invocations. batch §&% LLM 23 %& MediaConnector —

VideoMedialO — RAF#EE WAL, FRNEZEMELER, KEE s RN,
JTHEIRA: B [RAELIR = XREE] ORSHER, HiE BB THIEREE] BiD
AGEEMAM; BT Qwen MITNHR, EMEEEEZATINEE,

« RFARIE: BROMNRE R , ERESBEFHRBY , AEXEEHHTAZL — , HITUKRHBEE

EVRES

PRI

« PR #54323 [Bugfix][Multimodal] Validate baseé4 video payloads, matching image and
audio: BB ZESAM AN TN / Z&mE, Kahny
vlim/multimodal/media/video.py 54~ PR 8 vlim/multimodal/video.py &&F E—%%
MediaConnector — VideoMedialO — M/ 8584 £, TIXTREEME NERMBARE /
SKAEM EFRI PR %o

« PR #56366 [Bugfix][Rust Frontend] [Multimodal] Align DeepSeek V4.1 and Kimi K3
media with rendered placeholders: [E& Rk ZESEALIEE 2 1Z PR %88 Rust B
5 Python RISREZESEMAMIE A ER, A PR BA#ALL [Rust frontend rejects
media_io_kwargs and is unaffected] X|amd R, AAENBTHANTINEEZT,



