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def test_models_fse_init(

model_type: str,

use_fse: bool,

exclude: list[str],

dist_init: None,

monkeypatch: pytest.MonkeyPatch,
) -> None:

"""Model construction resolves FSE consistently with Quark quantization.

quantization_config: dict[str, Any] = (
get_deepseek_v4_quark_config(["layers.0.ffn.shared_experts"] if exclude else [])
if model_type == "deepseek_v4"
else {**_QUARK_FSE_CONFIG, "exclude": exclude}

config, model_constructor = get_fse_test_model_config(
model_type, quantization_config
)
vllm_config = VIImConfig()
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vlim_config.model_config = SimpleNamespace(
hf_config=config,
hf_text_config=config,
dtype=torch.bfloat16,
max_model_len=128,
is_diffusion=False,
head_dtype=None,
is_mm_prefix_Im=False,
multimodal_config=None,
quantization_config=None,
runner_type="generate",
is_moe=True,
logits_processors=None,
rswa_window=None,

)

vlim_config.parallel_config.enable_expert_parallel = False



# deepseek v4 DX EBMIMNLE FP8 KV cache 5EREIE,
# HAaER %—# QuarkConfig
if model_type == "deepseek_v4":
from vlim.models.deepseek_v4.quant_config import DeepseekV4FP8Config

vlim_config.cache_config.cache_dtype = "fp8_ds_mla"

vlim_config.quant_config = DeepseekV4FP8Config(
is_checkpoint_fp8_serialized=True,
weight_block_size=[128, 128],

)

else:
vlim_config.quant_config = QuarkConfig(quantization_config)
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