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PATHRE

« —A]1E: SWA offload & ZE4NF MTP R & token

- EEMSNME: {E/KEIER, AHEHEM KV offload. hybrid KV cache B3 sk MTP H#MA#S 8 T
FRUf, EIWEEXITZAHRITAREK: (1) get_sliding_window_size_in_chunks &
max(base, cdiv(window - 1 + extra_retained_tokens, chunk)) 85— A4 &R -1
54 E max, BRET MREE 1 A token REASNEE chunk] ; XROMIR
test_swa_alignment_skip Big 2 § 3 B9%%; (2) _reachable_store_block_mask A
dataclasses.replace &gt coverage spec, 1B [3&5% store ¥ 5 IREKTERTE
AEO FAHSHER, XEAX PR RESBENER; (3) MIANERE boundary ==
3904 B A% first_retained_block 5 needs_left, BAMKIATMIEFHIZRZLA, 7%
R EBFTH Issue #56701 B9k ®kA& S5 tests/v1/kv_connector/unit/offloading_connect
or/test_scheduler.py B95$k1LEEME, EARTITTIERE, EAN SWA store AR EAAEE S
KETFTXHH T CPU 54 RIZ M,

THRES B

Issue #56701 (RFC: Align sliding-window restore coverage with MTP-retained history)
AT I E B EKERIR: get kv _cache_configs() &R L&k MTP £
SlidingWindowSpec.extra_retained_tokens & A num_speculative_tokens - 1,
SlidingWindowManager.get_num_skipped_tokens() & HE Bkt —2R oA % (B ESMI4R
B EEMIR) , (B offload By get_sliding window _size_in_chunks() /
load_window_size_in_chunks() 5§ producer B9 reachable store_block mask() EMBIZIR4E
ERAEOITE, Issue FAHMNEKET, 64 token 48 + SWA &0 32 + HIMRE 3 B
, lookup R#&E chunk 2-3, QBEFHAEWRE chunk 1; chunk 1 %R Chunk ... not
found in cache, BES ABRR Chunk ... is not ready for reading, BES5Z
_reachable_store_block_mask() % F3RE [False, False, True, True], producer BT
BIRE T chunk 1, PR body BABR /RELIAE RFC #4808y MRFEE] A E, FRAR
RER (GPRRQEIEAMERXE) TEHIMIAMTPERSE ZEA I B BEA A £,

LI AR

1. %— lookup BE TR (get_sliding_window_size_in_chunks) : Xt SlidingWindowSpec
H cdiv(sliding_window, tokens_per_chunk) 2X4 max(cdiv(sliding_window,
tokens_per_chunk), cdiv(sliding_window - 1 + extra_retained_tokens,



tokens_per_chunk)), @FZIZEHA sliding_window - 1 + extra_retained_tokens MAZ
sliding_window + extra_retained_tokens, FfRBRMEFEAN TR, M MRE 1 NS
token F&FBH L E— chunkl . ZEKE A GroupOffloadConfig.sliding_window_siz
e _in_chunks, [EB®" lookup BES5E4: store #5%, EMNEX SWA HEZSTENSE
— %,

2. IPFUMRFE EHFANIZIERITENE T (GroupOffloadConfig.load_window_size_in_chunks)
. ¥EJR cdiv(sliding_window - 1 + right_padding, tokens_per_chunk) 894-FH#EA
extra_retained_tokens, Hw right_padding = -num_tokens % tokens_per_chunk FBAF
X35 lookup B A M EBRES QEMUELGHRIRLERENORER, XHERFEF (
aligned) 53ExFa+ (unaligned) #FEXZE|S SlidingWindowManager A Et—K 8 £ 34
Fo

3. 5% producer By store ®[3AM#AL (_reachable_store_block_mask) : #3% from
dataclasses import dataclass, field, replace, %
SlidingWindowSpec.extra_retained_tokens 3E 0 B, F replace #E—NIGEE spec:
sliding_window + extra_retained_tokens B extra_retained_tokens=0, RILXANEE
spec £% manager_cls.reachable_block_mask(). group_config.kv_cache_spec &x& R
Wisek, FRUERESSEEAE O, cache key iTES transfer JBERARZE, Hik
producer 2% lcold consumer RENEIEFEE] IR,

4. MiRELE (tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py) :
test_swa_offload_window_covers_unaligned_hit 3% (window, extra_retained) &$kit
[(128, 0), (128, 3), (256, 1), (256, 3)] & boundary 8 3968 BE, 3tH
first_retained_block = (boundary - window + 1 - extra_retained) // 64. needs_left =
first retained_block // 4 < end - 1 BUMXRAEFERALAY boundary == 3904 H|E;
test_swa_alignment_skip #3€ extra_retained € {0, 1, 3} &%k, Wrs
sliding_window_size_in_chunks fE extra_retained > 1 Bt A 3. BNA 2, store EAZHT
¥ (1, 1), (1, 5). load BALHE (1, 5), FIL lookup.return_value = HIT 2R A#E
runner.offloaded SZFrér 8y side_effect, RBEERKE 32 kA 33 UMRE—NLRE
BRI, % decode £ producer BREIKHIBR,

5. TBLE. XA4sEFZk5h: PR body BAFA [no public option or API changel , #73% / &
KT X BXRGEETARAREBEZTE T,

R

« vlim/distributed/kv_transfer/kv_connector/v1/offloading/scheduler.py (#3k #1#%8Z 8
; 25| source; EA core-logic; 5 GroupOffloadConfig.load_window_size_in_chun
ks, get_sliding_window_size_in_chunks, _reachable_store_block_mask) : {&E HHE—4
XA lookup B HEEARNE store WIAMEREEXE, RET [GHRESTEI 5

loroducer HAESEE BET B E L EMAREHSIH L,

« tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py (3R #0357 = N5,
; K7 test; £ A test-coverage; 5 test_swa_offload_window_covers_unaligned_hit,
test_swa_alignment_skip) : ARSI [BEMGAEL R TR TEIERY: BEXNF
/ ERNFHREHU R, EAGLE B3R, left chunk k& / 155 / tndk+, MUK producer Hfi#E
cold consumer By & B&1Z,



X5 GroupOffloadConfig.load_window_size_in_chunks,
get_sliding_window_size_in_chunks, _reachable_store_block_mask,
test_swa_offload_window_covers_unaligned_hit, test_swa_alignment_skip

KR BR

tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py

RAEEMNIE [DEMRES R TRATBIERY: BEXT / ERFTREU R, EAGLE Bk,
left chunk &k / 1535 / mm#F, MUK producer i cold consumer Bk B B8 12,

# tests/v1/kv_connector/unit/offloading_connector/test_scheduler.py

# ¥ (window, extra_retained) B4 0 AEZL, 1 ATER RS 1 A token
# RiZLZE—A chunkl , 3 3R num_speculative_tokens - 1 = 3 8§ MTP 3%,
@pytest.mark.parametrize(

"window,extra_retained", [(128, 0), (128, 3), (256, 1), (256, 3)]
)
@pytest.mark.parametrize("boundary”, [3840, 3904, 3968])
@pytest.mark.parametrize("eagle", [False, True])
@pytest.mark.parametrize("left_state", ["present", "missing", "
def test_swa_offload_window_covers_unaligned_hit(

boundary, eagle, left_state, window, extra_retained

pending", "loading"])

"""A smaller SWA group can move the hit inside another group's CPU chunk."""
# ... #3E=28 KV cache group (&3F& A / SWA / /IR SWA) 5 CPUOffloadingManager ...

external, load_async = sched.get_num_new_matched_tokens(request, 0)

# AERMAEERENE R SFRRRETIEATOEME 1,

# G AB MTP FUMREE (SWA RK/NEEA 64) .
first_retained_block = (boundary - window + 1 - extra_retained) // 64
# RAEUXANREE left_key FTERIE L chunk (84 chunk 4 NR) HY,
# lookup R BIMRER left_key; TNMENEERE, FEWEXR,
needs_left = first_retained_block // 4 < end - 1

if needs_left and left_state != "present":

# left chunk SR&ERGPHIIE; MHES AP AL T IEZ® T,

assert external == (0 if left_state == "missing" else None)
assert not load_async
return

assert external == boundary and load_async

# ... & add_local_computed_blocks / allocate_external_computed_blocks
# BAA sched.update_state_after_alloc() ...

job = next(iter(sched. _jobs.values()))
if needs_left:



# S PWENE, load job RARKEEELZN left_key 5&H ORI,

# XERMBERMSAL "not found in cache" / "not ready for reading" BILE,

assert {left_key, swalend - 1]} <= job.keys
manager.complete_load(job.keys, state.req_context)

@pytest.mark.parametrize("extra_retained", [0, 1, 3])

@pytest.mark.parametrize("async_scheduling", [True, False])

def test_swa_alignment_skip(request_runner, async_scheduling: bool, extra_retained):
"""Store the window a cold consumer must restore at each FA boundary.

With FA blocks of 16 tokens and SWA blocks of 4 tokens, a window of 8
needs the last two blocks per segment. Retaining three extra tokens for
MTP requires one more block; retaining just one token does not.

# ... #33& full attention block=16 5 SWA block=4 / window=8 BBESEE ...

# SWA HEER chunk #: extra_retained > 1 BtM 2 $83] 3,

# extra_retained == 1 B REF 2 (RBEELEBETR) o

assert kv_group_configs[1].sliding_window_size_in_chunks ==
3 if extra_retained > 1 else 2

# 15K 33 4 token, RE—NFREHNER, R decode £ producer
# BB H GPU &, T3t deferred store BB,
num_tokens = 33

runner.run(
decoded_tokens=[EOS_TOKEN_ID],
# BMNNFERERBERED, LEBRBMNLE MTP FZ28HER (1, 1)/(1, 5),
expected_stored=(
(0, 0), (0, 1), (1, 2), (1, 3), (1, 6), (1, 7),

+ (((1, 1), (1, B)) if extra_retained > 1 else (),

# cold consumer R4 producer EIEE M key, #RARE HIT HBER—K,
runner.manager.lookup.side_effect = lambda key, ctx: (
LookupResult.HIT if (key, 0) in runner.offloaded else LookupResult.MISS

)

\ \ W

TP XA

Review WL EMR/N, BfE R AAH:

« claude[bot] BAFABkIT B 5 review: [This pull request is from a fork — automated
review is disabled. A repository maintainer can comment @claude review to run a

one-time review.] HEA PR ZAZRBEMLEREFTE, RAHLEPE orozery HEE
APPROVED (ILXZE L)



« RITETMAE [ssue #56701 FERZER: 1FEIE Y make lookup and store coverage
match the existing allocation contract] A&, FHIEHERFTZE lallocating only the
attention-required interval on an external hit] EE B4TIEEA MTP ERS EHF RS ILE
| R EREEI A S, PR ®EIFTRFAE, BE _reachable_store block_mask #ifEst
replace & IIG8Y spec, Rz} store #i, AHEETRAGTO, BRT REY KELE
BAEO] HWEESAR,

« Cl Xf2XE W orozery 89 /ci run 5 bot #RMEK: bot B4R [This PR is 112 commits
behind upstream main) , %3 EB K merge main EEMH; 1E& &tk [Both V1 KV
Connectors jobs hit the upstream NIXL test-stub failure already covered by #56955.
The KV Offload test lanes and all KV Offload Im-eval lanes passed.] ——Bi%k k5 4~
RERBEIT X, KV Offload % lane £%k,

. offload BERY: lookup/store XA EMEY retained interval (design): XRARTEE:
get_sliding_window_size_in_chunks 5§ load_window_size_in_chunks it A
extra_retained_tokens; _reachable_store_block_mask A dataclasses.replace 3 ilgt
spec RIX5E store #8%, RREEASFEAF O,

« RE 1 ANFSD token FREZE—/N chunk (correctness): MR test_swa_alignment_skip
ElfbiZid & sliding_window_size_in_chunks == 3 if extra_retained > 1 else 2, 31
extra_retained > 1 B4 Xt store/load A& 0 (1, 1) / (1, 5).

< Cl: %%FE 112 MERS 5 NIXL MiRXPELIK (testing): k&G ARKEN TR, &
#56955 MG T EH; HIPE &L APPROVED HE AN,

. fork PR &> Bst bR EHFE (other): ZEERET BNMLZETEFE, EHRMEEERBEE
BETTMIRS tiny B smoke 1EHE,

A5 25H

« Qe
1.CPU & LRASEMELA (REFWAM) KK store #BHE,

extra_retained_tokens > 1 ) SWA ASIBFNITFERAYEERIRM 2 N8 ME| 3 A Gl
REEXRFE (1, 1), (1, 5)) , EIEFE SWA store FFRY +50%,
test_swa_alignment_skip J& XA4 % &/ ZALE A ESZ DeepSeek V4 (£ 100K token)
BDH) 78% B9 SWA store, ARIEELTLE T —ILUREILEEIE; PR body tAGA T
Restoring the required older blocks can increase CPU cache usage and transfer
volume] , 1B%F 4 H EEREERIE,

1. BEANEESHEMEKLRBEIF—3K: sliding_window - 1 + extra_retained_tokens 5
SlidingWindowManager.get_num_skipped_tokens() BYEREE O 2 ML, EfT—M
BIAE (Bl -1 BEXERREOEESR, NI EMARERR) HLEHIARLRE,
YRDRA BERNAETE M REMX—RY,

2. PR AR EANIE XA get_num_new_matched tokens() BLAETE needs_left B AR
missing / pending / loading B3R [El 0 2% None, BREFNKFAORIIIRGE, GRILETE 3k
JFAERERZEY, B4t [AReEd T 64 token] WIERBIANAMEE, BETHTXRLEN
TRZEE;, MRARBIETREE, &AEERIER M,



3. BirEEAM: PR body B3R GPU BAEf£ERA tiny dummy ARRE. BF16. eager. X[
JIT warmup, FBA#& [Trained-model quality, acceptance rate, and performance
have not been evaluated; no throughput improvement is claimed.] ESZAXE T MTP &
4 draft S8 re-prefill B2, KETFTXTH eviction RE (CPU cache £4) R
ImEE,

4. EFAREETAERE: 1EELBIELE™ X4 EERE| base /& 114 failed, 88 passed!] , UtPAHT
MR SZ REFRIRIZBRIG ; (EAEXEMGE H20 EEETE facebook/opt-125m BLE / 2 H 8
ZHEIFR offline MR A REHT (378 + 96) , IERBIMRE, - B!

- APM: {E/ OffloadingConnector + &3k MTP (num_speculative_tokens >= 2,

Bl extra_retained_tokens > 0) + JB& SWA Z2#) (DeepSeek V4 / GLM B4 KV
cache) WEZE, FHEHAEA TP EEHE chunk REM / £oidE) MNBEmEIIER
TR, RINE SWA AE CPUMIZHELVER, KETFTXEHLFRT CPUEFEA
5&mE LA,

« Z%M: offload B lookup / store BEIMERE BEEAE O + extra_retained_tokens)
BHe—o42, 5 SlidingWindowManager B BEER A, DT hybrid KV cache &
Erh [QEEE > BRSEE] XEEMMETR—3K; X extra_retained_tokens == 0 BEL
ETAREARE (max B1b, store L AR#HAN) , EHbIE MTP AP ER W,

« ERAM: 38 Toffload &= DB E BN retained intervall] X—FaMRAE R, H4
BT TERANRBRIEER (ROEMEZFREAFTSEHMMIR. store 5 load HAZE FAEX
Ri) , XG4 hybrid/offload A% EKFA 5% ME.

- RFARE: CPU ZF5FHMELA , @PRITAZTE , BEARNTELEMEKLANTF |
> BIAREIRBIRIE , Cl KL #56955, fork PR TEH IR T

KRR EE

« PR #55818 KV Offload S BC4iXAE X245 (Fr@lik$E PR body FiRIERT) : PR body PR
YLEH #55818 432 allocation scaling, 54 PR BB / B EWFARAR, EXREE
lookup/store F—%K,

« PR #53499 KV Offload page-size V3—4t (#rBUKIE PR body &RH#EWT) : FE offload
BT / BRR~NO2A%, 5K PR B chunk BERESEAZTR —LBREML,

« PR #56955 LJif NIXL test-stub £MEE (ArAKE issue LR : A PR B9 V1 KV
Connectors CI L FEZ NIXL SMERAE R LMK, 1EE 8 C1 48 A A TR,

« PR #55055 [BugFix][Model Runner V2][Spec Decode] Fix decode instance's
multi-layer MTP kv caches during P/D: R £k MTP + KV cache FE#PE] BK%:

BIEMEIE P/D TREIE draft 53¢ KV cache, & PR EIE MTP BUUMEE K ¥ 17 offload
BRENBEZERO,



