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« vlilm/model_executor/layers/hpc/hpc_module.py (13 HPC &F; 25| source; E#
data-contract; &5 HpcModule) : HpcModule 35 F&
process_weights_after_loading no-op, #E4&5/NRAIX support() + forward() FIFRIEE,

*PE555: HpcRopeNorm.init, HpcRopeNorm._forward_impl,
HpcRopeNorm.process_weights_after_loading, HpcIHCPre.forward,
HpcIHCHead.forward, HpcIHCPre.process_weights_after_loading, HpcIHCPre.support,
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KR Fr B]

vliim/model_executor/layers/hpc/rope_norm.py

BEZS: MR gnorm_weight/knorm_weight /& Parameter 5
process_weights_after_loading, _forward_impl| BX A B 1%
fallback_gnorm/fallback_knorm B weight, 7 _ init_ hniz#HlRE,

# vlim/model_executor/layers/hpc/rope_norm.py
#BERIERXBNTHEPER N :

#1. _init_ FBEMWMSLE gnorm_weight / knorm_weight ${% Parameter,
# RARBAR: BA QK-Norm B JUA fallback #ik,

# 2. _forward_impl 5% hpc.rope_norm_store_kv BIARE BIEERHE

# fallback_gnorm / fallback_knorm, M 22842 T ARIFTEIA,

class HpcRopeNorm(CustomOp, HpcModule):

def _init_ (
self,
num_heads: int,
num_kv_heads: int,
head_dim: int,
cos_sin_cache: torch.Tensor,
use_gk_norm: bool,
fallback_gnorm: torch.nn.Module | None,
fallback_knorm: torch.nn.Module | None,
kv_cache_dtype: str,
layer_name: str,
gk_norm_policy: QkNormPolicy = QkNormPolicy.ROPE_THEN_NORM,
) -> None:
super().__init_ ()
# ... B8 hpc BRESEARTFERE ...



self.use_fp8 = "fp8" in kv_cache_dtype
# RMSNorm/RoPE i F BEHZRZE (8 HunYuan V3 & NORM_THEN_ROPE)
self.gk_norm_policy = gk_norm_policy if use_gk_norm else QkNormPolicy.NONE
# N AEIRE: ARAEEEX fallback RN E,
# BRI ZIIREE, MARSRNELAARAT RERA,
if self.gk_norm_policy != QkNormPolicy.NONE and (

fallback_gnorm is None or fallback_knorm is None

raise ValueError(
"QK-Norm is enabled but fallback_gnorm/fallback_knorm were not "
"supplied; the fused kernel reads their weights directly."

# layer_name SEMt5 2524 registry (£TRE custom op E&H)
self.layer_name = None

self.register_layer_name(layer_name)

# ... BB hpc.QuantType iZE ...

def forward_impl(self, gkv, kv_cache, attn_metadata, attn_layer, output):
# ... B prefill/decode %4 %5 KV cache /G ...

# B EN: BATX BiE self.gnorm_weight / self.knorm_weight (
# JRSL copy_() HRE fp32 BIA, refit B2 ARIF) |
# ME BB fallback RMSNorm # weight (8 storage,
# layerwise reload B#5, CUDA Graph #HEHNIBEHAT)
if self.gk_norm_policy != QkNormPolicy.NONE:
assert self.fallback_gnorm is not None
assert self.fallback_knorm is not None
g_norm_weight = self.fallback_gnhorm.weight
k_norm_weight = self.fallback_knorm.weight
else:
g_norm_weight = None
k_norm_weight = None

# ... F44E g_norm_weight / k_norm_weight {£%
# hpc.rope_norm_store_kv B hpc.rope_norm_store_kv_fp8 ...

tests/model_executor/model_loader/test_reload.py

#7138 hpc_rope_norm fixture 5 test_hpc_rope_norm_kernel_sees_refit_norm_weights, H
recording stub X AE = forward_impl, BIE refit & RAZUKBIFT float32 AXE B storage
RE; o hpe BIFFE T 93547, 2R bug HEB#EE X EIERE,

# tests/model_executor/model_loader/test_reload.py
# F3E fixture: L hpc BEFRIEE T AN—N&/ stub,
# ik HpcRopeNorm = A# import #Z54L,
@pytest.fixture
def hpc_rope_norm(monkeypatch, default_vlim_config):
""ITmport HpcRopeNorm with the external ~“hpc™" package stubbed out.

if "hpc" not in sys.modules:



stub = types.ModuleType("hpc")
stub.__spec__ = importlib.machinery.ModuleSpec("hpc", loader=None)
stub.QuantType = types.SimpleNamespace(
QPERTOKEN_PERHEAD_KPERTENSOR_VPERTENSOR=types.SimpleNamespace(value=0)
)
monkeypatch.setitem(sys.modules, "hpc", stub)
from vlim.model_executor.layers.hpc import rope_norm

monkeypatch.setattr(rope_norm, "_hpc_rope_norm_instances", {})
return rope_norm

# EVIMNER: emB—ARE, EXAZRKEIKEFE T,

# B layerwise reload B&12 (5 RL weight refit #HE BIHLE]) RHMBKERE,

# WrE AAME RSB Z#FE. float32. B storage FE5AZE,

def test_hpc_rope_norm_kernel_sees_refit_norm_weights(monkeypatch, hpc_rope_norm):
from vlim.model_executor.layers.layernorm import RMSNorm

head_dim, num_heads, num_kv_heads, block_size = 128, 8, 1, 4
layer = torch.nn.Module()
layer.gq_norm = RMSNorm(head_dim, 1e-6, dtype=torch.float32)
layer.k_norm = RMSNorm(head_dim, 1e-6, dtype=torch.float32)
layer.hpc_rope_norm = hpc_rope_norm.HpcRopeNorm(
num_heads=num_heads,
num_kv_heads=num_kv_heads,
head_dim=head_dim,
cos_sin_cache=torch.ones(16, head_dim),
use_gk_norm=True,
fallback_gnorm=layer.q_norm,
fallback_knorm=layer.k_norm,
kv_cache_dtype="auto",
layer_name="hpc_test_layer",
)
model = torch.nn.Sequential(layer)
rnorm = layer.hpc_rope_norm

calls = ]

def record(*args, **kwargs):
calls.append(kwargs)

monkeypatch.setattr(sys.modules["hpc"], "rope_norm_store_kv", record, raising=False)

def kernel_norm_weights():
# FsE /NN, IBEhA S _forward_impl, FIRAAZULB|BIARE S5k
g_size, kv_size = num_heads * head_dim, num_kv_heads * head_dim
gkv = torch.zeros(1, q_size + 2 * kv_size, dtype=torch.bfloat16)
kv_cache = torch.zeros(2, num_kv_heads, block_size, 2 * head_dim, dtype=torch.bfloat16)
attn_layer = types.SimpleNamespace(_k_scale=torch.ones(1), _v_scale=torch.ones(1))



attn_metadata = types.SimpleNamespace(
num_actual_tokens=1, num_decodes=1, num_decode_tokens=1,
num_prefills=0, num_prefill_tokens=0, max_qguery_len=1,
decode_query_len=1, go_indptr=None, qo_indptr_decode=None,
slot_mapping=torch.tensor([4]), seq_lens=torch.tensor([1]),
block_table_tensor=torch.tensor([[1]]), hpc_kv_written=False,

)

output = torch.zeros(1, g_size, dtype=torch.bfloat16)

rnorm._forward_impl(gkv, kv_cache, attn_metadata, attn_layer, output)

return calls[-1]["g_norm_weight"], calls[-1]["k_norm_weight"]

def loaded(value):
return torch.full((head_dim,), value, dtype=torch.bfloat16)

default_weight_loader(layer.q_norm.weight, loaded(0.5))
default_weight_loader(layer.k_norm.weight, loaded(0.25))
q, k = kernel_norm_weights()

assert torch.equal(q, loaded(0.5).float())

assert torch.equal(k, loaded(0.25).float())

a_ptr, k_ptr = g.data_ptr(), k.data_ptr()

# fii% 5 RL weight refit 2R # layerwise reload #Ll
record_metadata_for_reloading(model)
initialize_layerwise_reload(model)
layer.q_norm.weight.weight_loader(layer.q_norm.weight, loaded(2.0))
layer.k_norm.weight.weight_loader(layer.k_norm.weight, loaded(3.0))
finalize_layerwise_reload(model, model_config=None)

q, k = kernel_norm_weights()

# B8 G NZIKER| refit EOIFTME. float32. B5ZRIR—B&EE
assert g.dtype == k.dtype == torch.float32

assert torch.equal(q, loaded(2.0).float())

assert torch.equal(k, loaded(3.0).float())

assert (g.data_ptr(), k.data_ptr()) == (q_ptr, k_ptr)

# KA B A BAEMIPR

assert not hasattr(rnorm, "gnorm_weight")
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