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HATHRE

- —#]i&: FP8 dummy ¥HAMLERITAFE N, GB200 #EL 2.2 &

« EESE: BEARERE, 1Z PR BT —AVNMEA A PyTorch MEEMRALEES, : 38 5% XFRD
BEENEZGTXMIEN. A empty_like BN to KB, &3F dtype BIHFA copy o It
FTHRARMEKEVIBNAFLZER EEELENE; BRI T X #56682 35 B b6 & B BR
3, EEERNARFLIEREUREBISER,

THRES B

PR body FA#1%ER B %2 ‘Avoid redundant conversions when initializing FP8 dummy
weights”, 33 BB param.data.to(torch.float16) EERIBS$E (MEHRES) |
to(dtype) X = £—R+ 8 FP8 A'EL, BT LXAFERE. % PR EEEH #56682 W54,
T HBORNMRA: RS #54958 Xf&, BABARE ARSI chunking, FAERKIKE
OOM |8/,

SCEL AR

1. EALREREER: 152& viim/model_executor/model_loader/weight_utils.py F 83
initialize_single_dummy_weight, & FP8 (<16 bit) & X,

2. |BSZIERFE: param.data.to(torch.float16) 76iRERIBS$(EME float16 I,
uniform_ RIMEZEH .to(dtype) £ FE Mgtk E, &5 param.data.copy_ EAE
Fro X4 1 XLEXWIBERERM 2 XRG4,

3. #5zH,: A torch.empty_like(param, dtype=torch.float16) QBRI ILE float16 IEEE
ke (FREBJRL layout 5 strides) , E#E uniform_3EZ%, F@E
param.copy_(tmp_param) — X5 dtype ¥ 5# 0, empty_like Ri%IB{E, copy_ &~
BEETE FPE KE, ARIEES GPU HERD T &,

4. BIFECE: RIEMIR M, 1B PR /EEIBIT tests/model_executor/test_weight_utils.py
48 32 BN, FAFEMARZ CPU/CUDA. FP8 E4M3/ESM2, %4/ B E
/strided FKES RMFENMPFH 24 FAE, FIAFTIBRE T2 3K

R

« vlim/model_executor/model_loader/weight_utils.py (&R X EMmME; 5| source; &
core-logic; 5 initialize_single_dummy_weight) : ME—BRsh X, FP8 dummy RXEH]
WBILBIAZGERAR, BREEK float16 FEKENSES # N A NERTUANGEERE, 223



M REUK 25 B9 RIR

XS initialize_single_dummy_weight

KR Fr B]

vliim/model_executor/model_loader/weight_utils.py

"E— PR E X, FP8 dummy RENBAIZGEEIZR, RNBEK float16 FEKENLES# N
FRAHRIUARNFHRE, BEIWBIERIKENKER,
# initialize_single_dummy_weight # < 16 bit dtype (FP8) 4 % ByEIMLZI,
# IS param.data.to(torch.float16) iZEXIB{&E, & uniform_ & .to(dtype) # M,
# A1 OREEXGEERF 1 RERBFE FP8 2FE, A PR AR T XM,
generator = torch.Generator(device=param.data.device)
generator.manual_seed(seed)
if torch.finfo(param.data.dtype).bits < 16:
# uniform_ X $F FP8 X3 <16 bit K&, FF float16 FlEKELESR,
# empty_like RiERIBES 38, BRBRSEKH layout 5 strides,
tmp_param = torch.empty_like(param, dtype=torch.float16)
tmp_param.uniform_(low, high, generator=generator)
# param.copy_ 7B ANBTE K float16 -> FP8 By dtype ¥ik,
# BEIBEZIMF to(dtype) A EIF 8 FP8 KE, MLIE(E scratch,
param.copy_(tmp_param)
else:
param.uniform_(low, high, generator=generator)
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% PR %A L RMERNREITHEREE: claude[bot] BEH1ETR This pull request is from a fork
— automated review is disabled”, B K= EZRIT review ¥, PR RIXEEL ALK /ci
run 5 Buildkite CI Bah#aIA, FTiRITEINE KA RLEEIE,
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1. 4 TAEMMERKE: B2 uniform_ 7 float16 KB EHUTE .to(dtype) e, #HZI
H copy_ SCRFEH, RETEEABRTHRAESR, 8 dummy REQAFMR / &
I, FRMESZHE; B/EEBRIL 24 HASHMHE TS — K,

2. KEMBFREM: empty_like tTRERE%K layout/strides, copy_ Xt
transposed/strided KEMAE BRI IEE S, XK,

3. THHEMR: KA ATHAIE, KRE)IERD B b kir, (EZBE2BETRIIHN
BT RS, ¥FmaAaR.

4. MEREUKZSTER: TRALIRIE dtype fu%k <16 (FP8) X A%k, Ik FP8 A L ®m; Uk
RV BRI, RRTHRBRRNERKLEL, - P WA MER dummy
weights BIB5HBR1Z, AH FP8 BEILIER (o NVFP4/DeepSeek &) 4 BH1. HIXH



8t GPU HE4E4E 4 55%, U&{H scratch 2 BLR/> 128 MiB (3F 128 Mi st & FP8 3K
EfME) , NEAKERTEME HBM EH, ELRENBSHERIZTEARZIM,
A MITEFIINERETE, WK, IRSHEMES. - NIRRT THIEMNRES X%
g FP8 dummy ¥ ILERIZ | copy. 5 to ENTHER
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+ PR #56682 [Bugfix] Avoid repeated dummy initialization and random CPU Engram
fills: 2 PR RHEBEES: #56682 4L T dummy MEHRRIE(ERIRT FP8 2 XL ARE
#, AR PR # S5z

« PR #54958 [Dummy init] Bound scratch memory by chunking large tensors: PR body

TRRBAIR R B KB TAE: #54958 AR OHRMRE| scratch RFERE TLRER, & PR ARR
HMEETHAFRESEESE, AELI,



