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- EDME: EEFEIE, LHE dummy_loader.py # state_dict() BIFENX G
model.modules() FH#HIBX AR —HX—B—XB—MREZERLEINH O(depth) EL
HaifaM, LR EETIB I HMmnE / wARE, XFE=ARIRE: (1)
dummy_weight_value 2% Z|ZEKTE torch.is_floating_point Z&l, ZA&EREZ floats
5 uint8 scale; (2) ®E/E#ET set_weight_attrs EAERMEBAIE loader MELE, ¥
BMEELT: (3) _non_persistent_buffers_set fAF APl REi 2 T(EFRKR —MaEBER (
Bl BT snapshot By key &6) - B —NEEEE FEERGTP +
non-persistent 381 BYEM, FHZHKIT initialize_dummy_weights 2 EXFRAL; R
TR RINLE R TRES XBIR F BB,

Th RES EAL

PR body BAFAIEBAZIML: —load-format dummy Fhn#ke B2 A model.modules() ¥&/h EAR#E
B, 1B initialize_dummy_ weights &R X A model.state_dict().values(), FRENERRX
EESEMNMALEWE S MR ; R CPU #138 DeepSeek V4.1 Engram & & GB &
pinned host memory, FE#L uniform EZLBEME X TR X —— [Their lookup access pattern
does not require randomly generated table contentsl . 1EEE 4xGB200 LA LMNEE
=, fEAE 19.66-19.80 s/worker. health £ 514.145 s jG3R[E HTTP 200, mbrEIE(T
TE 600 s BT HfFEAE dummy ¥iefh, AR ER—NBHHABEZER bug, FERMTEES
MR, BIAAR PR RABRB)IEE Mie1bS5 CPU Engram EEMMEL, TF Kk #54958 By
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SRR

1. MBAEFREKAZR BRI (viim/model_executor/model_loader/dummy_loader.py)
: DummyModelLoader.load_weights &A<EBifH initialize_dummy_weights(layer,
model_config), BKAMA get_layer tensors(layer).items(), Bk FHIMAE
layer. non_persistent_buffers_set F1 893k & /5 &R
initialize_single_dummy_weight(tensor), BREZSMNE for layer in model.modules() B&
EEEM, RNEBRTAMEEEF5N; LIE non-persistent buffer 2875 PyTorch
state_dict() BIBRIALEFEHRIF—R. RBEMRT FBEEAE initialize_dummy_weights

import, _process_online_quant_layer B materialize — 3% —



process_weights_after_loading — info.reset() M#¥ Z2%E,

2. F3E dummy_weight_value EEEZEA (vlim/model_executor/model_loader/weight_u
tils.py) : initialize_single_dummy_weight # param.device.type == "meta" BiRZ 5.
torch.is_floating_point(param) HI¥ = &Bi¥E AN getattr(param, "dummy_weight_value",
None) #&&, #H N param.fill_(value) EiRE, EAMNEZRITE & KEF 2 H B BT
, £ float8 AXE (GE 1.0) 5 uint8 By weight_scale_inv (3E 127) #REEARR, MEIHH
I ROCm FERASWEEE return. RMEE(TER,

3. Engram CPU #i#%&EBR%E E1E (vlim/models/deepseek v4 1/common/engram.py) :
¥E cpu_offload 2% WA set_weight_attrs % self.weight 3 dummy_weight_value = 1.0
, %5 self.weight_scale_inv 3 127 (UEBMO $8%3kF ¥, 127 BP scale 1.0) ., #H#HA%EE
cpu_offload 2% N, HEt HBM EIFXREMNER, B AP mIENRGRAKEL T,

4. MK, BESIHBERE: LIEMNRAXH. TERENIPERS), BIEKH
tests/model_executor/model_loader/test_reload.py 5 tests/kernels/test_engram.py B
3 NEEAE A (checkpoint shard E#. non-persistent alias buffer Bk,
online-processing E/FM EM bias) , &% 10 passed / 101 deselected (5.26s) , 5
A0 pre-commit & git diff ——check; 1EERMT —RIRILEY differential audit, PLIHRER
&E. tied ;E S persistent buffer 818 / LB T L — 3K,

5. ZEMR: checkpoint MBEBRE5EXENREZAARE; dummy R T Engram ZHEE
SAMMENZRNEE, XEMHEENTHEANRE,

R
« vllm/model_executor/model_loader/dummy_loader.py (#2ik = NZEs; 25| source;

KA core-logic; &5 DummyModellLoader.load_weights,
DummyModellLoader._process_online_quant_layer) : 2 WM& 8 &
DummyModellLoader.load_weights M TE 33 state_dict #Maft) A [RIAMILAKR

B SE5 persistent buffer] , ZHEM O(depth) EEE AL HE,

« vlilm/model_executor/model_loader/weight_utils.py (R AL ; K5 source; £
A data-contract; 5 initialize_single_dummy_weight, initialize_dummy_weights) :
BT EEAREA: initialize_single_dummy_weight I25] dummy_weight_value B
FHEHE fill_, & Engram EFEVRMGUZIAER, LB ZHET AR Z AIARE
uint8 scale,

- vlim/models/deepseek_v4_1/common/engram.py ({3t Sk AEH % ; 25| source; HEA
data-contract; 5 init) : FEREARANERE : & cpu_offload 2% A Engram RE
5 UE8MO scale 3 dummy_weight_value, ER* GB %% pinned host ZRHIFENE T,

X5 DummyModellLoader.load_weights, DummyModellLoader._process_online_guan
t_layer, initialize_single_dummy_weight, initialize_dummy_weights, engram.py
cpu_offload A% Y init

REIRED R B

vlim/model_executor/model_loader/dummy_loader.py



BME £ 5 DummyModellLoader.load_weights A [HE 33 state_dict i1l &8 TR
WML A B 535 persistent buffer] , ZHFR O(depth) EEE R B X 5,

class DummyModelLoader(BaseModellLoader):
"""Model loader that will set model weights to random values."""

def load_weights(self, model: nn.Module, model_config: ModelConfig) -> None:
# model.modules() BARM A EARESIN, FILUXERER (REEEFA] B
# 285 persistent buffer, |BSZIMAIBEHA state_dict() #IVI T4,
# RUR—NMNERREESMILBERESHIEL (RMEBREEHZE) ,
for layer in model.modules():
info = get_layerwise_info(layer)
if info.can_load():
# ERENERIFRKIZ: materialize — E% — EILERIE
self._process_online_quant_layer(layer, info)
else:
# Bkt non-persistent buffer, %#%i& X5 PyTorch state_dict() 5%,
# B RIRKE FRERAZMEANIGE alias buffer,
for name, tensor in get_layer_tensors(layer).items():
if name not in layer._non_persistent_buffers_set:
initialize_single_dummy_weight(tensor)

def process_online_quant_layer(
self,
layer: nn.Module,
info: LayerReloadinglnfo,
) -> None:
"""Materialize, apply dummy weights, and run quantization processing."""
materialize_layer(layer, info) # %iE meta RE X B HELRE
for tensor in get_layer_tensors(layer).values():
initialize_single_dummy_weight(tensor)
for param in get_layer_tensors(layer).values():
# ARJRME weight_loader, #/54E layerwise reload £
param.weight_loader = _get_original_loader(param)
quant_method = getattr(layer, "quant_method", None)
if isinstance(quant_method, QuantizeMethodBase):
quant_method.process_weights_after_loading(layer)
info.reset()

vlim/model_executor/model_loader/weight_utils.py

PrLE A E BEARY: initialize_single_dummy_weight 3R%] dummy_weight value B13F
B fill, & Engram EEVENAZINER, LEZHET AR Z RIAESE uint8
scale,

@torch.no_grad()

def initialize_single_dummy_weight(
param: torch.Tensor,
low: float = -1e-3,
high: float = 1e-3,



seed: int = 1234,

) -> None:
# meta EBIREBKIT, ZE3RF| finalize_layerwise_processing (FlinE&EL) AIE
if param.device.type == "meta":
return

# LR EEMER set_weight_attrs(param, {"dummy_weight_value": v})
#FH TRAFEEER] . ZROXIBREFTSLRAMZ A, Bl float8 XE (& 1.0)
# 5 uint8 BIEAL scale (3R 127) #REEEZ|; X GB % pinned host SKEM S,

# FES ANZETEMEN uniform RE%,

if (dummy_weight_value := getattr(param, "dummy_weight_value", None)) is not None:

param.fill_(dummy_weight_value)
return

if not torch.is_floating_point(param):
if current_platform.is_rocm():
# ROCm EE#S% (10 GPTQ 8 gweight/qzeros) ERIAZ torch.empty(),
# BHERETHE, XBEFHRETEN
param.zero_()
return

if current_platform.is_tpu():
# TPU ERBEERM uniform_, E#EM CPU KEFH N EH HBM;
# R % torch.rand_like, FAA T YBIF X 3F generator 53K
generator = torch.Generator(device="cpu")
generator.manual_seed(seed)
param.copy_(
(high - low)
* torch.rand(
param.shape,
generator=generator,
dtype=param.dtype,
layout=param.layout,
requires_grad=param.requires_grad,
device="cpu",
)
+ low
)
torch._sync(param)
return

# HARF e %S ERA NN ILERZ

vlim/models/deepseek_v4_1/common/engram.py

WEEAEANFERS: & cpu_offload 4% A Engram ES UESMO scale 3
dummy_weight_value, SHF&X GB %% pinned host REIFEHLIE R,

# Engram k4o H E9H3EEE (cpu_offload 4 X NESHTIERR %)

kwargs = {"device": "cpu", "pin_memory": True} if cpu_offload else {}
self.weight = nn.Parameter(



torch.empty(self.part_num_embeddings, dim, dtype=torch.float8_e4m3fn, **kwargs),
requires_grad=False,
)
self.weight_scale_inv = nn.Parameter(
torch.empty(
self.part_num_embeddings,
dim // block_size,
dtype=torch.uint8,
**kwargs,
),
requires_grad=False,
)
for param in (self.weight, self.weight_scale_inv):
set_weight_attrs(
param,
{
"weight_loader": _engram_head_shard_weight_loader,
"engram_vocab_start": self.vocab_start_idx,

)
if cpu_offload:

# XIKKIXFE pinned host memory, T#k x £E T3A$ GiB & rank;
# dummy X TFHEAER CPU KEBIEX EEX, RAERTEEANSRANEL X,
set_weight_attrs(self.weight, {"dummy_weight_value": 1.0})
# weight_scale_inv BL UEBMO HfiE, FEEFH 127 154F% K scale 1.0
set_weight_attrs(self.weight_scale_inv, {"dummy_weight_value": 127})
logger.info(
"Engram table offloaded to pinned host memory: %d rows x %d, "
"%.2f GiB per rank",
self.part_num_embeddings,
dim,
self.part_num_embeddings * (dim + dim // block_size) / 1024**3,
)
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[Tied parameters can still be visited under multiple owners: the change removes
ancestor-level repetition, not all storage aliasing.|



[The development run also included separate mHC JIT and generic FP8 temporary
changes, so its end-to-end time is not an isolated benchmark of this PR.]

[No real-checkpoint accuracy evaluation was run.]
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1. &K# PyTorch #AB M : layer. non_persistent_buffers_set A& API, PyTorch /MR
AFAK T ek sh HAE X S8k A _non_persistent_buffers_set ZAMFE; —B£RK,
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dummy BBIREBHESIMAEEEER, BT LRMENMBIRE,; KREFAKNEF CPU
HEHEREXB DeepSeek V4. 1——M 1600 s Bl S FE dummy ##afb) THRHEE
514 s REH health #£7&, BEEMHT dummy RE T OMEETENS ZENR T/ER. B
52 checkpoint k. ALEMN. EEBERERZE R, XREEHREE dummy XA,
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NEMBR A RN E,; RNTIE MERKEFTEEEHET] BNEARM loader MIB L L TIE
HAMBMER, BEARESEK (Embedding. Efb scale) TTHUE AX—RHA,

MHERAN: X2 [BehFKE] T/ELEPH—IF, 5 [N/N][warmup] [DSv4] A%,
DeepGEMM FP8 warmup coverage ERHEZER —BAr CERERIER / BaifFi) ; 4
# benchmark 5 DSv4.1 IR mMExERE, RNAEL PREHT BEANELR—RE
3K O(depth) EE T1F) X—A £ ANHEETER,

« RFoARIE: HEMBRRFRTE |, ROFENREE , CPU Engram FEHMILKE E , /K5
PyTorch #hBBM , IKE AR ENE
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« PR #50178 [9/N][warmup] [DSv4] Migrate MHC TileLang kernels: Rl—& [JEFR DSv4
fash | BRIERET NI, (EENFLNEFREEE mHC JIT &3, BT R—H
LM FHATIR B,

« PR #56452 [Bugfix] Fix DeepGEMM FP8 warmup coverage: RIEX BRI KEMBE : #th
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