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« —A]3&: conftest /&IE CPU 3RAVIN, AEFE 81 AR

c WEME: ESREIER, BREIR 27 T8 fixture KK, FF=HRITRE: —2 " MR M
monkeypatch £ =E BN + is_cpu() B " X—EBEFE no-op 5, BitRE—NRE
GPU lane 5 CPU A3th#f#gER; — & staticmethod(lambda: [MultipleOf(16)]) B &4+

CBRAAEHE. REHFI R, RFKENLER) , X2 monkeypatch EHIEINE LI =

;. ZRTRBENEMRE——connector worker TEMEHATEIRFN attention backend 8y
block size BB (select_common_block_size) , 1#4 mock BYENE 5 NZARIEE,
BB T ANBRAEAMSE: A% B FIT cpu_test 3 CPU lane E#4T, ik block size
RBEBEMRPEN, MARERELREHAER, FHIERZNERITH issue #56668 5
#54042, FRARIWAE B AUIEIRBERE,

Th RES EAL

[ssue #56668 38 : #54042 (fdbf2ddbd2) I CPUAttentionBackend.get supported_ker
nel_block_sizes() A [MultipleOf(16)] 2R [MultipleOf(32)] (
vlim/v1/attention/backends/cpu_attn.py:61) J&, tests/v1/kv_connector/unit/ F 81 ANH
Bl CPU-only #L28 L3 worker BFLIKR, #REEMRA MooncakeConnectorWorker._sync_bl
ock_size_with_kernel — select_common_block_size — ValueError: No common block
size for 16., X 81 NABIRA cpu_test FrI8, misc.yaml L -m 'not cpu_test' R¥E GPU
lane &4T, CPU E3gMRMEESF, FTL Cl BT2FE RN, issue BAMAE 7 Biuat : XU sE
BN 24 mock BY. "the only part of the KV-connector suite a contributor without a

GPU can run", "Losing them locally means GPU-less contributors can no longer
validate connector changes before pushing ({fE& 7 #55097 A4+ #3|) ", PR body 1
SMVETITE R 3R BONK 2R 5 AE MR PIT attention kernel, ARSHEMARBILX; &
RATE (#48313, #49845. #48499 Bk Platform.update_block_size_for_backend()) BE&E
issue ik, HIBET #54042,

LI AE

1. ZEAND: R —ASU tests/v1/kv_connector/unit/conftest.py (+27/-0) , F|F
pytest &8 B X[a _EUKE conftest.py BIALE], & EBIERSFEFR ZEAE kv_connector
BB R, FARRE tests/conftest.py F2B/XE, HWRKE=NRE,



2. LB E X autouse fixture mock _cpu_backend block_sizes(monkeypatch)s Z—
ITHRMFEEHZE if not current_platform.is_cpu(): return, it GPU lane / HAF &1%3F
584 no-op; BEEIEIRE A MultipleOf (vlim.v1.attention.backend) 5§
CPUAttentionBackend (vlim.v1.attention.backends.cpu_attn) , BH
monkeypatch.setattr 3 CPUAttentionBackend.get_supported_kernel_block_sizes &t
A staticmethod(lambda: [MultipleOf(16)]), F staticmethod BEZEA TRIEL LA E
AR BT R B A RNG TR A %R; H lambda mIERIREE & N 1EEKRE AR = # 5
&k, BRITTXNZWHIEE,; monkeypatch BIR R B sh3XJRFRIER &% B A BIN A 3K,

3. A XAERR . kKK EFE select_common_block_size(kv_manager_block_size,
backends), MiEHERBENMER block size=16 B2 EABEIHRS MagicMock worker
, APATAET attention kernel, EWENRMEEE R, BELRE T worker M3EER{Z, X
RET CPU BN ESZATAR MultipleOf(32); X5 #54042 LR P &K
test_bidirectional _kv_transfer.py (16 — 32) ERMMERBENITRE—AFRERZEILEY
TEEHAFINTT, XBRE4 mock AR T RARNER,

4. BiFELE: /EEAE CPU-only macOS (Apple Silicon) main @ 0cf2660469 EUk&E
1556 NABIMKETEXFE: failed 91 — 10, passed 1438 — 1519, "No common block
size" 81 — 0; A comm XLAETE FAILED FIRMIARA " R, HELK " A
Blo BT 10 Nk (test_hf3fs_connector x4. test multi_connector x1.
test_nixl_connector::test_abort_timeout_on_prefiller x2.
test_nixl_connector_hma::test_fewer_blocks_with_hma x1.
test_offloading_connector x2) £ before BEFREH#LMK, B main LEEA R, MR BT
A HF HUB_OFFLINE=1 #38¥ test_nix|_desc_geometry 8§ HF 429 [R#.

5. RBEEZEMNEE: K PRIZRALIZBFIT cpu_test rid, HRAK .
buildkite/test_areas/*.yam| 83X A FH|FEEAN CPU lane, et 23t "CPU-only 3R3EHRAT "

89 Cl MmO MEAML ALY, miRBEXEAFEE# AN CPU lane 4T,

KB

- tests/v1/kv_connector/unit/conftest.py (3R SEEZMIR; EH test; KA test-fixture
; &5 _mock_cpu_backend_block_sizes) : /&R PR ME—H3E X #F: HEEK conftest &
autouse fixture _mock_cpu_backend_block_sizes, # CPU F&4E
CPUAttentionBackend 8] kernel block size BEBAEE A MultipleOf(16), Mimit 81 N3E
R EMAE CPU-only M8 LR E 7354T; REBTA is_cpu() EEEIRIE GPU lane no-op,

X85 _mock_cpu_backend_block_sizes

RPERAD B

tests/v1/kv_connector/unit/conftest.py

A PR E—#3E X B XK conftest 24 autouse fixture
_mock_cpu_backend_block_sizes, # CPU F&48 CPUAttentionBackend #J kernel block
size FEHAES A MultipleOf(16), Mifmit 81 MNEFEE EIMAE CPU-only HLE L& E =I3E4T;
FBTA is_cpul) EBEEARIE GPU lane no-op.

# tests/v1/kv_connector/unit/conftest.py —— A& PR IR LITRAE (+27/-0)
# SPDX-License-Identifier: Apache-2.0



# SPDX-FileCopyrightText: Copyright contributors to the vLLM project
import pytest

from vlim.platforms import current_platform

# autouse=True iLiZB X THrA ABIB5HER; monkeypatch A pytest REZE,
# RBRERBLERE BN REEHRABNE, FTMREHANRE F
@pytest.fixture(autouse=True)
def _mock_cpu_backend_block_sizes(monkeypatch):

"""Mock the CPU attention backend's kernel block-size declaration.

RN RIIEREEEE, MARPIT attention kernel, FH BB

block_size B4wAS A 16; i #54042 Z 5 CPUAttentionBackend EEAHIZE
MultipleOf(32), FE&E/ worker ¥3E4RS S “select_common_block_size®
# "No common block size for 16.", #&AERE|BNRAD,

# FeER: RAERERE CPU EAXFE4THT, GPU lane / CI BRIABZEM no-op
if not current_platform.is_cpu():
return

#HREN: REFEHEZRE, BhiE CPU ELIBEMME, CPU B3k
from vlim.v1.attention.backend import MultipleOf
from vlim.v1.attention.backends.cpu_attn import CPUAttentionBackend

# A staticmethod B&—2, fRIERANFEHKSELHFF AT AR NGE R A,
# lambda BREFHT list, BRAERNEEL KRR R{E
monkeypatch.setattr(

CPUAttentionBackend,

"get_supported_kernel_block_sizes",

staticmethod(lambda: [MultipleOf(16)]),

)
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