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# FEHmEADO: £ CUDA, XPU. ROCm &F&iREIRHBEBK device_type
from vlim.platforms import current_platform

def test_triton_kernel_dispatch_uses_device_fake_tensors(
monkeypatch: pytest.MonkeyPatch,

) -> None:
kernel = _FakeTritonKernel()
# UHAMTFERELBEANMSEE BREEKEZLMN cuda

device_type = current_platform.device_type

def warmup_inputs() -> dict[str, Any]:
return dict(
first=TritonWarmupTensor(torch.float32, shape=(2, 3)),
second=1,

@triton_kernel_dispatcher_with_warmup(
kernel=kernel, warmup_inputs=warmup_inputs)
def dispatch(first: torch.Tensor, second: int) -> LaunchSpec:
assert isinstance(first, torch.Tensor)
# RESZIE A first.is_cuda, 7 XPU E&R¥|A False;
# A5 current_platform.device_type tbiR, TAFE T X
assert first.device.type == device_type
assert first[0].is_contiguous()
return (first.shape[0],), dict(CONST=first[0].numel())

# _patch_key_deriver 2 AR XM B monkeypatch $Bh & 2K,
# AT &k Tritonditkey JRAZBHE, BHRALRZF
_patch_key_deriver(
monkeypatch,
lambda kernel, kwargs: {
TritonJitKey(id(kernel), "fake", 0, kwargs["CONST"])},

keys = dispatch.get_warmup_keys()

assert len(keys) == 1

# RIS warmup key FIERH fake tensor REXR S LT E&—K
assert dict(keys[0].inputs)["first"] .device.type == device_type
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