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« —A]iE: PP 3ERAL rank #MNH pooling, 185 MRV2 B3 RS A

- EEMME: A/, 2 TBETEEXN MRV2 BUTARE PP BEHFNEKIEMR: WX
A" ERARH S " MEFREKE " A ERFIEEERKE R R TZRIRSELIE, UK
R/ TEREAENERMERE (REEMWE 0.26 — 1.0) HWERIEHT KR, XIEAE v
worker By PP ##E 740 pooling RSHARE B, FEBTREXIE njhill X FAEERREIN
—XEBFRAZFEXAME " XAELIE " IEX, BRGEEFHIRK,

THRES B

PR body BA#&ILEA TAR[E: FERAL PP rank BYRTERE IntermediateTensors M3E None, &
BURAM pool() il & KM KITARKIL, pooling post-step ToyE#E#H num_computed_tokens,
Ja4E chunk AN EAE RIS, 1EERMETRBHA VLLM_USE_V2_MODEL_RUNNER=1 +
pipeline_parallel_size=2 H&/NEIHA, FHALHBEEREXE: main L&K 157 token 1/
RO/ INRIZABUER 0.26, BEFEN 0.9999999999999998, H#HEAXZETTEMA, = E I
EHatEBRIG,

SRR

1. BEEAL: vlim/v1/worker/gpu_worker.py B Worker.execute_model() ¥, pooling &4t
(XY use_v2_model_runner and is_pooling_model and output is None Btttk ., %5
- RIEIE PP ek PP RAL rank XaL; JERAL PP rank BYAREY A M3R =
IntermediateTensors, KiTEFRE| pool() B%, pool() MEREY num_computed tokens 3k
SRR,

2. f8E% R 1 get_pp_group().isend_tensor_dict(...) IFEEBANAFEIKEZ/E. return
None Z I, ¥ if self.use_v2_model_runner and
self.model_runner.is_pooling_model: 4% #3R[E self.model_runner.pool(), {#EIEXRAL
PP rank HEEMAT pooling Ja &3,

3. & X%t isend_tensor dict BIEMEEL X, HWEN self._pp_send_work, &&A
WE T —FTEERF; € pool() MELAZENAZEHAT, BERIF PP F/KEMIEFEEINF,
XiLFTA rank B pooling IRASRE—FREH, BRI ANFUINIFEF, XBEANMEENZ
AR

4, MRS EERE: R AL B REMES PP pooling MiRELEN, EZ commit "Remove
PP pooling test changes" B, RATLHEM A, 1EETE PR body F4H



MRV1/MRV2. PP=2. JB&KJE. LAST 5 ALL/token-embedding B pooler B parity
XFTEbEkAE, FHImiTT tests/vl/worker/test gpu_worker.py (8 passed) #am
tests/v1/e2e/general/test_pooling_chunked_prefill.py (2 passed) X EI{RE,

REEF:

« viim/v1/worker/gpu_worker.py (3% $4T8; EF source; A core-logic; F5
execute_model) : ME—Z B X, & Worker.execute_model() B9 PP FJEXAL rank 4% &
#MA model_runner.pool(), &£ pooling JRSRIESH SR,

XS execute_model

KRR Fr B

vlim/v1/worker/gpu_worker.py

nE— B, £ Worker.execute_model() 8 PP JERAL rank Xk #MA
model_runner.pool(), £ pooling REFHEH SFEAE R .

# vllm/v1/worker/gpu_worker.py —— Worker.execute_model() 8 PP IERAL rank %

# BEAR EMIT; MRV2 + PP B, JERAL rank 3RE IntermediateTensors,
# RARMA rank HIE PP BRI KREEEERH K None,
output = self.model_runner.execute_model(

scheduler_output, intermediate_tensors

# JRA pooling & &4 XERMRE None B#4T, E PP IERAL rank
# KIERFXE, pooling FERIBIRA (hum_computed_tokens) R&Ht,
if (

self.use_v2_model_runner

and self.model_runner.is_pooling_model

and output is None

output = self.model_runner.pool() # type: ignore

# RAL rank 33E PP %% : BEEREHEAMY (K None) A LE,
if isinstance(
output, ModelRunnerOutput | AsyncModelRunnerOutput | NoneType

return output

# EIXEPBAZ PP 3EXRAL rank, output A IntermediateTensors,
assert isinstance(output, IntermediateTensors)
parallel_config = self.vlim_config.parallel_config
assert (
parallel_config.distributed_executor_backend != "external_launcher"
and not get_pp_group().is_last_rank

# EAELZXFEKE: TEHIFEFWE GroupCoordinator ZEREIX,



#REAMET —H ISR, FEXERRERE PP MK,
handles = get_pp_group().isend_tensor_dict(
output.tensors,
all_gather_group=get_tp_group(),
all_gather_tensors=all_gather_tensors,

)
self._pp_send_work = handles[1:]

#BE 5 PP IERA rank 4k pooling EALFE,

# RELRZENRZ ERAT, BRARIFIEFRE PP M, XARIEFTA rank

# 89 pooling ‘RERF P, BEELAAED AN RS,

if self.use_v2_model_runner and self.model_runner.is_pooling_model:
return self.model_runner.pool() # type: ignore

return None
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post-processing.") . RAEHNREREEZEHE, BT ER#H,

« taneem-ibrahim 7 issue Wi F 8] 2 & 7 backport B| 0.29, njhill[E £ &) ARk T A4
L+ ("I think it was too late for 0.29 anyhow") .

- yewentao256% 1 APPROVED: "LGTM, thanks for the work!", EARLZIN/FE| reviewer
AT,

« pool() A LZIAERE (documentation): PR B&3, RANRBEREEZIRE, BTH%
it AIARR AL FREIZEAR, BEEAR.

+ 0.29 BRA backport &R (question): &~ backport 3| 0.29, BEAX#H NG LIRA,

« BRI EHE (other): SZILIRZ reviewer AT HEFF,
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« BLBEIR T E . execute_model() & v1 worker BB HATALD, KHEX 2 /T, ER
EFiA MRV2 + PP + pooling A& HIFERAL rank E#FEE—K pool() . & pool() W
WEERNEERFY, Tae/IMEREIERA rank BIFRKE,

« BRODMNRE R . &AL PR BRT MRS, THIILETMIRZK e2e MR ; EYVIFRIPIXIKEL
A test _pooling_chunked_prefill.py 53F 5 parity 1. JELLEEM pool() RSHLE
MRV2 $AT7R, REEEEZEXRTIAN.

cBXHR: BEJE execute_model() # PP JERAL rank EEHE return
self.model_runner.pool(), RAFIRFIZEREEMA None RIRBIMEILY ; &RXK

pool() ZEIERAL rank = A IEZREME, RBIORAAAX PP M EHH T, FEREX
—RARA,



- AFPEW: BERA MRV2 + pipeline_parallel_size>1 B pooling (
embedding/rerank 3) £5 8t embedding 4R R0 5#, BEE LAST/ALL A
pooling 5 MRV1 = TP £ Z2X5T (RZMEOUEM 0.26-0.65 #£#AF] 1.0) ,

- RGRH: 3E PP ¥ rank. PP RAL rank BEAMKHRFAE, XZ2M; (XX PP X

£ rank 30—k pool() G & IBEA . BKENEIRT viim/v1/worker/gpu_worker.py B X 4,

cHRR®MR: 2T ME BB EHFA LI AS Bxtth, AHAMEN (3m CPU/XPUworker)

HERAFH PP pooling RASFEIAEM T SHEN,

« RFEFRE: BOBETE  BONNREE |, FHATRES—EE

RTINS
« PR #51084 [Profiler] Add Proton CUDA graph attribution for MRV2: R &

vlim/v1/worker/gpu_worker.py B9 MRV2 $TERIZEKE, [EJE MRV2 worker EAEIRHEIER
PR, (BT execute_model() BERETL R,



