PR #56639 ZEIRE

vlim-project/vlim
[Pooling] Support prompt embeddings in MRV2 decoder pooling
&¥Btla: 2026-09-13 13:49

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56639

MTRE

« —A]iE: MRV2 Mk X3 prompt_embeds, token id ¥is FITEMES %K

- WESHE: EEEE, ERLERERE: diff &N, EAERGRITRE—O) AT
prompt_token_ids ZABE A listlint] | None MR Z¥ model_runner B} embeds &K
#25: (2) At LB EHAE if pooling_params.requires_token_ids: X A2
_get_pooling_metadata B, XK T MARKIRMEEENFHA, EEEMFERA ALK H
BR, TEETSIHEM MRV2 s IREE T, FIRELFMMES I pooler, FFIH
%3% requires_token_ids BYFE AR B S PRI —3, HEIWA—% MRV2 T embeds 5
token MINJES batch ENIAF|, EARFITRIEEZH Cl,

TN EES BAL

PR body PARA3E HX 2 MRV1 5 MRV2 Za#EY3: MRV2 B prompt-embedding R
TEHWMTE KA, BEMIERBERLEMERS prompt_token_ids 7, T2 Decoder
pooling requests that supplied prompt_embeds therefore crashed before inference,
even though most pooling tasks do not need token IDs”, fh&3ZEETTEINN: TR
enable_prompt_embeds 53 {prompt_embeds: torch.randn(4, hidden_size)} 58 F4F &=
BRER—#MIERE, main 2% 3R AssertionError 5§ EngineDeadError, ik HMMIES (
embedding. rerank) XEHHFREE token id, BE BIrREAKTHEAITHNRERT, ik
token id REFRAEZCHMES EHEHZ K,

SCEN AR
A PR RA 2/, +2/-2, #HTEAE MRV — MRV2 I BiERANRRA L, %= EHEME,

1. BAAMKTERZA (viim/v1/worker/gpu/model_runner.py) : add_requests 3¥&JA
scheduler_output.scheduled_new_reqgs BY, JRAE if self.pooling_runner is not None:
X NAEPUT assert new_reqg_data.prompt_token_ids is not None, HifH
self.pooling_runner.add_request(reqg_id, req_index, new_req_data.pooling_params,
new_req_data.prompt_token_ids), ZKT & Fa& LI K&H token id"BIBRIK, 5
MRV2 #3F prompt-embeds-only BMIABIESZ PR, FRIBREAMNERA . SAREE
MkRIZETE, EAERRLE T

2. HBRMIZEE A E BRI (viim/v1/worker/gpu/pool/pooling_runner.py) : add_request 89
prompt_token_ids &%k list[int] 24 list[int] | None, FiE if
pooling_params.requires_token_ids: % RW#3E assert prompt_token_ids is not None,



XA BT EE token id"EH1ES B HE B requires_token_ids FEBAIES: token 203K,
SPLADE &£ & 7EER token id BRHARE LK, embedding / rerank E/£% 21F None AFA.

3. THEREMMIA: BEXHH _get_pooling_metadata FEH if
any(params.requires_token_ids for params in pooling_params): JRE & & &
prompt_token_ids_cpu, remove_request #LH self.prompt_token_ids.pop(req_index,
None) ik, HEt self.prompt_token_ids FHERIFARSIRERA B IE——XIF 2K = 7
U2 TIE| requires_token_ids 4% B9AET1R,

4. MREBERDY . ARZA IS BONR XM (changed_files ¥ RJRF) , IIEIRER
PR #3R F8F T reproducer (runner_v2 True outputs 2 embedding_dims [1024,
1024]) WU KBEAE FABI: tests/vl/worker/test_prompt_embeds_state.py (4 passed) .
VLLM_USE_V2_MODEL_RUNNER=1 TF# tests/models/language/pooling/test_all_pooli
ng_plus_chunked_prefill.py (3 passed) . test_splade_sparse_pooler.py (12 passed)
. test_jina_reranker v3.py::test offline (1 passed) , EAk 29 tests passed; ¥EXt
tb &k B 7R prompt embeds 5 token id AERZEERRLITEN 0. RIZELUER 1.0,

R

« vlim/v1/worker/gpu/pool/pooling_runner.py (3 WALFATE; K5 source; E#
core-logic; &5 add_request) : MALIEREPEMA D, FREEWNRATE &S
prompt_token_ids B3 A T%, Wi TINE| requires_token_ids 4%, RE T HEEE 2
Y%A token ido

« vlim/v1/worker/gpu/model_runner.py ({ik #ERIRITER; 25| source; £
data-contract; &5 add_requests) : MALIERHZE— AL, FORMIRT x4
prompt_token_ids BTL&KMAM T ; EEXITHI I prompt-embeds-only & RZE K
EngineDeadError,

X885 add_request, add_requests

KR BR

vlim/v1/worker/gpu/pool/pooling_runner.py

AMAERECEMA D, AREERNRALTE & prompt_token_ids BRFE A T3, Wrs FILE
requires_token_ids %, RE T LS A FRA token id,

# XX vlim/v1/worker/gpu/pool/pooling_runner.py
def add_request(
self,
req_id: str,
reg_index: int,
pooling_params: PoolingParams,
# &5 1: prompt_token_ids B3R list[int] #&3% 4 Optional,
# MRV2 R ¥FERREFITEN prompt_embeds (Qwen3-Embedding & decoder pooling) ,
# XRIERABIZA token id, BTFE&EMAMIETRE R,
prompt_token_ids: list[int] | None,
) -> None:
task = pooling_params.task
if task not in self.supported_tasks:



raise ValueError(
f"Unsupported task: {task!r}. "
f"Supported tasks: {sorted(self.supported_tasks)}"
)
# it pooler AL LR KRE S5k, BMELEEIC, FRIE pooling_params BER
self.model.pooler.get_pooling_updates(task).apply(pooling_params)
self.late_interaction_runner.register_request(reqg_id, pooling_params)
self.pooling_params|reqg_index] = pooling_params
self.pooling_states[req_index] = PoolingStates()

# BRahA 2: 1B token id BYRFIRIEMIEAR A (model_runner) THE|EIEMFERTHS X,
# R A BB requires_token_ids BI/EZE (token 925, SPLADE %) FEXK token id FEZ;
# embedding / rerank E{£%El{E prompt_token_ids A None HEEIE % APFAo
# Z T4 R _get_pooling_metadata A any(params.requires_token_ids ...)
# ER R EHM3E prompt_token_ids_cpu BIFF X, remove_request W pop(reg_index, None)
# MREFE, FTHARIEEEREZICH None,
if pooling_params.requires_token_ids:

assert prompt_token_ids is not None

self.prompt_token_ids[req_index] = torch.tensor(

prompt_token_ids, dtype=torch.int64
)

vlim/v1/worker/gpu/model_runner.py

HMAE KB G— AR A, ARMIKR T X prompt_token_ids B E&M4RE; ERXITHIEIE
prompt-embeds-only &K ZE X EngineDeadError,

# XXt vilm/v1/worker/gpu/model_runner.py (%8 A RKFH T BZ O X)
def add_requests(self, scheduler_output: SchedulerOutput) -> None:
for new_req_data in scheduler_output.scheduled_new_regs:
assert new_req_data.prefill_token_ids is not None
reg_id = new_reqg_data.reqg_id

# PEEE: RARNMAEIHL remove_request, BEIT req_states / req_index.
# BENBEHIRBERSEHAEZE,

if self.pooling_runner is not None:
assert new_req_data.pooling_params is not None
# AORMIFR T 3X—4T: assert new_reqg_data.prompt_token_ids is not None
#RARZTIE BEEEE token id BRI k=ML Fr A tALIE K,
# 1# prompt_embeds-only BJ1ERENAM R AssertionError,
# &AL, EngineDeadError W R EELRAF .
# ILEZHIRT R B pooling_runner 1&k#E pooling_params.requires_token_ids 58X
self.pooling_runner.add_request(
reqg_id,
reqg_index,
new_req_data.pooling_params,
new_req_data.prompt_token_ids, # 24 None



TSR A

ARG ERITIEFEEN (review_comments_count = 0) , "E—SZRENER njhill &3 /ci
run fit%& Buildkite CI #88602 (commit 835¢1975f9d2) , KAELL APPROVED 7o IE X HRAT
; PR WAL MBEE commit + &3 main B merge commit’ B/ commit &3,

claude[bot] RE T —&RIEM I XEXHE fork 8§ PR, BahbEFEREH, EE4LPET
i @claude review ZRPUT—RMEFE, FRKRME, B BERERRAALEZERM X—
RITERERAWATFING, SRS HEEE PR MR FAHF WL ERINEZ,; Wb, &
B b I A BB R E R B IS P ARIR .

« BARTNES: B BERASTEE T REERM (design): B EHER; njhill X
APPROVED %47, TRXEIN, IA token HIEKR G/ token id BMMMAEFIT AL E,

- Cl i X 5 &FHRFE (other): Cl B HFHEFE#AE, KIHUEE commit f1—K main &
FIR R TR M,

- fork PR L BaffL 8 ERBRIT (other): XERFEARRAN K REKIFEATHAE, BE
BaMLRE®REE; X 4 TRsIfs PHA R,

- /) prompt_embeds ZEMBENLEIIAA (testing): REARIMNT; BINELEHE
vlim/v1/worker 8 pooling &R F A0 MRV2 T prompt_embeds 5338 token A
JBE batch BRI, FriERE®RYT,

PRS-

« RE: 1) AR KBS ERE KA : prompt_token_ids ARG, REZLSRKBEAN
pooler B requires_token_ids BB, ZEFEMNMMAFEZLFREE token id ZAB HIZFREK,
SEIRSMAPNERRIUr = (BRRt. W Efr) #3R3B| get pooling_metadata =, pooler IR,
FITREE ARk, Bl B KESKANERERMEBAN. 2) THELEVINR: B E1XE
F I reproducer 5BEERBIEE, ©ETFRAFILEEEZ MRV2 T prompt_embeds 5&3i&
token INJB & batch’ BRG], HRARE prompt_embeds-only & RA A8 75 BIMHR 4
TE, REREFFEBREANTEE. 3) BEMRBIFZEFEE: self.prompt_token_ids X
req_index A%, HATRRNGEEEESEREE token id B91EXK; 4
any(params.requires_token_ids ...) AEK, _get pooling_metadata &k E#tiit
prompt_token_ids_cpu, BWETHEAERKIMAFEINFHEBZRLERIN, BT ARRKERESFE
BWAR, 4) HEERRT opt-in B12: MRV2 FER
VLLM_USE_V2_MODEL_RUNNER=1, BRIABRZARZRW; EXZAXNEBRAAF, R
ITARBRS (EngineDeadError) , HEIbX 24 EmIEFH N,

« ¥ AP AR V2 model runner BRSSP (Qwen3-Embedding-0.6B.
BAAI/bge-multilingual-gemmaZ2. intfloat/e5-mistral-7b-instruct) =LA AITE
prompt_embeds BB, FREhE token id; PR WKHEEXRETR embeds Bi25
token id BRIRERALITEN 0, WBATELEREFM. WA%: KIUKEKFE worker MIAFA
4], model_runner.add_requests — pooling_runner.add_request IR R R EF
W——IRARA A R ATTEERE, ETRNEEEESEAFRARE, BT OAS
FRAEEK model_runner, XRIPFA: XZ MRV1 — MRV2 ##H—ANEAE ) parity gap
, BRABRIEEREEZE XNBEZ I token N (prompt embeds. Z#A. BHE%)
B2, MARERISUK token A2, HMEEEARANRZI. BXREML S MMERHA,



« RFEARIT: THFEEYINIR |, BERARZAKE , (X" MRV2 38842 |, AARA&EY3T
®BE

RERIREE

« PR #56654 [MRV2] Revert explicit Triton JIT warmup migration: E&EZEEK
vlim/v1/worker/gpu/model_runner.py, BT MRV2 AL ERZ MRS FRE A,
MRV2 fE3E# MRV1 T AR AE S ERH &,

« PR #56573 [Pooling] Report actual input token usage for scoring APls: R J& pooling
ERBEE (PoolingParams S5#i token 1% 324)) BFHAKEN; & PR AREM
requires_token_ids & X 5ZBE BB AR ARR, X RIEAMMAES A RER,



