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PATHRE

« —A]1E: 18£8 parser #£3E reasoning &R 5 EEW R token 13H, GLM BB R
token

- HESE: EEEIEL, ALHE ParserEngine.extract_content_ids M TR ABRERE—N
marker] KA THAEMAEEZAR. BEMBRENERFT] X—B—CRNEBETREER
5282 bug, EIEE vLLM declarative parser JRESHLEI X BTN S, BiINE S X
EZRRITREK: —RIEZERFEXEFTREL, BEMUXFEA turn_boundary_tokens
;. —2H wait_for_reasoning (FFEIREF| initial_state) /AN TETZEEHIT) MrE—HE
, BUXF3E override; =& gaby 418 Treasoning-end ft%. tool marker BJE) 5%
FBHEF, SEHEEINA ling3 & GLM JRAE parser *h R X RINIR, FEREN—FE
52 chat template B3REBFE ARG, FBREL RS RARRERITRF,

Th RES EAL

GLM-4.7 % thinking R T RIUARLR </think> EERBYE <tool_call>, <tool call> 2R EE
FaxX reasoning K14, M3 ParserEngine.extract_content_ids RIA </think>, PR
body BAFAF| B bug: [lextract content ids drops content on mixed deltas
containing both tool calls and think ends] 5 T[is_reasoning_end can incorrectly report
True for a fresh turn without boundary guards] . EEEITRFIENEBSE #56605
ZEM token bleed; review F gaby 8 HIA LITAEEZNBHLHRAE, /FEHE
ZEH, 3 PR UKSKA parser frontend B BB RAIE S H K& dfk,

LI AE

1. EBINFLLERE + BERFREAR/ (viim/parser/engine/parser_engine.py) :

ParserEngine.extract_content_ids #73% = ER3BHE——HLAEMT config.wait_for_reasoning
(9 None BYEIZR 3| config.initial_state is ParserState.REASONING) ;

wait_for_reasoning ABRETEEERE input_ids, 1£ thinking %8 parser RE#EET;
BERMRERER [&E— </think> 251 BX, 2RI ELH
_turn_boundary_token_ids R IaENL H AIE & turn_start, BIERITFHEEAN
_reasoning_end_token_ids BRRFHFIRE input_idsli:]le BRHA: k@ EEREHEGE]
S8 </think> 5Ja4E tool call Z BWIEXEBRERE (gaby LHEIRE [<think>, 10, 11,
</think>, 20, 21, <tool_call>, 30, </tool_call>]) . ®W: extract_content_ids &
abstract_parser.py JMBABAFEAND, FrA %K ParserEngine B parser #Z AT AT



-

2. GLM-4.7 RAFBRREER R (vlim/parser/glm47_moe.py) : ¥73
GLM_TURN_BOUNDARIES = frozenset(("<Isysteml|>", "<luserl|>", "<lassistant|>", "
<lobservationl>")) 34X ParserEngineConfig.turn_boundary_tokens, it#3&%E &3
HETREIR G| [X1ES) R, BAIBHEIRE </think> / <tool_call> HIELRTHRE; [
BHIFR config #F 58 wait_for_reasoning=thinking, EA
initial_state=ParserState.REASONING if thinking else ParserState. CONTENT BfE&
KE—EX, EEXLBTHS.

3. MIERAER M override, EX E# (vliim/parser/gim47 _moe.py) : #%K&
Glm47MoeParser.extract_content_ids (JREZILZE if not self.thinking_enabled: return
input_ids) , ZAXIBEEEM wait for reasoning HIKTE—&IE; extract reasoning
MRBETFE, FATRRNEERIEFASN (thinking %X AR reasoning] B X, UK
HE ling3 E4%& GLM parser BT B s RB RN RBE,

4. MIRELE (tests/parser/engine/test_glm47 _moe.py, ¥ +108) : H
tests.parser.engine.conftest.make_mock_tokenizer ¥3& 7 338 %k (think / tool call /
=MEEH R token / LEIUK token) , DF/MNMIREEMHRY, TestlsReasoningEnd
& = open reasoning. B3 </think>. T </think> BT E@AA. £—% tool call 5
think end # /28, =, thinking *7]; TestExtractContentlds &% </think> #£%&TF
Ja 4t tool call, </think> JEZA tool call k8. T </think> BfERE|ZE— tool call.
L+ —% tool call #AE, T markers JRAERE., thinking % HJRFERE,

5. BECBES5IPEBE: T schema. AP, FRBHAKS); E—IENEEMNE
ParserEngineConfig.turn_boundary tokens BMERAA (GLM) , EhHETLERF
parser ZREHAMR token, turn_start &BILA 0, FEL BT,

R

« vlim/parser/engine/parser_engine.py (#3k #4751 %; 5| source; M core-logic;
&5 ParserEngine.extract_content_ids, ParserEngine.is_reasoning_end) : PR E9#Z:%
BE & E3 extract_content_ids ¥ wait_for_reasoning FiR[E. LLERFHAMESE
S REN, HIEREFA MK ParserEngine BIRE R 40fA[E| & reasoning R,

« vlim/parser/glm47_moe.py (#3& GLM #EHTES; K5 source; A configuration; &5
GLM_TURN_BOUNDARIES, glm47_moe_config,
Glm47MoeParser.extract_content_ids, GIm47MoeParser.extract_reasoning) :
GLM-4.7 B A RERE: H73 GLM_TURN_BOUNDARIES A
turn_boundary_tokens, #lF& wait_for_reasoning=thinking 5
Glm47MoeParser.extract_content_ids override, & MERIMIRER, EXHEEE] BR
B o

« tests/parser/engine/test_glm47_moe.py (B3R AEHTMR; K5 test; ER test-coverage
: 55 TestIsReasoningEnd, TestExtractContentlds,
test_tool_call_without_think_end, test_previous_turn_tool_call_ignored) : 3y
token ZEM, # L </think> B TEFAABIFAS reasoning &K1 T E—#ARiCATM
A% Tthinking XFAEKRY ] SRABMATERIER S, BARITAZEE— B
%o



X855 ParserEngine.extract_content_ids, ParserEngine.is_reasoning_end,
glm47_moe_config, GIm47MoeParser.extract_content_ids,
Glm47MoeParser.extract_reasoning, TestIsReasoningEnd.test_tool_call_without_think_e
nd, TestExtractContentlds.test_think_end_wins_over_later_tool_call

R F B

vlim/parser/engine/parser_engine.py

PR B9z MEE & : E3E extract content_ids ¥hn wait_for reasoning FiRE. %4 E&FH
MEBEUREN, HERTFIAMKX ParserEngine BRI B reasoning A%,

# vllm/parser/engine/parser_engine.py —— ParserEngine.extract_content_ids
# ER: M token FF|E R reasoning BIZR, REIN K tool parser / Bl A&,
def extract_content_ids(self, input_ids: list[int]) -> list[int]:
config = self.parser_engine_config
wait_for_reasoning = config.wait_for_reasoning
# RERXFE AR initial_state S : M REASONING B MESREES reasoning & #R.,
# X—EERIE GLM " A config BF5 89 wait_for_reasoning=thinking,
if wait_for_reasoning is None:
wait_for_reasoning = config.initial_state is ParserState.REASONING
# thinking=False B parser R #H B AE( token, BAERE (JR%&EH Gim47MoeParser
# B9 override &8, HELBIIEL) .
if not wait_for_reasoning:
return input_ids

end_id = self._reasoning_end_token_id
if end_id is not None:
# BAERFER: B [&E—AN </think> ZJG8IFTA token,
# AT BEFRIE </think> 554 tool call Z I ABIIEX,
# MARZIBEIMAFER KB &E—AD marker ZJEHIRR,
for i in range(len(input_ids) - 1, -1, -1):
if input_ids[i] == end_id:
return input_ids[i + 1 :]

end_ids = self._reasoning_end_token_ids
if end_ids:
turn_start = 0
boundary_ids = self._turn_boundary_token_ids
# ZERTZE (GLM B </think> 5 <tool_call> #REZFAR reasoning £ X&)
#oEREEM [YRE3H) A, E—#8 </think> / <tool_call> REEE L AT RS
# W REEAMET turn_boundary_tokens FBA, FKEBAR turn_start B4R 0,
for i in range(len(input_ids) - 1, -1, -1):
if input_ids[i] in boundary_ids:
turn_start =i + 1
break
# BEMBRENERET, HREEEHNETRE:
#EBEEBZE [T </think> B3 tool calll , WRBRBEIHEZA tool call,
for i in range(turn_start, len(input_ids)):



if input_ids[i] in end_ids:
return input_ids[i:]
# EERAGPERF: AR, XA LEZELRE,

return input_ids

vliim/parser/glm47_moe.py

GLM-4.7 Mg B AR kit #38€ GLM_TURN_BOUNDARIES 3f# X turn_boundary_tokens
, MR wait_for_reasoning=thinking 5 Glm47MoeParser.extract_content_ids override,

Z EAMRARER, EXHEE EXER.

# vlilm/parser/glm47_moe.py —— GLM-4.7 BYEI& A E RS parser BELE

# B2 EH GLM prompt FXE4ETR token M1 HERES, E—#E reasoning 18
# ABELURR [SRIEAERBIR—#] RS, TN fresh turn SBIRHA
GLM_TURN_BOUNDARIES = frozenset(

("<Isysteml>", "<luserl>", "<lassistantl>", "<lobservation|>")

@functools.cache
def glm47_moe_config(thinking: bool = True) -> ParserEngineConfig:
# A E B reasoning_terminals / arg_tag_transitions & & X
return ParserEngineConfig(
name="glm47_moe",
# thinking REMIEIRE; EEE wait_for_reasoning A None HEMNIXNFEES,
# AL TFBEEFE wait_for_reasoning=thinking (AXMER) -
initial_state=ParserState.REASONING if thinking else ParserState. CONTENT,
terminals={
**reasoning_terminals,
"TOOL_START": TOOL_CALL_START,
"TOOL_END": TOOL_CALL_END,
# ARG_KEY_* / ARG_VALUE_* &&#
b
token_id_terminals={
**reasoning_token_id_terminals, # THINK_START / THINK_END
# <tool_call> RBRSEM A token FRALR, WL EFARN reasoning 4 RA
"TOOL_START": TOOL_CALL_START,
"TOOL_END": TOOL_CALL_END,
b
transitions={
**reasoning_transitions,
(ParserState.REASONING, "TOOL_START"): Transition(
ParserState. TOOL_NAME,
# M reasoning EIEMI| TEBAA: —XEHENLER reasoning HFFLE
(EventType.REASONING_END, EventType. TOOL_CALL_START),
),
(ParserState. CONTENT, "TOOL_START"): Transition(
ParserState. TOOL_NAME,
(EventType.TOOL_CALL_START,),



# TOOL_NAME / TOOL_ARGS #*%# X arg_tag_transitions & B&
b
#AORKBEIIE: EEEBARLFEE, # extract_content_ids / is_reasoning_end
# EREITHFEENEMN (LR RS,
turn_boundary_tokens=GLM_TURN_BOUNDARIES,
arg_converter=_glm47_arg_converter,
stream_arg_deltas=True,
tool_args_json=False,
validate_tool_names=True,

class GIm47MoeParser(ParserEngine):

# TEHEA: REXER extract_content_ids override
# (thinking X R E$E return input_ids) B#MIKR, F—1&8XkmEEN
# wait_for_reasoning % %—7%&48; extract_reasoning 111 BEF 3K,
# AACKRAWEEEIEEN TRIFSL reasoning. BIRMEA content] 1TA,
def extract_reasoning(self, model_output, request):

if not self.thinking_enabled:

return None, model_output
return super().extract_reasoning(model_output, request)

tests/parser/engine/test_glm47_moe.py

LY token RN, I T </think> T EAABIER reasoning £XR] [ E—#Frige
F AL  Tthinking XA FRABRMATHIEFR S, BEARTAZENE—B ML
=

# tests/parser/engine/test_glm47_moe.py —— *EEMRRYA (k)
class TestExtractContentlds:
def test_think_end_wins_over_later_tool_call(self, parser):

""" C</thinks T Z EWIESCRRERE A G ERA tool call MAKEF .

XE gaby & review PAHMRA: |BHR AT RREEHKE— marker
ZEHAE, &1 20, 21 #BRezim,

ids = [THINK_S, TEXT, THINK_E, 20, 21, TOOL_S, 30, TOOL_E]

assert parser.extract_content_ids(ids) == [20, 21, TOOL_S, 30, TOOL_E]

def test_every_tool_call_after_think_end_kept(self, parser):
# </think> ZEHIBZ A tool call RALEFEYE (EMPBMNER) .
ids = [THINK_E, 20, TOOL_S, 30, TOOL_E, 21, TOOL_S, 31, TOOL_E]
assert parser.extract_content_ids(ids) == ids[1:]

def test_falls_back_to_tool_call(self, parser):
"SRR </thinks T B, AAEM T <tool_calls T AE FFAEIRE,
fRIE tool parser BB B £ BB —KIAR, "
ids = [THINK_S, TEXT, TOOL_S, 30, TOOL_E]
assert parser.extract_content_ids(ids) == [TOOL_S, 30, TOOL_E]



def test_previous_turn_tool_call_ignored(self, parser):
# E—®ERAEMW tool call T <lobservationl> Z&l; E&HAFTT
# WAL YRR R, WMARSRE,
ids = [TOOL_S, 30, TOOL_E, OBSERVATION, TEXT, ASSISTANT, THINK_S, TEXT]
assert parser.extract_content_ids(ids) == ids

def test_no_markers_returns_input_ids(self, parser):
# R A EIART R AR T,
assert parser.extract_content_ids([20, 21]) == [20, 21]

def test_thinking_disabled(self, no_thinking_parser):
# thinking=False &3 wait_for_reasoning FiREKZ, BAFEE,
ids = [THINK_S, TEXT, TOOL_S]

assert no_thinking_parser.extract_content_ids(ids) == ids
\ \ W
TP X AL

review I T —k# A HEZEWMARSEZIA blocking bug — #ME (Al) FELE KRS
patch — #PEEREFE|EE — rebase FkD] HEERIF, WHRES (22 &b,

3 £ review comment) .

« gaby (Claude Opus 5 £%) W extract_content_ids ZERE: RAEAR id FHHLE KA
HRRRE&EE— marker Z/EHRE, FIK </think> 5 tool call Z[E#] 20, 21 #HEE
REF; HALHEMKLER Treasoning-end token anywhere in the sequence first, tool
marker only as fallback] , RBEFM ETTEENAN patch 5MR X4

. JaredforReal ERILMEEKFNEZL: & vliim/parser/gim47_moe.py EiFiE TCan we fix
this issue in the base ParserEngine instead of adding another override, which would
be cleaner and easier for further maintenancel , #3128 base BEA
_derive_reasoning_end_token_ids. is_reasoning_end, H ling3 #& GLM parser. &
£ H turn boundary,

« JaredforReal IR4&EEFKKFHITH gwen / dsv4l ik : F8H Tseems like the current
implementation break the gwen and dsv41's tests] , 3#iX we may need an opt-in
path for other model] , RBT&ZZ Moving into base is the right direction IMOJI ., 1F
FEREFFRBCKRE PR #56200 MR mMIDH initial_state ¥, rebase /5™ &8
wait_for_reasoning, 4,314 NABIE qwen3. dsv4l, deepseek v32/v4/v4l. ling3.
minimax. nemotron. glm E£3EE, ERTLE opt-in flag.

« chaunceyjiang 3B R B Z58FE: Ra—4 [Have you tested any other models?] , &%
B ERMERAE EE R E S .

 EEEEMAESEH: M [dropped a fix for the token bleed] B A&EIA Tdropping
the 56605 claim and rewriting this to use the base reasoning_end_token_ids with
proper tests] , F3iE gaby B4 patch EENA RS X,

« MAEMITIL: gaby IREEE DCO (git commit ——amend -s && git push —-force) ,
mergify[bot] IR-&3IF I H PR B #56200 &35\, EE rebase BE /ci run itk
Buildkite CI #89284; ywangd6 WREBFT# [@JaredforReal is the real hero herel] ,



« RIAFABEEK </think> 5 tool call Z BIHIIE X EEEREF (correctness): fEEAIA T
the backward scan definitely trips over previous turns without the boundary
guards and drops content on mixed deltas] , BEIENHA gaby 8 patch: KA %R E
EAEIESRE LS. BERBHE NERM, HANSF test_think_end_wins_over_later_tool_c
all s,

- B8 NARTE LR BERM override (design): EEHEZZIN, IBELERT + BEHWRE
18 F# 3| ParserEngine.extract_content_ids, Mk
Glm47MoeParser.extract_content_ids 5§ config ¥F5 8
wait_for_reasoning=thinking, GLM | R {% &
turn_boundary_tokens=GLM_TURN_BOUNDARIES EB; ling3 4% & &R BZ
o

o EEWFHXE qwen3 / dsval FHE parser WHEREMS ETEE opt-in (testing):
rebase %] main J& extract_content_ids #&3EE wait_for_reasoning, & ARtpaiE
tests/parser/engine/ 3 4,314 NAB| (qwen3. dsv4l. deepseek v32/v4/v4l,
ling3. minimax. nemotron. glm) , #&WEAREZE opt-in flag; JaredforReal F/z%
H LGTM now]

« 2% prompt F_E—# reasoning / tool FRICHIZHFI N YATHIRA (correctness): &4k
E#K ParserEngine.is_reasoning_end (£ boundary %X BEFETEZE) , maEAT
GLM #r3¥¢ GLM_TURN_BOUNDARIES ¥ A\ _turn_boundary_token_ids, FfH
test_previous_turn_tool_call_ignored. test previous_turn_think_end_ignored BE4T
Ao

- DCO &£ 56 A (other): /EEANE DCO 3 rebase F| main ##HZE, K5 /ci
run ft& Buildkite CI #89284; PR B ywangd6 &, 1EEMERMRD X,

R 5 8o
- RS

1. EENHFEMNEYIE: ParserEngine.extract_content_ids # P& declarative
parser £, KB E =} (wait_for_reasoning FiRE. ZHERMAAM MR NAAE
FRAK, EELIRM 4,314 NAFIEIIVERNIESE, 18 tests/parser/engine/ #f &
mock tokenizer By token-id #M|, &> ES chat template + OpenAl tool-calling B4
SRR TS

2. REREESHAENL LR parser: turn_start BRIA 0, EHEBRERERET 24
reasoning £ RAFHER turn_boundary _tokens, {3 REIE A B R L IE Y RIED
, 23K content BMLEmAT. GLM BAE, %A GLM B ling3 R review F4E 0k
REE, A PR RN,

3. streaming 2R T EFM: REFE#IKE [&/E—1 boundary token EFFIAI
% delta MEIEFEFFIE (%A boundary HE) , turn_start &f&3#F 0, 1TARRIMLA T
EFREOARBE-ANLERF] , BTHRITERMIEAS, EXNEERRS </think> 891R
SRR BB MAIA.

4. wait_for_reasoning=thinking #MER: EXZEMMEERR linitial_state 5
wait_for_reasoning FlJR] X—RE&HY, RKEXEHAARK initial_state A% HES



VER, WTBEF 4 X AR AT AR ; 3B INFE ParserEngineConfig EANERSKI=,

5. TR AN : FEEEELM O(n) 3T, T APl/schema BE, RFRHMH
RKEBEE, - W XA GLM-4.7 (R4%EH parser 1 ling3 &) &
thinking — tool call R T ABEEX. FAHEL—HIMCHEH LRI, tool-calling %
HEEME TR, thinking XRIBNIERIMRMEERE, TTATN. XAG: KEEE
vlim/parser/engine/parser_engine.py X—EEAI L ZT HE 2 qwen3. dsv4l,
deepseek &%, ling3. minimax. nemotron. glm 2% declarative parser, &
parser frontend BIALKRZRTE, FRBORZNIF, WNE: A PR#MLT A/
SERMF—RBXREAE, BRAMRMAERNEE (turn_boundary_tokens) | BIEIFSE
N, EEFHEFRRN reasoning LU FHEARNERZERN, MAERESE
extract_content_ids override, - RFEARID: ORI EE , BEMMBATERE , K
% wait_for_reasoning iIEX , SRVIRBIRISUE , R token KB B BHERAL

PRI

« PR #56200 (M¥IRLHEARE) 5| parser wait_for_reasoning By L3 E K : Higd
WHFOR B4 JaredforReal 8 A PR E—RRE kBN ENK, gaby 38HEFH PR HIZ
PR 3|#2; A PR HmASZIAMEF: wait_for_reasoning (£ config RMIRE X IR(EE B %L
M initial_state #SF) .

« PR #56605 (#ERAHEARE) GLM tool call H# token bleed 811 : /E& &5 A
PR &£ 1% token bleed A cc T IELEFE #56605 ByEirE, gaby AL (I don't
think it fixes #56605] , {EEMEREIZEH, £ PR UKSLA parser frontend B34 F 4t
3,

« PR #57045 [UX] Add thinking support to vlim chat: EJ& parser frontend #
reasoning/thinking 23Rk : A% PR ik CLI R /B . reasoning N4, &~ PRBIET
reasoning R 5 RH token H|E, —FHHFERZE thinking i H B EFHAE 2

+ PR #56988 [Bugfix][Responses] Clean up MCP tool sessions once before closing
them: FE B tool-calling Bi3REEEE: AR—IMfEE Responses DK MCP TE&EA & AHA

, PR BEITEIAAS reasoning A token iRF|, #RZ tool-calling & Kim B3 E 7
B 2R BR 2R 4o



