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« —#]1E: ROCm DSA decode #RIKAIZAT end 3, HEERE padding

« EME: EEHFEIR, 1Z PR 2845 B A SZNAL + A IERMENNR 8BRS A
Ak QO B3R AR EIE M IE workspace BRI E; @ BT grid B#SMLES
FULL cudagraph; @ @it “RELE [0, end) X3 EIRAMIR + T F IR IEZER
;@ I BN ERRIERA per-kernel VIRE, ZiNE S22 HMRZT (
test_leaves_columns_past_end_untouched 8 ZE M &ERIR.
test_cudagraph_replay_tracks_changing_ends ${E B EKIEX) UKL HLE kernel 5k,
TRFRAMN 89F 6 £ R KR,

TN EES BAL

*xBk RFC issue #56506 18 DeepSeek-V4.1-Flash £ MI355X L decode step HEKXEE
EFFRY, HPR3|BEEE E decode step 4 11.4%, PR body FABATE S :
rocm_fp8_paged_maa_logits IBEEA (batch_size * next_n, max_model_len) workspace &
%5 apply_candidate_mask, ¥ -—-max-model-len 1048576 F&4TR5 1024 /> program,
MEfR ETXRAER ~128 A, HBEAZKANRERNEZTHMELTXKE, 96 76HE
KIRAE 402 MB By store 22 T/E, PR B BEAREILRAERFME live context Ik
workspace T, RB{REEF FULL cudagraph 3E3RA iE,

LI RE

1. #3E strided A AKE BERE: & vim/vl/attention/ops/rocm_aiter_mla_sparse.py
hH mask _candidates_strided_kernel (Triton JIT) &
_apply_candidate_mask_strided, RAZB&I—% grid (rows, min(128, cdiv(width,
1024))), &/ program A step = num_programs(1) * TILE &%|% stride, while
tile_start < end fEIR R &I 34T end FREE tile 347; grid_cols 38 width #%, Eit
FULL cudagraph 3R EikAT grid F#ASRE, {XJEF trip count B device memory &
8 end Tk,

2. RFEHFE kernel A%, THERIFAE ROCm EAM: PR BHARAEIEK
model_executor/kernels/attention/dsa/candidate_blocks.py B apply_candidate_mask
, 18 128 XA grid R$ 2% gfx950 By 256 CU STMAYRAME 3, 1E&TRE
NVIDIA LM EARE, HibRAIRTARKREE—IAAF rocm_aiter_mla_sparse.py #, 3
= kernel R¥EE, #E CUDA AP RATKRENEBH grid TE,



3. Y1#t decode 12, prefill BZIRBH*ZF kernel: rocm_aiter_sparse_attn_indexer ¥
paged decode 3% M _apply_candidate_mask #1#%3] apply_candidate_mask_strided
: prefill chunks fEANBIE chunk X/IN8Y logits, ToALZRIE], #4EHZF kernel, 37
_apply_candidate_mask_strided W3RE A _candidate_flags_kernel £k flags, &
flags ITEfoisid 5 N2 8% 2B — (rows, nblocks + 1) 8§ flags kK&, BTV EFINE
G

4. ERAMEEMERPUE : F3E tests/kernels/attention/test_rocm_aiter_candidate_mask.py (
ROCm-gated) , &% ragged ends (0/1/1023/1024/1025/width &) . EE starts.
row_repeat > 1. block_size 8/16. EMMTE. 5| stride 2 F1EF, BiE [0, end) K
B5#EZF kernel & bit —3k (rtol=0, atol=0, equal_nan=True) , FELMNR
test_leaves_columns_past_end_untouched 81 end ZEH RS A.
test_cudagraph_replay_tracks_changing_ends B IRE XN R R end K& EFKIEH,

5. MaE EREERRIE: 4L kernel benchmark 5 in-situ torch-profiler XEM &, i
gsm8k 5-shot ¥FE®EYI; REAFEA kernel TH ($RAEI— tile 1Fi1k. E$E stride) FIEMN
RIEZR, BE 9 MR EK 8 1N

REEF:

« vlim/v1/attention/ops/rocm_aiter_mla_sparse.py (#3R SFE AWK £H| infra; LEH
infrastructure; 5 _mask_candidates_strided_kernel,
_apply_candidate_mask_strided) : BNEE XM i
_mask_candidates_strided_kernel 5 _apply_candidate_mask_strided, F3&
rocm_aiter_sparse_attn_indexer B paged decode & X ¥1#t3)| strided TR, X2 M8E
W BRIR, AR T grid FadLE end 4 FE X BIRITIRE,

. tests/kernels/attention/test_rocm_aiter_candidate_mask.py (#3k SEE AR L5
test; M test-coverage; 5 _inputs, _run_both, _assert_agrees_within_ends,
test_matches_shared_kernel_ragged_ends) : 3¢ ROCm-gated B2 oMR, ZEIEAHAMEIE
KB BAE strided kernel 53 kernel 7 [0, end) X3H3ZR bit —3%, HEAPE
end ZJEaARE S cudagraph BT A. TEEZLARAN kernel ZFIEAMIRIEZH,

X85 _mask_candidates_strided_kernel, _apply_candidate_mask_strided,
_assert_agrees_within_ends, test_matches_shared_kernel_ragged_ends,
test_leaves_columns_past_end_untouched, test_cudagraph_replay_tracks_changing_end
S

RERED R B

vlim/v1/attention/ops/rocm_aiter_mla_sparse.py

BB XM ¥ mask_candidates_strided_kernel 5 _apply_candidate_mask_strided
, F3B rocm_aiter _sparse_attn_indexer By paged decode 2 X #:3| strided Tk, X&2
MEREUR S BORIR, WA T grid BAMLE end 3 FIE X BRITRE,

# EEBF 5 striding B9 program £, £t gfxd50 89 256 CUs SZMAL;

# AEREBENEE, ERTERRKE ROCm FAAM, REHRILE kernel,

_MASK_GRID_COLS = 128

# B program BUGERIZANF|EL; TEEESAT end FTEM tile 37,



# AR end KRE—ZE—tile, (E5HZE kernel B9FRLEXEM,
_MASK_TILE = 1024

@triton.jit(do_not_specialize=["width", "nblocks"])

def _mask_candidates_strided_kernel(
logits, starts, ends, flags,
stride_row, stride_col, stride_start, stride_end,
width, nblocks, BLOCK_SIZE: tl.constexpr,
HAS_STARTS: tl.constexpr, ROW_REPEAT: tl.constexpr,
TILE: tl.constexpr,

row = tl.program_id(0).to(tl.int64)
start = tl.load(starts + row // ROW_REPEAT * stride_start) if HAS_STARTS else 0
end = tl.load(ends + row // ROW_REPEAT * stride_end)
edge = tl.load(flags + row * (nblocks + 1) + nblocks)
# BEHNK: program B AR, HEEZET,
step = tl.num_programs(1) * TILE
tile_start = tl.program_id(1) * TILE
# £ Z kernel & sanitize 3| end Z EWFIAS]; BRAMFELIE:
# top_k_per_row_decode F[E—1% seq_lens #& rowEnd, persistent_topk 5
# cooperative_topk HiZiIZKE clamp, &7 end iLRXAEREE live context
# MAZ max_model_len 8§ workspace FJE.,
while tile_start < end:
cols = tile_start + tl.arange(0, TILE)
valid = (cols >= start) & (cols < end) & (cols < width)
block = (cols - start) // BLOCK_SIZE
keep = tl.load(flags + row * (nblocks + 1) + block, valid, other=0)
keep = (keep !'= 0) | ((cols == width - 1) & (edge != 0))
# RARYREERME, HAKS -inf, 5H*Z kernel BN —3K,

tl.store(
logits + row * stride_row + cols * stride_col,
—float("inf"),

(cols < width) & ~(valid & keep),
)

tile_start += step

def _apply_candidate_mask_strided(
logits: torch.Tensor,
row_ks: torch.Tensor | None,
row_ke: torch.Tensor,
candidate_blocks: torch.Tensor,
block_size: int,
row_repeat: int = 1,

) -> None:
"""ROCm decode kX apply_candidate_mask: i&X¥ [0, end) —3, """
rows, width = logits.shape
if not rows or not width:



return
nblocks = triton.cdiv(width, block_size)
# HEARYEIR flags, FoHZE kernel FH R — _candidate_flags_kernel,
flags = torch.empty((rows, nblocks + 1), device=logits.device, dtype=torch.uint8)
start_stride = row_ks.stride(0) if row_ks is not None else 0
_candidate_flags_kernel[(rows,)](candidate_blocks, row_ks, flags,
*candidate_blocks.stride(), start_stride, width, nblocks,
block_size, candidate_blocks.shape[1], row_ks is not None, row_repeat)
# grid_cols B8 width (GKEMR) #F, AT FULL cudagraph #3RES grid
# REAH, EWAK RAMEIK trip count HiEME X, HRENTRE,
# min() RIEERELRRBINRIEREHN program,
grid_cols = min(_ MASK_GRID_COLS, triton.cdiv(width, _"MASK_TILE))
_mask_candidates_strided_kernel[(rows, grid_cols)](
logits, row_ks, row_ke, flags,
*logits.stride(), start_stride, row_ke.stride(0),
width, nblocks, block_size, row_ks is not None, row_repeat, _MASK_TILE,

)

tests/kernels/attention/test_rocm_aiter_candidate_mask.py

#3E ROCm-gated HTMIR, FIEFAMELXBAZS: B strided kernel 5£F kernel &
[0, end) X3Z bit —3K, HERXBE end ZBEFRES cudagraph EHATH. 1EEZRAAAN
kernel Z FIEBAMRIEZRE,

# RUEBEBZREERIRNRE [0, end), FEEST,
# X & strided kernel 5H£E kernel WE XA : strided R ELRT
# end ZJEHIF, FTASITHRERKIEMNAKZAK, fR LML
# BT IEMMEA R,
def _assert_agrees_within_ends(ref, got, row_ke, row_repeat):
for row in range(ref.shape[0]):
end = int(row_ke[row // row_repeat])
if end <= 0:
continue
torch.testing.assert_close(
got[row, :end], ref[row, :end],
rtol=0, atol=0, equal_nan=True,
msg=lambda m, r=row, e=end: f'row {r} differs within [0, {e}): {m}",

#BETERMEE: L@ 128 /N tile (128 * 1024) B grid 8%, program
# EIFFT44 stride, TEMARL min() BT, AMNRSEHEEZ,

NARROW = 8192

WIDE = 262144

@pytest.mark.parametrize("width", [NARROW, WIDE])
@pytest.mark.parametrize("col_stride", [1, 2])
def test_matches_shared_kernel_ragged_ends(width, col_stride):

#EE 0. 1. tile MR 1023/1024/1025. KL% end T width B9E/TIER.



ends = [0, 1, 1023, 1024, 1025, width - 1, width, width // 2]
logits, row_ks, row_ke, candidates = _inputs(
len(ends), width, ends, None,
block_size=BLOCK_SIZE, col_stride=col_stride, dtype=torch.int32,
)
ref, got = _run_both(logits, row_ks, row_ke, candidates, BLOCK_SIZE, 1)
_assert_agrees_within_ends(ref, got, row_ke, 1)

# PUEMERERIR: end ZJERMIRHF sentinel R{E, ERRKA A B
# E 2 sanitize, XMIRASEKBKARZHEMEEIE,
def test_leaves_columns_past_end_untouched():
ends = [0, 1, 1025, WIDE // 2]
logits, row_ks, row_ke, candidates = _inputs(
len(ends), WIDE, ends, None,
block_size=BLOCK_SIZE, col_stride=1, dtype=torch.int32,
)
sentinel = 1.5
logits.fill_(sentinel)
_apply_candidate_mask_strided(logits, row_ks, row_ke, candidates, BLOCK_SIZE, 1)
for row, end in enumerate(ends):
# AFE 3| end FTE tile 3R, X& overshoot BJ_ER,
touched = min(-(-end // _MASK_TILE) * _MASK_TILE, WIDE)
tail = logits[row, touched:]
assert torch.equal(tail, torch.full_like(tail, sentinel)), \
f'row {row} (end {end}) was written past column {touched}"
# ARSME: end RNBTREEMAH BTN, XEERZBE X
assert touched <= end + _MASK_TILE

# cudagraph iIEX: HESEM grid, 08 program $ERIEAE XGRS R TR IR
HHKE, XERITEREK / BEENETXNERE kernel % [0, end) —%K,
def test_cudagraph_replay_tracks_changing_ends():

rows = 4
captured_ends = [1024, 4096, 8192, 2048]
logits, row_ks, row_ke, candidates = _inputs(

rows, WIDE, captured_ends, None,

block_size=BLOCK_SIZE, col_stride=1, dtype=torch.int32,
)
base = logits.clone()
# FIEAT L warm up: R Triton BXRZZFA autotune FHEAERN,
_apply_candidate_mask_strided(

logits.clone(), row_ks, row_ke, candidates, BLOCK_SIZE, 1)
torch.accelerator.synchronize()
graph = torch.cuda.CUDAGraph()
with torch.cuda.graph(graph):

_apply_candidate_mask_strided(

logits, row_ks, row_ke, candidates, BLOCK_SIZE, 1)

for replay_ends in ([1, 131072, WIDE, 0], [WIDE, 1025, 3, 65536]):



row_ke.copy_(torch.tensor(replay_ends, device="cuda", dtype=row_ke.dtype))
logits.copy_(base)

graph.replay()

torch.accelerator.synchronize()

ref = base.clone()

apply_candidate_mask(ref, row_ks, row_ke, candidates, BLOCK_SIZE, 1)
_assert_agrees_within_ends(ref, logits, row_ke, 1)

Wit A A

% PR By review 1M : claude[bot] A& fork PR BapfE A1F®E, titanaa HiE
APPROVED #4H ‘LGTM’, EIEMRITITEERIE PR body iR R ULEA+, 1FEBAH
MR T AANKBRE . H—, AAFREFERLE kernel—128 BH I gfx950 256 CUs 52
BOIRMRE 2R, 1EE TR NVIDIA B4 ENE, #ETAKE ROCm EAM, #fE CUDA
BARMARZNEN grid TE; H=, AMERE decode Bi2HN#e——rprefill chunks £ A
chunk X/ logits, Uk 2R, WIMEE A TMNERR: HKIHF LT end-to-end wall
time # cross_device_reduce B 8% (>2 ms/step) , B per-kernel \FEER 15

EE.

« AtATRERE kernel LEEK (design): #ZiZRIT: MRZEENXR ROCm decode B&4Z
, #£F kernel 5 CUDA B2 ZE,

o FRAMERYA: RARIE [0, end) —3Kk (correctness): MR A [0, end) XiFHZX bit —FK/EAE
29, FPULA sentinel BUE end FEARE, FHiERXE)I,

MER/RETEE (question): per-kernel JAREA T EE &, K% wall time RAMEALL
&K¥E

R 5 5%
- RS

1. IRBUE B Z MY RAE: strided kernel SWER B 3R/E X%, ERMERR
top_k_per_row_decode £ [E— seq_lens ¥#EF rowEnd. persistent_topk 5
cooperative_topk XKE clamp FHFIXER, HERKEFEZERML QBN
workspace AR E end KR) , 2FEREXHFELR, BTRIBERREY,

2. FoESMRMRES: _MASK_GRID_COLS = 128 25X gfxd50 256 CUs B9SZMME
, RZ NVIDIA &; TARMXIEFELE ROCm 2, BEHM ROCm BE (%0 gfx90a.
gfx1200) CU #HhER®RK, MeETaER, RELEHRELRZR H,

3. 5 flags IKESBL: _apply_candidate_mask_strided & XEARE
_candidate_flags_kernel RI%EC (rows, nblocks + 1) By flags KE, 5= kernel
tb% — R 2B (HEF kernel AFRWTTEEFEM) , 7 decode BHURA T EXREIEGFRA
A EFH

4. CUDAGraph EBRHAR: grid BRI width EHREERELE; FRKRHI
width T8 grid HEESKIAARR, FTEFMTE, YRR BEEEKE end ER, B
kB # width T,



5. MARAXFR ROCm: Fr& IERAMEMRERM skipif(not is_rocm()) 1148, CUDA B2%E4L&R
%A PR ®H, [BEHERE strided BIREIE ROCm FELEIRE, - Fw: FWSE
E&E+ & ROCm F& L DeepSeek-V4.1-Flash (% £ R
rocm_aiter_sparse_attn_indexer B9FEE MLA %) # paged decode %12, Z#53%
&2 max_model_len K FEFRET XK ET X/ &% decode: 96 1TE#EEL
kernel M 0.1236 ms &% 0.0201 ms (6.16x) , decode step &R5|BEEE & LA
11.4% &% 10.0%; % 1/4/16 B step & kernel Bia] o BUANE 2.7x/4.3x/6.0x, Xt
prefil,. CUDA., CPU/XPU &2 E %, RIAETE, iZ PR & #56506 RFC T
DSv4.1 ROCm ML AP —EF, NELE £ IR live context M3k workspace it &
"y kernel AL IRME T T EABMRER 5ZITER. - NEARD: IKEFEREERTEY
. FERERREHRE CUDA BIE , #7138 flags IKEQEAH , MIRRFR ROCm

PNz s
« PR #56506 [RFC]: DeepSeek-V4.1-Flash performance on ROCm: & PR E¥:E A
Part of #56506, & RFC HRE| %8 / A EE R MAAL A TE I,

+ PR #56513 [ROCm][DSV4.1][Perf] Fold the mHC post step into the delayed pre
projection: @ %&%| ROCm DSv4.1 MEEMRAL, 3 mHC 8£E&, 54K PR £ REMAE
decode step EZE i,

+ PR #56633 [Perf][DSv4.1] Fold the mHC post block into the delayed pre projection:
NVIDIA x4k, HtBR DSv4.1 MREARIIRF & 5l#EE, K PR XA FERMBRTR
HE kernel KB,

« PR #56503 [ROCm][DSv4.1] mHC pre AITER migration: RFC & %5 —m x84 (mHC
pre 3T 3| AITER) , 5AIEBEMILRERE #56506 HRKEE, R —MBEES HEEE
EHIE,



