PR #56610 BEIRE

vlim-project/vlim
[ROCm][Bugfix] Fix elastic EP scaling deadlock
&3F8tE]: 2026-09-13 07:09

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56610

PATHRE

« —4)iE: ROCm 3#ME EP ABUEE : warm-up ZERE commit

- WESHE: EAEIE. BWRITTRER 38 collective warm-up MBS BM IR T2
#Ra RESRTMEHN commit ME) |, XEEEX NCCL #& communicator J&
forward progress {RIEERZIIEAR (5| T NVIDIA/nccl#574 HAEH A£IPETE) o R
72 & ROCm/CUDA fTAR X BERE: CUDA REIMMAEIA downtime Ry, F&ZFH

FEAETIIE, EINEE defer_comm_warmup_on_rocm 5 _elastic_join_warmup_ctx BJES
NRY, R (A 550 HRER defer TN collective TABX] X—A %,

THHES BAL

Elastic EP £ ROCm ¥ 4%&mHME% hang, AMD CI # e #&E £ (0 Buildkite amd-ci
build 12870) ., PR body #tBAMEEMFE: "This was root-caused via RCCL logs:
during elastic-EP prepare the standby/joining groups are built while the engine is still
serving, so a new communicator warm-up (which does an all-reduce) might run
concurrently with forward-pass collectives on the existing communicators, causing a
race and potentially a deadlock if different collectives are enqueued in different order
on different ranks." RIRf§ HA PR BRX draft #53010, EANEHIE deferral FREIE
ROCm + cudagraph, "does not cover all cases (including eager) in which the hangs

occur',

SCEL AR

BEANMEE RS [HEREEE warm-up NHIZERHERE|2FH 8RS (commit) | BF, & 4 4K
%, 5%

1. pynccl.py G| A&XF2RER defer JRIE: HF3E _warmup_tls = threading.local().
_warmup_deferred() 5 defer_comm_warmup_on_rocm() context manager, 3 ROCm
FHHEEFEME; init_comm T ncclCommlnitRank Z/E#E  warmup_deferred(), N E
Mgkt —c & all_reduce 5§ stream.synchronize(), X—# 38 THER@ER] 5 T
warm-up I fEM, BRELSAAFEI1IRINER,

2. standby_state.py & rank M|ZE3R : create_standby_groups ¥ DP/EP/EPLB =4
_init_stateless_group AA%— &3 defer_comm_warmup_on_rocm(), B engine 13
RS, standby AR 2ERE FZAM warm-up,



3. parallel_state.py #FAMA rank MIXFRIER : F3E _elastic_join_warmup_ctx(), 7
envs.VLLM_ELASTIC EP_SCALE_UP_LAUNCH /R R [E
defer_comm_warmup_on_rocm(), &N nullcontext(); initialize_model_parallel &
_DP/_EP/_EPLB #y stateless #iafb &3 AH#ZL ctxo KB AETRBBERAMESEH
—3%: & rank B defer, # scale-up ¥ worker 3347 warm-up, all_reduce 3T A
EEXY i hange

4. elastic_execute.py TR AKAHL: prepare_reconfiguration 5 prepare_new_worker ¥
ROCm LBkt warm_target _groups (EHRARS IS ;
commit_scale_up/commit_scale_down ZEAE B E1FE4NE——3E reuse B2 H
warm_and_capture() 8 dummy forward JifisEfih & deferred warm-up,
_can_reuse_fused_moe_kernel() (nixl_ep) E&42N| T X8 A
_warm_target_groups(get_dp_group(), get_ep_group()).

5. MREBAEERE: RIGEEEN, EVIKBINA tests/distributed/test_elastic_ep.py (
Elastic EP Scaling MiR4A) . PR body AH 4x MI300X SZ0: BKHNEI
enforce_eager_light/enforce_eager_heavy &%kIK 1 2k, Bkah/g 5 HeIp@ET (BEHE)
, GSM8K accuracy TtZAt,

R

« vlim/distributed/device_communicators/pynccl.py (#3k &&iB(E; 255 source; LR
core-logic; 5 _warmup_deferred, defer_comm_warmup_on_rocm, _init_comm) : #L
HRZL: RIZERER defer #7& + context manager, _init_comm {&KIEAFEBIE warm-up
all_reduce, ZF&11IFE R A EB IR,

« vlim/distributed/parallel_state.py (3 HITIRZ; B source; ER core-logic; &5
_elastic_join_warmup_ctx, initialize_model_parallel) : KUXHRA XA scale-up FmA
worker: _elastic_join_warmup_ctx BHIFREE[]IF, RIE joining rank 5&F & rank B
defer 1T A—3k, &N warm-up collective T ABXT,

« vlim/distributed/elastic_ep/standby_state.py (#&3k 3 EP; 25| source; &
dependency-wiring; {45 create_standby_groups) : F& rank ¥ prepare MrExBkit
standby DP/EP/EPLB #H warm-up B93% &, ZERRPURE I EFEX N KD,

« vlim/distributed/elastic_ep/elastic_execute.py ({3 38 EP; 25| source; K
dependency-wiring; 5 prepare_reconfiguration, commit_scale_up,
commit_scale_down, prepare_new_worker) : prepare 5 commit ZEERHFEITIE:
prepare FELIARSEHA warm-up, commit FAE R EEEIZ reuse BIRERANT, BMRIE
deferred warm-up R& & B X8,

*PEEE: defer_comm_warmup_on_rocm, _warmup_deferred,
_elastic_join_warmup_ctx, _init_comm, create_standby_groups,
prepare_reconfiguration, commit_scale_up, commit_scale_down, prepare_new_worker

KR BR

vlim/distributed/device_communicators/pynccl.py



W& RIZERER defer #7& + context manager, _init_comm {&KIEAFEBIE warm-up
all_reduce, ZF &5 R AL IR,

# RRRBERFF K defer REM Y AT RAZNEEEBMIE

_warmup_tls = threading.local()

def _warmup_deferred() -> bool:
return getattr(_warmup_tls, "deferred", False)

@contextlib.contextmanager
def defer_comm_warmup_on_rocm():

""ROCm L#yzEi@ (5 ArtBkY warm-up ARG,

ER: B EP % prepare MBI standby B engine 1HEMRS,
FEBE M warm-up all_reduce €5 AB(E2E L forward &RE(E
#LZBAT; AR rank Lt collectives B NBAIRF A B T R B AB S 43,
RS . Eik warm-up #3R 3| commit MR CGRAEREE) BT,

from vlim.platforms import current_platform

# CUDA EMKREIZFH, BZER warm-up &I E B E(FHLETE,
# EIE ROCm FEEEEE, RIFRATA
if not current_platform.is_rocm():

yield

return

prev = _warmup_deferred()
_warmup_tls.deferred = True
try:
yield
finally:
# WESNEIRZA, FIF context manager REE A

_warmup_tls.deferred = prev

def _init_comm(self, device: int | str | torch.device) -> None:
""¥E device LRIFEEMEMTHI unique_id / rank / world_size BlzERA(E S, """
# device J3—1b: %—3% A torch.device X%
if isinstance(device, int):
device = torch.device(f"cuda:{device}")
elif isinstance(device, str):
device = torch.device(device)
assert isinstance(device, torch.device)
self.device = device

# nccl RIEB/ARAERME1Z device

with torch.accelerator.device_index(device.index):



self.comm = self.nccl.ncclCommInitRank(
self.world_size, self.unique_id, self.rank

if _warmup_deferred():
# XK defer Ak warm-up —Jo & all_reduce.
# WZIRE¥ all_reduce &5 MRS+ 8 forward EREETEIH L,
# EIFH warm-up #3RF| commit M & dummy forward
# _warm_target_groups &
return

stream = current_stream()

# —7o & all_reduce fER:BE BMERLE
data = torch.zeros(1, device=device)
self.all_reduce(data)
stream.synchronize()

del data

vlim/distributed/elastic_ep/standby_state.py

HE rank MU prepare M EEBkiT standby DP/EP/EPLB H warm-up 9% 5., P IREH
HEMNES,

# create_standby_groups #4358 (standby_state.py)
# BIE: # new_dp_size / tp_size / pp_size i+& standby A rank &
all_ranks = torch.arange(new_world_size_across_dp).reshape(
-1, new_dp_size, pp_size, tp_size
)
# DP 0% rank #¥]. EP 8% DP*TP R&, MREFESKHAHER
standby_dp_ranks = all_ranks.transpose(1, 3).reshape(-1, new_dp_size).unbind(0)

standby_dp_ranks = [x.tolist() for x in standby_dp_ranks]

standby_ep_ranks = all_ranks.transpose(1, 2).reshape(
-1, new_dp_size * tp_size

).unbind(0)

standby_ep_ranks = [x.tolist() for x in standby_ep_ranks]

# XBEKE): standby A7 engine THRSEAZE, EEABEEE warm-up
# G—H#3RE| commit ME CRERERE) #UT, BRERSHH forward
# collectives .55 %%%; J£ ROCm FE3% context manager =3 /E
with defer_comm_warmup_on_rocm():
_STANDBY_DP = _init_stateless_group(
standby_dp_ranks, "dp", master_ip, backend, coord_store=coord_store
)
_STANDBY_EP = _init_stateless_group(
standby_ep_ranks, "ep", master_ip, backend,
coord_store, use_all2all=use_all2all,
)
if enable_eplb:
_STANDBY_EPLB = _init_stateless_group(
standby_ep_ranks, "eplb", master_ip, backend,



coord_store=coord_store,

)

vlim/distributed/elastic_ep/elastic_execute.py

prepare 5§ commit &R F AT prepare Bk AREHE warm-up, commit AEEE
1251 reuse BIZBRAF, BARIE deferred warm-up R&E%& 8%,

# commit MM ERAME warm-up (elastic_execute.py BKzh &)
def commit_scale_up(self, is_existing_worker: bool) -> None:
if is_existing_worker:
self.broadcast_expert_mapping()
retired_groups = self.switch_and_prepare()
else:
mapping = self.receive_expert_mapping()
self.worker.model_runner.setup_eplb_from_mapping(mapping)

if not self._can_reuse_fused_moe_kernel():
# 3E reuse B&42: warm_and_capture B dummy forward &) fik &
# IR dp / ep A warm-up all_reduce
self.warm_and_capture()
elif current_platform.is_rocm():
# reuse B2 (nixl_ep) Bk warm_and_capture, ROCm LEE R4 L
# WAEIRE warm-up, WEHAEREEE, F25MREFH collectives T4
self._ warm_target_groups(get_dp_group(), get_ep_group())

self._perform_eplb_reshuffle(async_op=True)
if is_existing_worker:
self._start_group_cleanup(retired_groups)

# commit_scale_down XAMRER: 3FE reuse £ warm_and_capture,
# ROCm + reuse £E R _warm_target_groups *MFZERE] warm-up
def commit_scale_down(self, new_dp_size: int, removing: bool) -> None:
self.perform_scale_down_eplb_reshuffle(new_dp_size)
if removing:
self.switch_and_remove()
else:
retired_groups = self.switch_and_prepare()
if not self._can_reuse_fused_moe_kernel():
self.warm_and_capture()
elif current_platform.is_rocm():
self._ warm_target_groups(get_dp_group(), get_ep_group())
self._start_group_cleanup(retired_groups)

AT K

oo E—: 2EMNA CUDA #3R warm-up (design)



itayalroy: "The warmup hang is a AMD specific issue, we have not seen a single
hang with CUDA, so we will not defer warmup for CUDA, this degrades
reconfiguration downtime"

B BRAMEZIFETX, BhEEANFBAN, EABRFINTERHFKA ROCm RE:
CUDA Lt#% communicator B kernel FRERI B T A 4T, 1 ROCm L gk EiTih, 1B
¥ 5T NCCL maintainer B9 2z IE1Z 18] #E NCCL &8 X T EA L& XS,
o REZ: PR 2E NS (design)

itayalroy: "I think there should be 3 separate PRs here, the shared experts bugfix

and the scale down bugfix should be reviewed separately, they are unrelated to the
AMD warmup issue"

YEE BN shared experts (85 R E—1T typo. IHDLERE; BASNRABIKS N #E—

ROCm warm-up &,

LR EPLB 4 %i& X (question)

itayalroy ¥& standby state.py 102 4Ti%i£ "EPLB is always enabled in Elastic EP"; 1E&%
EXEBEANRE (RE 93 17) , ARREHRHH defer LTXEEE, BXRE,

RAHUE

AndreasKaratzas: "These changes pretty much touch only ROCm and also they are
proven to render the test green again."

« warm-up FEREZE T NRE ROCm (design): B A current_platform.is_rocm() 3%,
CUDA TARZE, R HNIEHLEEF K,

« 3% communicator ZBHIMRES NCCL iEX (correctness): HaIAFESINLEIZE NCCL EEXTF
BEALRN; BESXBREREREEED (commit) AT warm-up, fIERF NCCL 474,

« PR #§4°: shared experts / scale down &85 warm-up 28 (design): A& ARAIK
S5 A#E— ROCm warm-up ZER T8, HAEE RHINERLK diff &,

« EPLB 2% B ERNIRE enable_eplb HKF (question): HaIANELA ZBEXEH AR, T/TH

%’f'bo
R o5 8
o QS

1. IEZERANIKE (parallel_state.py) : _elastic_join_warmup_ctx &K
VLLM_ELASTIC_EP_SCALE_UP_LAUNCH #& scale-up BohRHRIEMIEAN. B2 EHR
%, joining worker & defer, M&=E rank & defer, warm-up all_reduce T AT
, SMBL hang ZRRHZEM hang.

2. defer JEJ& warm-up X P& (elastic_execute.py) : warm-up #3ERE, SIARIE
commit B2 BRBAT warm_and_capture() 3 _warm_target_groups(). ERIFHEA
commit R XEMENEE, ERKEHMHE can_reuse_fused_moe_kernel() & ImzKfEK
warm_and_capture() ARASME, FTREJRHE deferred warm-up, SEE #ME R4 EL
EAE 2,



3. ZRRREMRE (pynccl.py) : _warmup_tls & threading.local(), defer R X+ %A%
FRAERM, YAET _init_stateless_group ARIZEA, RN, ERRFIEAEUNZEER
M&gE defer, B5HE rank B defer IREF—,

4. EVIFEIESLME: JE ROCm FE& 53R (3 elastic EP) ¥R SR #N defer 4
%, CUDA T AEZAL; B ToMm NBEZOEE, HERB Elastic EP
Scaling £ RIFEEE, - ®™: AFPM: ROCm (MI &%) L Elastic EP ¥ 4%
ABME% hang, BE&Z eager #, (MtL #53010 {XEZ cudagraph 2 E&k#) ;
CUDA AFPITHRZAEARE, FEMERE downtime, AZM: warm-up A prepare (
RS HHAT) #E| commit CRESREFEED) , ERERFZABEERS+H forward
collectives &% GPU FA%|; 4x MI300X _t Elastic EP Scaling JMiR4A 5/5 faE @i,
GSMB8K accuracy o, BEIAMI: B T —NFEEZRIIE + LRINAZ|FRER S BIR
N, NEBBETFAREMBARBEET SR, - RS 2 NREROKATE ,
&3 VLLM_ELASTIC_EP_SCALE_UP_LAUNCH BT ERA , LI E@EN , &2
R XA BEERETER

KERIK L

« PR #54985 [Elastic EP] Reuse CUDA graphs across reconfiguration: El—3IZhgEZ& (
Elastic EP ZEEEMAL) . 4~ PR B commit_scale_up/commit_scale_down &Bkb M 3EE
HE|AB _can_reuse_fused_moe_kernel() (nixl_ep) #&42: reuse BiZBkit
warm_and_capture, E}t ROCm L& EZNMK warm-up,

« PR #56323 [6/N][warmup][DSv4] Migrate sampling, and DFlash JIT kernels: E— {8
MAMBATHRIRB| Z2E O] WEBRE: ZARI|IE JIT AZMBETREE|HE warmup &
22, AN PR ILEEE warm-up #RFFAE R ZGEH commit MHE, FREMKI vLLM X B 5H
/ EEE M B IRAEALA —EKIR T,

« PR #50178 [9/N][warmup] [DSv4] Migrate MHC TileLang kernels: warmup i£# A58
F—3F, 53R #56323 [, 1AL warmup BHALIA TR 2 VT HA BARE SR AQFE LRI T ).



