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JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56599

PATHRE

« —AJiE: XFF pad-free Bl{Z token, BE MegaMoE MR UK & 2 M

HEEMNME: AEERE, BTITEERIN CIEEE PR, EARMEGIEALRKRER:

1. tests/models/test_deepseek_v4 _mega_moe.py REEE Z| image_mask H|EWE x 2B A
BRI, B WG ER BB AL E ¥ E M viim/models/deepseek_v4_1/common/mm_
preprocess.py B = £ helper (¥0 is_image_position(input_ids)) , LR IER &£~
REMmMAREFZE, MR EBREAREEEFH,

2. BE|" EEME EFBONR collect KK IR K BIERT, "5E AR PR AT : L#IA
R4 (pad-free BER) . BARIFREEXEFN (ADNHEHEMTMREK image span) . &
Ja AREM Cl BiEfudEARH skip ZERIEAEHKIE,

THRES B

PR body E#E#4AHMREAE: “PR #56554 removed IMAGE_PAD_ID, but
tests/models/test_deepseek v4 mega_moe.py still imported and used it. B200

DeepSeek V4 Kernels now fails during collection before this test can run.” st E i, X
KR EhEefRfG, MEMRAXAES EFEERAMTIERN Cl IKEHARE: NMIRE import #R3Y
X%, MegaMoE 89 VL router bias EY3%& & SZFrE T RBORS, FERBEAIFTELE
‘represents image-span positions with the checkpoint's single
IMAGE_SENTINEL_BASE_ID, matching the current preprocessing contract while
preserving the test's router-bias coverage”, ##(7T duplicate check (#%& #56554.
IMAGE_PAD_ID 5K, #IARHE EMET PR &3BiZKK) , RRES PR #56594 £S
B CuTeDSL bounds-test f&Z A& PR F%|&E,

SRR

A PR @Rk shE T I tests/models/test_deepseek v4 mega_moe.py (+3/-6) , R KAE
fe & =R, BLE S kernel, BTHAN EHFRATE GRS MR LB BN EIFPHE,

TEND: LRSS EERE import, L3 #56554 M vlim/models/deepseek v4 1/common/
mm_preprocess.py ¥ IMAGE_PAD_ID J&, MRAXHTREH from
vlim.models.deepseek_v4_1.common.mm_preprocess import (IMAGE_PAD_ID,
IMAGE_SENTINEL_BASE_ID) BE#E#b ImportError, pytest & collect MM ERER 1k,
test_deepseek v41 _moe_routes without_hash_table RAZ A NSFHAT.



1. IKEBARY: BZITEAKE REAT from viim.models.deepseek_v4_1.common.mm_p
reprocess import IMAGE_SENTINEL_BASE_ID, bR RRB LRI EENEE, KE
collect,

2. }FEE token F: & test_deepseek_v41_moe_routes_without_hash_table 8y
vision=True 0% B, input_ids B [42, IMAGE_SENTINEL_BASE_ID, IMAGE_PAD _ID,
129257] 2R [42, IMAGE_SENTINEL_BASE_ID, IMAGE_SENTINEL_BASE_ID,
1292571, FHKEA 4, 5 hidden_states = torch.randn(4, config.hidden_size) X
& scheduler_config.max_num_batched_tokens=4 1#3F—3k; FRAMVEAREE AL A TAEM
image span, A ZEANILERZ token,

3. XFHAL(EITHE . image_mask M (input_ids == IMAGE_SENTINEL_BASE_ID) |
(input_ids == IMAGE_PAD_ID) &4t A input_ids == IMAGE_SENTINEL_BASE_ID, ®H
THRLEBAIER A EE, mask & (B 1. 2 LA True) 5IHRZELFEM,
torch.where(image_mask[:, None], moe.gate.bias_vl, bias) /3848 VL 1R E 23| E &
frE, expected_ids / expected_weights BIEEBIE R ZE M,

4. BEEHFF: moe.gate.tid2eid is None. moe.experts.top_k == top_k.
DeepseekV4MegaMoEExperts.w13_weight shape. check_routing ¥ activation_clamp
== config.swiglu_limit { % moe(hidden_states, input_ids) == 3 * hidden_states K7
TR YE, HAAR PR RELERERERE,

5. BIF5EE: PR body itk pytest tests/models/test_deepseek_v4 _mega_moe.py -q =
FaWkE (R#o CUDA, 28 MNABI skip) . pre-commit run —-files
tests/models/test_deepseek_v4 _mega_moe.py &3t ; {EE AT “Exact B200
hardware CI remains required”, & ® IsotrOpy f% /ci run (Buildkite CI #88541)
SE R A3

Bk IBE% ME* AL

import EBREAN IMAGE PA  XEAN IMAGE_SENT  A#FR collect #8 ImportError
D ID 5 IMAGE_SE INEL_BASE_ID
NTINEL_BASE_ID

input_id MR + HANE— RMEHAWEEE RE pad-free BBR, KES

s AN shape RZ&
image_  FANEEHIE AR VL bias fpH M E 5 |HAR—EK
mask

P 3¢

. tests/models/test_deepseek_v4 _mega_moe.py (13 MERFAHF; 2£K5F| test; LA
test-coverage; 5 test deepseek v41_moe_routes_without_hash_table,
v41_moe_config) : A& PR —RaN X, 188 E L #56554 ik IMAGE_PAD_ID ffq
S REVEIRS import £, HIEFLBEE token HE image_mask ITEXF 2| pad-free
iE X, & B200 DeepSeek V4 Kernels CI fRFEEY X< 52,



XHBEGE test_deepseek v41 _moe_routes_without_hash_table, v41_moe_config,
check_routing

KR Fr B]

tests/models/test_deepseek_v4_mega_moe.py

A PR E—REI X4, EEE L #56554 MFR IMAGE_PAD_ID S 3MIMERE import &
W, FHIEEZEEME token 5 image_mask ITEXF 2| pad-free 15X, & B200 DeepSeek
V4 Kernels Cl fRFREY <82,

# tests/models/test_deepseek_v4_mega_moe.py (A~ PR ™E—B&&h>X14)

# L35 PR #56554 ik} IMAGE_PAD_ID &, #3RTE import B ImportError,

# §3K B200 LiZABIE pytest collect MrEmt A& Ko

from vlim.models.deepseek_v4_1.common.mm_preprocess import IMAGE_SENTINEL_BASE_ID

@pytest.mark.parametrize("vision", [False, True])
@pytest.mark.parametrize("layer_id,num_experts,top_k", [(0, 8, 2), (2, 4, 3)])
def test_deepseek_v41_moe_routes_without_hash_table(
v41_moe_config, monkeypatch, vision, layer_id, num_experts, top_k
"""Main and draft layers select experts by score and preserve image routing."""
config = v41_moe_config.model_config.hf_config
config.vision_n_layers = int(vision) # T ME, gate TS B A bias_vl 2%
with torch.device("cuda"):
moe = DeepseekV41MoE(v41_moe_config, prefix=f"model.layers.{layer_id}.ffn")
hidden_states = torch.randn(4, config.hidden_size)
# 4 A token L = XA + 2 NEZA + XA, KESE hidden_states.
# scheduler_config.max_num_batched_tokens=4 Xt3%.
# IEARE —ANERA S 4E IMAGE_PAD_ID; pad-free E&% T i &b4F A iy e &4k,
input_ids = (
torch.tensor([42, IMAGE_SENTINEL_BASE_ID, IMAGE_SENTINEL_BASE_ID, 129257])
if vision
else None
)
assert moe.gate.tid2eid is None # & hash &, ZBEKMITHO®ER
assert moe.gate.weight.shape == (num_experts, config.hidden_size)
assert isinstance(moe.experts, DeepseekV4MegaMoEExperts)
assert moe.experts.w13_weight.shape == (num_experts, 256, 64)
assert moe.experts.top_k == top_k
assert (config.n_routed_experts, config.num_experts_per_tok) == (8, 2)

with torch.no_grad():
moe.gate.weight.normal_(std=0.01)
moe.gate.e_score_correction_bias.copy_(torch.arange(num_experts, device="cuda"))
if vision:
#iE VL RES T REBRERR, ETREEGMNEHRLET bias_vl

moe.gate.bias_vl.copy_(-moe.gate.e_score_correction_bias)



# AENRARBETEE, BMILEHFHREN topk TERERE

scores = torch.nn.functional.softplus(
torch.nn.functional.linear(hidden_states, moe.gate.weight)

).sqrt()

bias = moe.gate.e_score_correction_bias

if vision:
# |HE %2 (input_ids == IMAGE_SENTINEL_BASE_ID) | (input_ids == IMAGE_PAD_ID);
#EEGHEREFELAMGRE, BEGPLE (F 1. 2 1) RFLE
image_mask = input_ids == IMAGE_SENTINEL_BASE_ID
bias = torch.where(image_mask[:, None], moe.gate.bias_vl, bias)

expected_ids = (scores + bias).topk(top_k, dim=-1).indices

expected_weights = scores.gather(1, expected_ids)

expected_weights *= config.routed_scaling_factor / expected_weights.sum(
dim=-1, keepdim=True

def check_routing(x, weights, ids, *, activation_clamp):
# F monkeypatch 83k experts.forward, HiEHLNRBLERSHAEE
torch.testing.assert_close(ids, expected_ids)
torch.testing.assert_close(weights, expected_weights)
assert activation_clamp == config.swiglu_limit
return x.clone()

monkeypatch.setattr(moe.experts, "forward", check_routing)
monkeypatch.setattr(moe.shared_experts, "forward", lambda x: 2 * x)

# EZERTM 2x, BELTERTR 1x, &3 3x
torch.testing.assert_close(moe(hidden_states, input_ids), 3 * hidden_states)

B
A PR B review iTLIEFIRE, BAE review comment (review comments count = 0) , E

E(E5 3% B PR body BB Ef Cl Al&iDX:

« IsotrOpy X% body E#: APPROVED, BEEZEIFILHFAH /cirun, github-actions HLEEA
Bl £ “@ Triggered Buildkite CI #88541 for commit 2cae8b5620b6”, HiBAITH £ & &"
FKEKET RN + B4 Cl EERE", fmIELAAT,

. claude[bot] B THIRRAZMILEA: “This pull request is from a fork — automated
review is disabled.”, BRBEIIF#E X fork PR RAERK, AL reviewer & EAELIFIL X,

« fEF T body R EHMT duplicate check 58EEE: ‘PR #56594 separately fixes the
CuTeDSL bounds-test failure from PR #53566, so that overlapping change was
removed from this PR.”, XZAX PR —EBREXNIIMERKE —RBAEEHTEEEER
BorR,

AEEREET Al 52 “OpenAl Codex assisted with failure analysis and
preparing this change.”, #3118 “A human maintainer must review every changed
line and validate the hardware CI”,

« BB CL VERPE— R REIE: AT CUDA REE skip (testing): XX B200 BARKEKERNE
FFRTEIPE— B SZI0E, AMXIEIE collect 5§ pre-commit, & 4R K sh A IEIETNEA,




- 5 PR #56594 BRI, BHESBE R (design): & PR RSN E—IRE— R
MegaMoE £ B ; CuTeDSL bounds-test X% #56594, #H[E— CI kKA PR EE
“BE,

. fork PR B PHEHER, ATELEATEME (other): RAtLEEBFITE, HLH
IsotrOpy AT approve; x$iX3 3 MRS E s NFE T8, ERE EHDE —NEREE,

RSB

- R
1MREX X DETRE (K&, MRAR) : 8 IMAGE_PAD_ID 23R E#N

IMAGE_SENTINEL _BASE_ID 5, RAfIFBEEE i ID Z/MPBRR R X—5 X 1E X,
LRI BB EMIAR pad-free BER, FMEIEMAUKSL; BEEREEHII ALY pad &
B, NRSE#RAETZALENR S,

2. BRIIVES (PRAE) : image_mask BEMRAIRE XN E=HEZE, A2
F vlim/models/deepseek_v4_1/nvidia/model.py B RIESZ gate B, —B 4 =Mk A
Him R (Bl config.vision_n_layers B position metadata) FriZEEAL, M
S AMRIBHN BIEEN, test_deepseek_v4 _mega_moe.py A FRIBHEERA
EEREH,

3. WIEKEREG Cl (B/E, FRAEM) . AHMIFETL CUDA, PR body B3R “28 skipped
locally without CUDA”, Fre ESZERBRT = RAE B200 L#fT; AN ZEENAERER
27 Buildkite #88541 L, (EMEMARIIRISERKISUER A,

4. BEIAREARAL: B&EXEMIR XM, T source/config/schema T &, BRI, &
. BESHWE, AFERPME)TE,

c B FRSEREMREAE CI ENERAEE:

« 5t A& % : DeepSeek V4.1 MegaMoE B router bias EYVAE £ M collect Bl &K Mk £ 4 =T #
1T, B200 DeepSeek V4 Kernels R/KE&ARME; nfToI#EZFE. KV cache. TR ANZ
PR Z R,

« SHEPBA: BE XA 3 TRIEBRINKSY, review BRAME (1 4 reviewer —XX approve) ,
BEXERE LHEEMBR — NRTE import AR X— vLLM FE2MNEEER, TE
EREEMNHERETEETEIL

« XHAP: TEETILPWE, AR AP WRBKERITH; BEMERASF DSv4.1 BEEK
/ XARBAXETWARR, FBREL PR SIARERIRRARLZINOETE,

« RFRARIE: OMRERSD , KBREM CL BAE , MIRANBEERLING EH , LEEERRE

PRINISZS

« PR #56554 (FRAKRE LT XH3RM) B DeepSeek V4.1 8§ IMAGE_PAD_ID, 3lIA
pad-free B{& token i : & PR WE#E L&A, iZ PR A
vlim/models/deepseek_v4_1/common/mm_preprocess.py MR IMAGE_PAD_ID, {40
RHTAE import .3k, 4~ PR BR A HEEHIMIRNFTEE,

« PR #56594 (trflkEL T XHiRM) B E PR #53566 5] A8 CuTeDSL bounds-test %
T : PR body BAHAI%EAIZ PR JEsr{&4& CuTeDSL bounds-test %MK, EIhHE % K5 BEMAA



PR ##fR, AEER K Cl KETHHITEE, SEELEMNmMEES,

« PR #53566 [5/N][warmup] [DSv4] Migrate NVIDIA CuTeDSL attention kernels: <Bk
issue, 2 CuTeDSL bounds MRXELKAEIEKIR; ©5K PR EJE DeepSeek V4.1
NVIDIA WAZ5 MR ARG 44775, #EAZA PR & DSv4 WAZIER 5 BUE R BEAR N
7



