PR #56594 REIRLE

vlim-project/vlim
[Bugfix] [CI] Update CuTeDSL indexer Q sentinel test for migrated wrappers
& ¥Btla: 2026-09-13 00:12

JRSCEESE: http://prhub.com.cn/vlim-project/viim/pull/56594

PATHRE

.« —A)iE: 185 CuTeDSL Q I EMAANET S FP8 ABI

< EFESME: EB/REXNK, TEEE. BEERINREAAAN: —BKEIH PR 43w
ﬁ%——ﬂmeﬂi&t&%um/ﬂhﬁ (NORE SEBOMIRALIK) ; —& wrapper XINRE
float8_e4m3fn ME. XARFF uint8 ¥ ABI EORIT, EEIBHEY CuTeDSL N
BERTEAXEAZ,

THRES B

PR body BA#IEH : The CuTeDSL indexer Q migration in #53566 re-named the two
function entry points used by the sentinel-row test. gt 2, #53566 EIL CuTeDSL 7
BEAABIEARLE warmup AR, ¥ fused_indexer g _rope_quant_mxfp4 cutedsl 5§
fused_indexer_g_rope_quant_fp8 cuteds| E#p& A INDEXER_Q MXFP4 KERNEL 5
_INDEXER_Q_FP8_KERNEL, i sentinel #F M NizIB2 U ESEHAR; RN FP8 2%
TS M uint8 F3 ABL X float8_e4m3fn B, J&EERNZIZ uint8 ZHH)E
W3, FE—HEE, BB EMRTHNER.

SRR

1. EEMIAAND : FE tests/kernels/test_fused_indexer_qg_rope_quant.py #J
test_cutedsl_indexer_g_writes_stay_within_num_tokens #, MXFP4 %%
mod.fused_indexer_qg_rope_quant_mxfp4_cutedsl(...) XA
mod._INDEXER_Q _MXFP4_KERNEL(...), FP8 0% &
mod.fused_indexer_qg_rope_quant_fp8_ cutedsl(...) XA
mod. INDEXER_Q_FP8 KERNEL(...), #%—kHx#EFSH (positions. g.
cos_sin_cache. weights. weights_softmax_scale. weights_head_scale.
q_packed/q_fp8. weights_out) , BAENABETMBEHNESZAD,

2. 1BE 5% ABIL: % vllm/models/deepseek_v4/nvidia/ops/fused_indexer_q_cutedsl.py B
_call__w#, f£4KE CuTeDSL W#H FP8 itk e q_fp8 BXA q_fp8.view(torch.uint8),
wrapper XtFMEIR float8_e4m3fn LA, {EJEENAZME uint8 % ABI 2B, 44
view ZRFFAF, TN FP8 EE W IRIL,

3. BEERIE: THTRE, REXILBRI. A commit 2RI RNHREE S ABI 5 ;
Buildkite CI #88517 3#3¥, LucasWilkinson 5 mgoin ¥ approve && 3,



R

. tests/kernels/test_fused_indexer_g_rope_quant.py (#E3k WAMIR; 25| test; LR
test-coverage; #F5 test_cutedsl_indexer_g_writes_stay_within_num_tokens) : ME—#%
&R BGMAR X, ATTIE sentinel BFMR TN B:EF 5 B9HT wrapper A0, EARXKEE
B EERIR,

« vllm/models/deepseek_v4/nvidia/ops/fused_indexer_q_cutedsl.py (#E3k H-FH%; K5
source; EA core-logic; &FF call) : JREME—LZRMHMEE: KE FP8 M &
wrapper 5J&E CuTeDSL RAZZ EBF T ABI — M,

XS test_cutedsl_indexer_qg_writes_stay_within_num_tokens, call,
_INDEXER_Q_MXFP4_KERNEL, INDEXER_Q FP8 KERNEL
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tests/kernels/test_fused_indexer_qg_rope_qguant.py

ME— R PRBOMIRAS, AL sentinel BF MR BT B 9T wrapper A0, ZAKX
B2 N E B,

# X & test_cutedsl|_indexer_qg_writes_stay_within_num_tokens ¥ FP8 % X t9x IR0
else:
# FP8 k. A sentinel 2BE AN, %F num_tokens TIEABFHEE,
outputs['g_fp8"] = torch.full(
(num_tokens + 1, n_head, HEAD_DIM),
sentinel_u§,
dtype=torch.uint8,
device=device,
)
# I ADKREZA _INDEXER_Q _FP8_KERNEL, #4%—1EHXBEFESINE;
# wrapper UK float8_e4m3fn HE, WIBEHE uint8 FT ABI FELRKE RN,
mod._INDEXER_Q_FP8_KERNEL(
positions=positions[:num_tokens],
g=qg[:num_tokens],
cos_sin_cache=cos_sin_cache,
weights=weights[:num_tokens],
weights_softmax_scale=1.0,
weights_head_scale=1.0,
g_fp8=outputs['q_fp&"] [:num_tokens].view(torch.float8_e4m3fn),
weights_out=weights_out[:num_tokens],
)

torch.accelerator.synchronize()

# RI sentinel T: ABESHE, HEESIWEK,
clobbered = {}
for name, tensor in outputs.items():
sentinel = sentinel_f32 if tensor.dtype == torch.float32 else sentinel_u8
n_changed = (tensor[num_tokens] != sentinel).sum().item()
if n_changed:
clobbered[name] = n_changed



assert not clobbered, (
f'kernel wrote past token {num_tokens - 1} into the sentinel row: {clobbered}"

)
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