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1. it A8 %— L3 build response (vlim/entrypoints/pooling/scoring/serving.py) :
IBSZELE _request_output_to_score_response 5
_request_output_to_rerank_response W& B num_prompt_tokens = 0 FE/EIRF R hn
; FZIKNTE _build_response W% assert ctx.engine_inputs is not None, BXt
ctx.engine_inputs ZIMAHA self._extract_prompt_len(engine_input["'prompts"]) X#fa,
BRI —RIEREBNELZMARE,

2. UEXSEBOEANFMNENFEERE: APDORERELEFE num_prompt_tokens: int, FE#fl
MRIEERA B prompt_token_ids = final_res.prompt_token_ids 5 num_prompt_tokens
+= len(prompt_token_ids), BRAIELASEFEE A Usagelnfo / RerankUsage, XA4it O
ZRRKB S ERRXVELRIMA, TEZEAEEETEH query, BEHEADRER M,
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3. W EEBZMFHFHFARZT: ScoreResponseData. RerankResult B9tg3i&. % relevance HiF 5
top_n #EMrE AR, EWRA usage FETH, HH5MBIFAE; cross-encoder B
engine_inputs AkK#Z query. document ?ﬁ%%)é‘ﬂ’ﬂﬁ)’cﬂﬁﬁ)\, )] *%‘ﬁlEl 042 —3,

4. MRELE (tests/models/language/pooling/test_max_tokens_per_doc.py) :
RERANK_CONFIGS # bi-encoder (intfloat/multilingual-e5-small) & late-interaction
(answerdotai/answerai-colbert-small-v1) BIEANEAZEEEATIR 1, flin e5-small B
without_truncated_prompt_tokens M (285, 286) &K (284, 285), ColBERT M
285/155/155/25 &R 284/154/154/24; cross-encoder (Qwen3 reranker) 5 Jina
reranker HiB{EARE, RIEOAMBIERERTFHEE query B9 R, assert_prompt_tokens
HEME /| KEERABEERK,
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. tests/models/language/pooling/test_max_tokens_per_doc.py (#3k BEONIR; 28 test
; KA test-coverage; 45 RERANK_CONFIGS, TestConfig, assert_prompt_tokens) :
g —NIRECE X4, #BiX T bi-encoder 5 late-interaction B9EAZE prompt token %X,
BEH B usage H12; cross-encoder 5 Jina reranker BAE(EARZE, MR,

XS _build_response, _request_output_to_score_response,
_request_output_to_rerank_response
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def _build_response(
self,
ctx: ScoringServeContext,

) -> JSONResponse:
final_res_batch = ctx.final_res_batch
request_id = ctx.request_id
created_time = ctx.created_time
model_name = ctx.model_name

# ARG E RS usage RBMELLIEEH final_res_batch &3,

# MEEEAITELERIASIEAERMA engine_inputs,

# % bi-encoder / late-interaction, query RAENI i AN HI—K,
KW TN BRI E ST, RS EARBEANE R DR,

assert ctx.engine_inputs is not None

num_prompt_tokens = sum(



self._extract_prompt_len(engine_input["prompts"])
for engine_input in ctx.engine_inputs

if isinstance(ctx.request, ScoreRequest):
return self._request_output_to_score_response(
final_res_batch,
request_id,
created_time,
model_name,
num_prompt_tokens, # ESELAERAZAANS, BRRRIKANEIXR R
)
elif isinstance(ctx.request, RerankRequest):
return self._request_output_to_rerank_response(
final_res_batch,
request_id,
model_name,
ctx.request.documents,
ctx.request.top_n if ctx.request.top_n > 0 else len(final_res_batch),
num_prompt_tokens,
)
else:
raise ValueError(f'Invalid {self.request_id_prefix} request type")

def _request_output_to_rerank_response(
self,
final_res_batch: list[PoolingRequestOutput],
request_id: str,
model_name: str,
documents: Scorelnput | list[Scorelnput],
top_n: int,
num_prompt_tokens: int, # $3%: B _build_response £F engine_inputs it&
) -> JSONResponse:
if not isinstance(documents, list):
documents = [documents]

results: list[RerankResult] = []
for idx, final_res in enumerate(final_res_batch):
classify_res = ScoringRequestOutput.from_base(final_res)

document = documentslidx]
if isinstance(document, str):
rerank_document = RerankDocument(text=document)
else:
rerank_document = RerankDocument(
multi_modal=document.get("content", [])

results.append(



RerankResult(
index=idx,
document=rerank_document,
relevance_score=classify_res.outputs.score,

)
# |BEZMESEXERIT num_prompt_tokens += len(final_res.prompt_token_ids);
# ZFEREELELER, N NXHEEKELZIT AR query AR ERD R,

# HF 5 top_n BFTZHBRFFREME, ARRK usage O1F, REITH/MTA
results.sort(key=lambda x: x.relevance_score, reverse=True)
if top_n < len(documents):

results = results[:top_n]

response = RerankResponse(
id=request_id,
model=model_name,
results=results,
usage=RerankUsage(
total_tokens=num_prompt_tokens,
prompt_tokens=num_prompt_tokens,

)

return JSONResponse(content=response.model_dump())
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# 3. bi-encoder: usage O A [FIEELZMAl &, HELERRTH 1,
# EEXEMIATAER tokenizer £ Cl / AMEHETHHRER,
TestConfig(
model="intfloat/multilingual-e5-small",
args=|
"——enforce-eager",
"--max-model-len",
"512",
"—-trust-remote-code",
1,
without_truncated_prompt_tokens=(284, 285),
with_max_tokens_per_query_prompt_tokens=(154, 155),
with_max_tokens_per_doc_prompt_tokens=154,
with_max_tokens_per_query_and_doc_prompt_tokens=24,
),
# 4. late-interaction: FEMETHE query BIER, WNAZERDR 1

TestConfig(
model="answerdotai/answerai-colbert-small-v1",
args=|

"—-enforce-eager”,



"--max-model-len",

"512",

"—-trust-remote-code",
1,
without_truncated_prompt_tokens=284,
with_max_tokens_per_query_prompt_tokens=154,
with_max_tokens_per_doc_prompt_tokens=154,
with_max_tokens_per_query_and_doc_prompt_tokens=24,

),
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WATEER, TLBE" / BEHFRM; cross-encoder THE2RFE. HAM: scoring A%#E
O# usage Of2%—A (5| SZFREA] , ABELEHET pooling A (embed. pooling)
XFE—ITE D ARERE T ERE B, - RERFRE: XNIMTEIZEXEE |, assert BEA
BRI, ROTHEN , ZRSEERES
KERIKZE
+ PR #56639 [Pooling] Support prompt embeddings in MRV2 decoder pooling: /&
MRV2 pooling &RAEERENEE, WA pooling serving BAZITEREIF LRSI NIRS
JERbIB 2 (B A9IE XL, AR PR BE—KE T usage HREIHNE,
+ PR #55508 [Bugfix][Benchmark] Make streaming TTFT/E2E latency accounting
consistent across endpoints: FA TEORRA—3% EBE: ES—EHR A1 OZ
, A~ PR %&— scoring API B token it E 042, RITER—K (GBI E ELHITES
mIEIR & FKIE)
« PR #56432 [Bugfix] [EPD] Preserve explicit multimodal UUIDs with caches disabled: [
HEH RARESR / AR E S EAIEE X BASFEE, BRI RNETTNER] A XEL
TA, AMEAREXBEERNNSE,



