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PATIRE

- —#)iE: A DSV4.1 £EEFKIEXNF, BA MegaMoE fd

- EESME: EEEE, BT Uheksh, KUk pgEAMAE PR, ZIEABE=MEITA:

1. pad_weights INEEFE—EEL [REETLZL24FT] WAHKMEFH —MREL, RER
T JE4E scale/ REWANTH R0 Parameter AR, 2EEZENNA,

2. S5 FAERREERE: if not pad_weights: gate_up.weight.data = transformed_I1[0],
A AEANTTHRBAKF 0.7 GiB/rank AR, RMEML, ERE/MBREE, 2
AR vLLM R E )G % (post-load hook A2 checkpoint FZIR) BUIFREAR,

3. A uint8® MAX FP8 KEM F.pad, VALK unflatten(0, (2, unpadded_size)) 4&iE
SWiGLU 23| & AR E—H 1 &5 B,

T HHNEIN: ARERZNEETE, +1.87 GiB/rank €HERD KV cache &|a); 4
PENEIN: EETERENTEREBERABEZERRE, K5 ESZ DeepGEMM
kernel BYFRAEELXTMIR, 3R FakeDeepGemm & &R F| 89 F1E X,

THRES B

SHLR B DSV4.1 kernel X tracker (#56217) 5 PR body BIBARARK: T
DeepSeek-V4.1-Flash's 2304-wide shared expert cannot fuse with MegaMokE's routed
experts padded to 25601 ., BEEZRMAT 16 FTH TMA MFEMIMFE] 512 #9£EEK (
2560) , £EEZF{Z checkpoint B 2304, FHETALA R — MegaMoE kernel, 40 B3t
FLERRBPTVAT. FEE Issue WP H—HIECEIKES| V4.1 5B  [This PR
is for DSV4.1 specific shared expert dim 2304. Padding to 2560 can enable the native
shared expert fusion.] body F#HERXEX #53040 ¥ B, FHHZE TAE4AR PR:  [Checks
of #45861 and related open PRs found no fix for this padding gap; #53567 and
#54049 cover different paths.]|

LI AR

1. iLRFKRAIFHFELE (viim/models/deepseek_v4/nvidia/model.py —
DeepseekV4MegaMoEExperts.__init_) : #3E self.unpadded_intermediate_size =
intermediate_size, EAKEHE RN FTEEBLSIL self.intermediate_size M checkpoint
By 2304 :FAEF| 512 XFF89 2560 (BN G assert experts.intermediate_size == 2560
ERET X—&) , RERMREGERAGE BEAHELEEZTERENEZ D, FERINFEZ



BEFAEMRESERE M FENRE] .

2. }FHEEWRFE (finalize_shared_expert_weights) : B unpadded_size =
unpadded_intermediate_size * num_shared_experts 5§ padding = intermediate_size *
num_shared_experts - unpadded_size i+&& 0O, A pad_weights =X MUK DO FTA Bl
EBE&M——0padding > 0. gate/up 5 down #Z float8 e4m3fn. REMRETET
checkpoint B#FK ((2*unpadded_size, hidden) & (hidden, unpadded_size)) . B
scale By dtype #ET (torch.float8 e8mOfnu, torch.uint8), XHERAE [HIAEB|RINT
8y checkpoint fi/&] BT, EALIEMN (shape BZ. scale B post-load hook EHE
B packed i R) HEERANIRRIRELM — num_shared_experts = 0 = BTHEL
FEIR,

3. scale SRRERR—HKJEXTT: prepare_shared_expert_scale $3gEXEEFS5EK padding:
tuple[intint#00), ERFTEI x32cale (repeat_interleavda #H37 AH:mn:k//32])

ZJa, gate/up &£ pad m——%& unflatten(0, (2, mn // 2)) B4h, 1RiIiE SwiGLU 8914 &
EHE, HIE mn += 2 * pad_m; down £ pad k, ¥ pad_k // 32 *MA|FHEH k; AE
EAEEZ 1.0 (UEBMO BB scale) , RREHBIANTE _finalize_shared_expert_weight
s NSBER: 46 .view(torch.uint8) 47 F.pad X+ FP8 dtype BIFR%I, gate/up EHEZ (2,
unpadded_size) #xa E*b padding 4T, down b padding 3|, & view [E float8_e4m3fn,
FRE x BAL scale FRIEANT3RE X5 E T TER.

4. a5 R L REIRE (RBEIRE) : REISIE gate_up.weight.data EFEE| L1 EREE
ML, MRRIKA 0.7 GiB/rank BYJR#E FP8 ARE; TR T XFEMAHITEA
linear post-load hook X checkpoint F2IRBIFAHA, HEBLEKA if not pad_weights:
gate_up.weight.data = transformed_|11[0], # B _transformed_shared_|1_weights =
transformed_|1 (f13E (gate_up.weight.data, transformed_11[1])) o XZ&Bkah[E B kK
ANER: BERESRAMBELENEER (padding EHRE LR B RMEHR
&), AREFRERESHFERERNEEFTREE, EAMBAFM 41.47 GiB/rank 7
3| 43.34 GiB/rank,

5. MiRELE (tests/models/test_deepseek_v4 _mega_moe.py) :
test_deepseek_v4 _mega_moe_finalizes_native_shared_expert_weights B§&%bLM 3 A
¥ 3 6 A, #HE padded-block128. deepseek-v41-flash-mxfp8.
padded-packed-scale-fallback, FHIBREAK T REEl B9 deepseek-v4l-flash BEEAN
¥r=mia. FakeDeepGemm ¥ scale values HIRMARES 1x32 3EAAH;
fp8_parameter BRAFENL uint8 3k H view X FP8, e ALEKIE X FHHEF
B = ; mxfp8 ITEABERY 128/4 Mk block_size, BiEE&: padding BIRESL
0. scale & 1, #\FFET Parameter 385t / FHIRIRIF checkpoint BAE, X557 TH
sHit#53] L1 FfiE, UREEIRA finalize_weights Bt _transformed_shared_|1_weights
FEHWAE (BE)

R

« vlim/models/deepseek_v4/nvidia/model.py ({3t EXEEE: E3| source; %R
data-contract; 5 DeepseekV4MegaMoEExperts, unpadded_intermediate_size,
_finalize_shared_expert_weights, _prepare_shared_expert_scale) : ME—RI KGN &
DeepseekV4MegaMoEExperts 138 unpadded_intermediate_size JRA,
_finalize_shared_expert_weights 30 pad_weights SF 2. REANIES HERBEL X,



_prepare_shared_expert_scale 340 padding 5%k5 #AL scale 3EFK ., BRE
DSV4.1-Flash 89 40 BREEXRETEREETE —ERE MegaMoE RiE.

- tests/models/test_deepseek_v4_mega_moe.py (3R WEMI; 27| test; KA
test-coverage; 5 test deepseek v4 _mega_moe_finalizes_native_shared_expert_wei
ghts, FakeDeepGemm, FakeDeepGemm.scale_values, fp8_parameter) : B & A RFTIE
HANTFERAR S 2MER S X SHIM 3 AY Bl 6 B (¥ padded-block128.
deepseek-v41-flash-mxfp8. padded-packed-scale-fallback, #HIE8 deepseek-v41-flash
M TRELE] BN (RS ) , #3E scale SER(EIEIEK. FEHLIL FP8 AE. padding X
BFETRRIE. Parameter I8 BIE S finalize BEW=E,

XEFE: DeepseekV4MegaMoEExperts.init, DeepseekV4MegaMoEExperts. finalize_sha
red_expert_weights, DeepseekV4MegaMoEExperts. _prepare_shared_expert_scale,
DeepseekV4MegaMoEExperts.finalize_weights,
test_deepseek_v4_mega_moe_finalizes_native_shared_expert_weights

RERED F B

tests/models/test_deepseek_v4_mega_moe.py

BEARFIEISTERAS 2IER D F . SN 3 AY 3| 6 A (¥ padded-block128,
deepseek-v41-flash-mxfp8. padded-packed-scale-fallback, H3IE deepseek-v41-flash M T
TEEl R TRE) ) , 33 scale SEAMEFHIK. MEHLL FP8 ARE. padding XIRFE TR
=. Parameter B85S 5 finalize BERE,

tests/models/test_deepseek _v4 mega_moe.py: IS HMAMEGZOKE (KBRIEIE)

@pytest.mark.parametrize(

"hidden_size,intermediate_size,block_size,fused, mxfp8",

|
# BBEESHZFREARNTT, 1& I Parameter Fif HZREZ
pytest.param(128, 512, 128, True, False, id="aligned-block128"),
pytest.param(128, 512, 128, True, True, id="aligned-block128-mxfp8"),
# BESZ DSV4.1-Flash F3k: 2304 HI£EZFERIFTE| 2560 B R TaE
pytest.param(5120, 2304, 32, True, False, id="deepseek-v41-flash"),
pytest.param(5120, 2304, 32, True, True, id="deepseek-v41-flash-mxfp&"),
pytest.param(128, 2304, 128, True, False, id="padded-block128"),
# B4 post-load hook EHEER packed scale (R X BRI BITHEER
pytest.param(128, 2304, 128, False, False, id="padded-packed-scale-fallback"),

)

def test_deepseek v4_mega_moe_finalizes_native_shared_expert_weights(
monkeypatch, hidden_size, intermediate_size, block_size, fused, mxfp8

"""Shared fusion preserves checkpoint channels and zeros padded channels."""

class FakeDeepGemm:
transformed_dims: list[tuple[int, int]] = []
scale_inputs: list[tuple[int, ...]] = []
scale_values: list[torch.Tensor] = [] # ¥3%: 3k 1x32 scale REURKIETAE



@classmethod

def transform_sf_into_required_layout(cls, sf, mn, k, *args, **kwargs):
cls.scale_inputs.append(tuple(sf.shape))
cls.scale_values.append(sf)
return torch.empty((sf.shape[0], mn, k // 128), dtype=torch.int32)

# ... 4 get symm_buffer_for_mega_moe / transform_weights_for_mega_moe ...

def fp8_parameter(*shape):
# FABENL uint8 & view X FP8, BMRETHEILFTAEW T [EX)
return torch.nn.Parameter(
torch.empty(*shape, dtype=torch.uint8).random_(1, 119).view(torch.float8_e4m3fn),
requires_grad=False,

# ... #93& shared_experts. i€ originals (REZFEY + BFEK 1x32 scale) ...
experts.finalize_weights(shared_experts)

assert experts.has_fused_shared_experts is fused
if not fused:
# ERA X RASF. RRT Parameter, H£EEFEE checkpoint ik
assert experts.num_shared_experts == 0
assert shared_experts.gate_up_proj.weight.data_ptr() == original_gate_up_ptr
return

padded_size = experts.intermediate_size

assert FakeDeepGemm.scale_inputs[-2:] == |
(1, 2 * padded_size, hidden_size // 32),
(1, hidden_size, padded_size // 32),

]

# AT REXLHEL 0, scale 4 1 (UESMO BYEAL scale)

for actual, original, fill in (
(experts._transformed_shared_|1_weights[0].view(torch.uint8), originals[0][0], 0),
(FakeDeepGemm.scale_values[-2][0], originals[0][1], 1),

actual = actual.unflatten(0, (2, padded_size))
assert torch.equal(
actual[:, :intermediate_size], original.unflatten(0, (2, intermediate_size))

)

assert torch.all(actuall:, intermediate_size:] == fill)

if padded_size != intermediate_size:
# #NF3% 5 BA linear post-load hook AaE 3| checkpoint FZIREIA E
assert shared_experts.gate_up_proj.weight.data_ptr() == original_gate_up_ptr
assert shared_experts.down_proj.weight.data_ptr() == original_down_ptr

# ®E: EE finalize AR EMEER

transformed_|1 = experts._transformed_shared_|1_weights
experts.finalize_weights(shared_experts)

assert experts._transformed_shared_|1_weights is transformed_|I1



TP X AL

A PR JBHIEAT inline review i#i8 (review_comments_count A 0) , itibeIL4EAE
Issue R G5FFRSE

AEEEHRITFEAARSEE:  [This PR is for DSV4.1 specific shared expert dim 2304.
Paddlng to 2560 can enable the native shared expert fusion.] (@WoosukKwon.
@zyongye # cc) o

2. zyongye REIE /cirun, BE/EEE%H APPROVED, LK EN, &G IsotrOpy &3
, BT MRS USDNEENRE AITFBS

3. CI HLEBEAFEAE RMZE: [This PR is 219 commits behind upstream main--- No new
CI build was started.] 1% merge main (commit 66d9152) EEH, fit%k Buildkite
CI #89277,

4. claude[bot] BIE HIFHE A fork PR #EH: [This pull request is from a fork —
automated review is disabled.] Iﬁblxﬂ'E%'ﬁE%fﬁ?ﬁf’F%‘E AEY 31 NENS
GSMBK £ LR, BIOB=ZHESHFE,

BELFEH tig] HLEEEE body EBBRIERE: [Model-load memory increased
from 41.47 to 43.34 GiB/rank (+1.87 GiB) because the original shared parameters
remain allocated.] & RITBIRE TN, HRERI BFKER,

o AT EZEERFTE| 2560 (design): WEEZIZER, zyongye BiftA Cl #F &
Ja 445 APPROVED, Tof&EKE M.

ASFEARBERKRBEHZERET RN ER LA (performance): 1FE BRI TEH UF LUKz #
RER, FHEREEFN, WRERIIABERERSKELSMMATN, BTFHEZHNEAERE,

« AX %S main 219 A commit 3 CI #3E (other): /& merge main (commit
66d9152) JFE#T /ci run, & Buildkite CI #89277, MiREN 571 &,

. fork PR B9 B shft review #Bkit (testing): SR BE=F#ASFE, EMMETERBIEZIRMG
8 31 NEM. 8 rank BEEBHEZN (0 — 40) 5§ GSM8K S,

R -5 B
o QS

1. BFE)E (BEWR) : HSTREAREER Parameter #f%, R4 checkpoint RRE 5 #h
¥ transformed REH7F, HEEMBLAEF +1.87 GiB/rank (41.47 — 43.34 GiB)
» T 16K ETFX. --gpu-memory-utilization 0.9 HIIRE T, XILHSHEEFE KV
cache ZE; vllm/models/deepseek_v4/nvidia/model.py # if not pad_weights 2% &
ME—iRH e, EAREBKRNEESHA X,
. XAEB=F kernel MERARIKF: pad_weights HIES
_prepare_shared_expert_scale FPBERHZEIAE DeepGEMM A ZEZ
——transform_sf_into_required_layout B94%4R API (F singleton ## MN-major.
TMA 345589 packed-UEBMO stride) . 1x32 scale RLE. block_k % 32 ==
_check_runtime_supported R A hasattr f{EEAIFEN, T3EEKIMEXE ﬁﬂ’]*ﬁﬁwﬁ i
BNE R FakeDeepGemm (transform_sf into_required_layout B 3E3RE torch.empty)
, B5 kernel By stride 5#EEXF AR ES



2. A MR kernel X}MANFRIRA AR BREER LA scale HRIT ERKETWME, B
AT/ IS EEZS S MMA BN, # scale 5K 0 SIREEEEH TR EZERME,
GSM8K £, (flexible-extract 96.21% — 96.13%, strict-match 78.17% — 79.23%)
BB TIHIBRERIERE, B 5 ES DeepGEMM kernel B93ZETT R FUE LT,

3. EEREEIZEEEERIE: —E pad_weights FIAR (BHORERREZMFTER 2560, =
scale B4 post-load hook EHK packed /) , REBAXIST, MERRRE XL KIHE
num_shared_experts B0, R¥ FT—%logger.warning, MREFBREZI| ETHEELR,
padded-packed-scale-fallback FABIEE T XFRZHITA, EEXLEREFHELRIN,

4. NBEMA RN TIZMRFE: gate_up_weight.view(torch.uint8).unflatten(0, (2,
unpadded_size)) K#i FP8 RN F ¥ dtype B gate/up 7 dim 0 3% [gate; up] HA,
—B BB A RMHR SRS AEE diype, XE padding *E#EREENALT shape Wi s Kb RE
P, - P ERMRE: 8xB200. TP8/EP/SP. FP8 KV. 16K ETF3XF, vllim bench
serve BoRIIBEHM 122.6 — 134.3 tok/s (128/256, C1) F| 2853.9 — 3359.2 tok/s

(1024/128, C64) , #H 9.6%~17.7%; Mean TPOT FF& 8.8%~14.3%, Mean TTFT
T 4.1%~21.0%,

F¥EE: GSM8K 1319 A L flexible-extract 96.21% — 96.13% (-0.076 pp) , strict-match
78.17% — 79.23% (+1.061 pp) , TRMWES,

®UASelE: (XFRE deep_gemm_mega_moe Ein BEZFERKFEANTH DSV4/DSV4.1
NVIDIA B&12; HMER, Hih MoE BT, fEERMHT

VLLM_DISABLE_DSV4 MEGAMOE_SHARED_EXPERT FUSION {ERE/THRFX, A5 E
HEZREMNE (0 — 40 B@d)

TRA: & rank MBRAF +1.87 GiB, BTEREERA, 2ERIATRSHHLEKS KV
cache BE, WEHAEEE X gpu-memory-utilization 5§ max-model-len IR E,

HIRAE TALE: A [XFF padding + & checkpoint fZ3Ik Parameter] ZEx T —N"T£H
R, EEBEIAFERERBEREER—ROER (RRT 2304) THUERYTE; MRk
SEMN 3 BT E| 6 H, HEANBZRERLS X, UG T ZERANRTLZEME,

« REeFrie: BHEEHA +1.87 GiB/rank, &# DeepGEMM 1x32 faJmR 4 , EAM kernel &
IONESEES , W MoE REEBATE | M STFRMEFRER B 4T

KERBKL

« PR #53040 #53040 (LETFCREH#AAD) « £EELTRRAERMENAF PR: PR body BEE
B TExtends #53040] : A PR % PR EVHRAEZERMESBEENRE 512 X554
FEME, b E 2304 — 2560 WEESO,

« PR #56217 [Feature]: DeepSeek-V4.1-Flash Kernels Integration & Optimization
Tracker: 4~ PR B4zhHLKIR, body E4TEIS| FiZ tracker issue; ©LET

Mega-Gate/Mega-mHC. Sparse Indexer. DeepSelect. FlashMLA &— %% DSV4.1
kernel S TIAE,

+ PR #53567 [8/N][warmup] [DSv4] Migrate MoE execution and distributed kernels: PR
body PABAHEE: [#53567 and #54049 cover different paths] — 3TN E
DSv4 NVIDIA MoE H#UTE 2 R\ kernel 8 warmup 24, FEREZERTEHO,



« PR #54049 [feat] FlashInfer CuteDSL MegaMoE integration: [EJ& MegaMoE Ri-& 7 [a]
BE3ARRE: &3l FlashInfer B9 CuteDSL MegaMoE kernel (K batch/prefill 355%)
, K PR 682 DeepGEMM MegaMoE it ZE 4K padding & O,

+ PR #56441 [Perf][DSpark] Add KV-only context insertion across V4.1 cache formats:
)& DSV4.1 kernel £ 5 MR L, L DSV4.1 5B cache/ REMREF A
AR kernel BANE, 7 —HIBAZERIRE VLM FRUE#H T &,



