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MTRE

« —A)iE: DSV4.1 MATTEIESA Triton W%, decode TPOT &4 15%

< EME: ESEIE, LHEEAEM vLLM TEHIERZMLE CUDA-graph 3#AEKEN T
f2Uf: _token_request B X &M =4 + lane RUKEK'S
_indexer_decode_metadata_kernel BB A% % =# (seq_lens / block table / indices /
per-request lens / padding &%) ZIEEFHAN AAZENR PyTorch 8 BiZiT5ER,
grid A= max(num_decodes, num_decode_tokens + cdiv(capacity -
num_decode_tokens, 256)) ERAEZREREN M BZERRET AMNRT, BERELAX
Fo FNZAZEINESZNZ=A: (a) num_mapped_tokens {KIBE B CPU BBRiZAE; (b)
varlen T decode_lens_buffer BZEIERZE token FFTAEREIEE; (c)
requires_padding = False BERRSERE, FELEVANREE: B/EEFH PR B oikdE
benchmark X CI AEYT (E/VEZ batch-16 decode 5 DSpark BENKR) , UK
HEIPEXT viim/v1/attention/ops/metadata.py BIENAZM—RIIZITEZ, AN Y
Al PR RANBAES. TALFFILR,

THHES BAL

PR body BEAzHHL: DSV4.1 ZEHEA model step #FFH—5% PyTorch HEF &
token-to-request BLEt5 RFAL indexer decode TT¥k3IE, EELX AN HEEESERA buffer'®y
Triton W%, WAEILRE DSpark BENIIEAEREIRREGFSMNMERN draft 32, BEl
“Device boundaries are necessary for DSpark adaptive verification, where CPU
boundaries can be stale”; RRIBSEZIIRE decode_lens_cpu.sum().item() 235 CPU R
{ERIES) repeat_interleave, WKz BArtt EL: TTHIE GPU A 3-4x. batch-1 DSpark
R TPOT A% 15-18%. CPU aten::repeat_interleave B4-M 54 JXFE3| 0, PR BARAMK T
EXERE (3 &KDeepSeekVimetadata. indexermetadatatriton. token_to_req_indices.
metadata DSpark) , HEBIE #56344. #56254, #52628, #55692 I(ERES; Kk
BXAEAT issues

LI AE

1. AR E: viim/v1/attention/ops/metadata.py (FrX#, 87 4T)

« _token_request(query_start_loc, token, num_regs): R&mmAENL =2 L while
tl.sum((lo < hi).to(tl.int32), 0) > 0 FX“FiE lane HRUKSK AR W ;
tl.load(query_start_loc + mid + 1, mid < num_regs, other=0x7FFFFFFF) FF#Ra%L; R



= tl.minimum(lo, num_regs - 1), #EZEKIEXK /padding token FE&/E—/NEIE1E KM
THF, XELCPU R ae #A” el F I RHR & 3me < 8,

« _token_request_mapping_kernel: &4 program & 256 4 token, token <
num_mapped B E request id, E4&5 0; H do_not_specialize FR3E R TSk B %
batch TS HKEE &%,

« _indexer_decode_metadata_kernel: —/ program —/* token XS %5
output_seq_lens (& token ERKE) . decode_lens ([EX 1) . indices.
output_block_table 1T; else 4% X 256 ARLEE [num_tokens, capacity) FE, AT
CUDA graph #°& replay /&M% & padding; KEH if token < num_reqs B{% pid
program & per_req_lens,

2. CommonAttentionMetadata.token_to_req_indices #R#% (
vlim/v1/attention/backend.py, +13/-11)

« |[HEME=: M3 arange + torch.repeat_interleave(query_lens,
output_size=num_mapped_tokens). copy_ # buffer. &K zero (); FHEI—XK
_token_request_mapping_kernel[((num_output_tokens + 255) // 256,)], Mk
max(num_mapped_tokens, num_tokens) it%&,

« num_mapped_tokens AERE int(self.query_start_loc_cpul-1]), JE&HA “Padding
requests have a query length of zero and are skipped by the device boundary
search”, #HLEZHEYIF EF A buffer[:num_output_tokens], Bma@E#ABY DSV4.1: XE
£ attention backend F{AMBETA D, EHESTEIR (_token_to_reqg_indices_cache)
REFARZ, {RIE CUDA graph replay ~= & BT,

« XAREAZER import, BRARRG AR Triton WAZS BERBIFMRRL,

3. indexer varlen decode % BT IERE (viim/v1/attention/backends/mla/indexer.py,
+69/-52)

« MFR _build_varlen_decode_indices: ZEZMEE int(decode_lens_cpu.sum().item()) B
CPU FE#5MK repeat_interleave,

« torch.diff(...) B decode_lens_buffer. per_req_decode_lens_buffer.copy_ —#&# A\ if
not self.supports_varlen; _prepare_global_decode_seq_lens F#tRZE3E varlen E&{2E
F; _prepare_decode_tensors BAE A else 2%,

. varlen 2% A—>X _indexer_decode_metadata_kernel[(grid,)], FEEIE seq_lens /
block_table / decode_lens / decode_indices EH 4R EF|FA buffer E, HEEE
requires_padding = False (padding EHRAZEE) .

« PIAE/A grid = max(num_decodes, num_decode_tokens + triton.cdiv(capacity -
num_decode_tokens, 256)) AIERXEIR T : BIERIES request #E program 5
per_req_decode_lens_buffer, E¥BERERIFFEE,

« DCP 7R R B %& token BFF. BAMALBNF: global_decode_seq_lens_buffer[:num
_decode_tokens].copy_(seq_lens) ZJa&# global_seq_lens_for_decode, % |BFHFE
FARN BIERAHNBEASRKERR A RE WET,

4. MIRBLE (tests/vl/attention/test_indexer_deepseek_v4_slot_mapping.py, +105)



. test_fused_indexer_decode_metadata: Z#Mt query_lens=[[1], [6]*16, [0,2,6,0,4],
[0,0,0]] x padding=[0,17], #3& 65 %] (FE 2 k&, A& next_power_of 2 ##5) HY
block table 5% EFREY capacity, K¥iE& token HEKE. BEFEZE. padding LR35
F num_regs + token - actual_tokens, #£2F rtol=atol=0,

« test_device_token_request_mapping: Br=E3iRE buffer 5 A% data_ptr() #E, MEHEIR
CUDA graph. #% lengths Fat#ek’5 gsl[1:] B graph.replay(), BiE‘CPU 4 &t #A
RO &R AR,

5. IRREESL 2B RHNZS

« A commit E1BFREE PR 8 metadata benchmark harness, ©FERZA = £ M
REMA, WIRAMNNA CLPERE / EFMEITE,

« PR body BA#“No new JIT warmup-framework wrappers or registrations are added”,
BRA#ZE Triton BRIA JIT B2, REAEZTAREY; 3E varlen indexer 5285 ROCm
BRAZIIREKBY, THTEEE K schema T &,

R

« vlim/v1/attention/ops/metadata.py (#3R TTHIEAZ; KA source; ER core-logic;
&5 _token_request, _token_request_mapping_kernel,
_indexer_decode_metadata_kernel) : 7 PR #IEHAZIEIR, ABLI;ITE: &
— 489 _token_request. token—request BRETNAX _token_request_mapping_kernel, X
R —RMEAE R SM100 varlen indexer decode TT3k#E &% CUDA-graph padding 8

_indexer_decode_metadata_kernel,

« vlim/v1/attention/backends/mla/indexer.py (#£3k &R5| 8 tk#E; K7 source; £H
core-logic; &5 _build_varlen_decode_indices, build) : DSV4.1 indexer JTk#EMZEE
#12: varlen decode X XA —>X _indexer_decode_metadata_kernel, &
_build_varlen_decode_indices, #4B torch.diff / _prepare_global_decode_seq_lens /
_prepare_decode_tensors £k IE varlen %, BARMEEKZSIEXTERETH
XA,

« vlim/v1/attention/backend.py (13 SEFEATTEHIE; K5l source; EH core-logic; F5
token_to_req_indices) : CommonAttentionMetadata.token_to_req_indices ZFrA
attention backend LA BYBRET AN O, AOKIL repeat_interleave + copy_ + zero_ = HepX,
—J R _token_request_mapping_kernel, ZXUHERAN—LKE), WL RELDFREF
HT RNFEBIELEM.

. tests/v1/attention/test_indexer_deepseek v4_slot_mapping.py (3R RI|EMiX; K5
test; £ test-coverage; 5 test fused_indexer_decode_metadata,
test_device_token_request_mapping) : FIEF N CUDA E BN :
test_fused_indexer_decode_metadata & EKIEK. padding. I 2 KBS F®S BERFE
., test_device_token_request_mapping Fi CUDA graph replay + #t#ik 5

query_start_loc 301E'CPU A RN EARDOR &R F AL, ZA PR Bapfby T EIEHER

%o

XS _token_request, _token_request_mapping_kernel,
_indexer_decode_metadata_kernel, CommonAttentionMetadata.token_to_req_indices,



DeepseekV32IndexerMetadataBuilder.build, _build_varlen_decode_indices,test_fused_ind
exer_decode_metadata, test_device_token_request_mapping

KR Fr B]

vlim/v1/attention/backend.py

CommonAttentionMetadata.token_to_req_indices ZFr& attention backend +tF BYBRET A
O, AK4E repeat_interleave + copy_ + zero_ Z#HH#epk—K
_token_request_mapping_kernel, ERMERAN—KE), WL REL TR F#HT A4
BB,

def token_to_req_indices(self, buffer: torch.Tensor) -> torch.Tensor:
"""Build or reuse the per-token request index mapping."""

num_tokens = self.num_actual_tokens

if self._token_to_req_indices_cache is not None:
# CUDA graph replay 8947 buffer #iit5 num_tokens #ARZE,
# A AT EZEHMOR SRS (EEBHNSWIR graph WA ENE)
assert self._token_to_req_indices_cache.device == buffer.device
assert self._token_to_req_indices_cache.dtype == torch.int32
assert self._token_to_req_indices_cache.shape[0] >= num_tokens

return self._token_to_req_indices_cache[:num_tokens]

# Built from the device query_start_loc: adaptive verification decides the

# per-request draft split on device, so the CPU copy carries the right total
# but not the right per-request boundaries. Padding requests have a query
# length of zero and are skipped by the device boundary search.

# & : num_mapped_tokens 13k B CPU &%k, ®REMR AT ELSL
num_mapped_tokens = int(self.query_start_loc_cpu[-1])

from vilim.v1.attention.ops.metadata import _token_request_mapping_kernel

num_output_tokens = max(num_mapped_tokens, num_tokens)
assert buffer.shape[0] >= num_output_tokens
# —>X launch %/ repeat_interleave + copy_ + zero_ =%
# [0, num_mapped) BIRELF =153 request id, ERMNEE 0,
_token_request_mapping_kernel[((num_output_tokens + 255) // 256,)](
self.query_start_loc,
buffer,
self.query_start_loc.shape[0] - 1, # num_regs
num_mapped_tokens,
num_output_tokens,
num_warps=4,
)
# ZEEEMY, replay NEEY A EH.
self._token_to_reqg_indices_cache = buffer[:num_output_tokens]
return self._token_to_req_indices_cache[:num_tokens]

tests/v1/attention/test_indexer_deepseek_v4_slot_mapping.py



P/ CUDA E SR : test fused_indexer _decode_metadata & & EKiEK. padding.
I 2 REA TS RBEEE; test_device token_request_mapping B8 CUDA graph replay +
PR E query_start_loc IIE‘CPU 3 R HAR LR E U R AE", BAR PR BohLWEELE
BRI RG £o

@pytest.mark.skipif(not torch.cuda.is_available(), reason="requires CUDA")
@pytest.mark.parametrize("query_lens", [[1], [6] * 16, [0, 2, 6, 0, 4], [0, 0, 0]])
@pytest.mark.parametrize("padding", [0, 17])

def test_fused_indexer_decode_metadata(query_lens, padding):

"""Flatten device query boundaries and clear graph padding on every replay.
from vlim.v1.attention.ops.metadata import _indexer_decode_metadata_kernel

device = "cuda"
lengths = torch.tensor(query_lens, device=device, dtype=torch.int32)
gsl = torch.cat(
[torch.zeros(1, device=device, dtype=torch.int32), lengths.cumsum(0).int()]
)
regs = len(query_lens)
n = sum(query_lens) # E5Z token %k
tokens = n + padding # #&# graph padding /58 token %k
capacity = max(tokens, regs) + 31
seq = lengths + 4096
# 74 5|8 65 F|: ZIBALFTAIE 2 )RE, BRE next_power_of 2 4% ;
# (-99) WMERA FRMKRERZE NWALE,
bt = torch.arange(regs * 74, device=device, dtype=torch.int32).view(regs, 74)[
, .65
]
out_bt = torch.full((capacity, 69), -99, device=device, dtype=torch.int32)
outputs = [
torch.full((capacity,), -99, device=device, dtype=torch.int32) for _ in range(4)
]
out_seq, out_lens, indices, per_req = outputs
grid = max(regs, tokens + (capacity - tokens + 255) // 256)
_indexer_decode_metadata_kernel[(grid,)](
gsl, seq, bt, out_seq, out_bt, out_lens, indices, per_req,
reqgs, tokens, capacity, bt.stride(0), out_bt.stride(0),
BLOCK_COLS=bt.shape[1], num_warps=4,
)
# & token HAZ: AR id BFF. ERKEM 4097 &£& token #3H,
expected_req = torch.repeat_interleave(torch.arange(regs, device=device), lengths)

expected_seq = torch.cat(

[torch.arange(4097, 4097 + q, device=device) for g in query_lens]
)
torch.testing.assert_close(out_seql:n], expected_seq.int(), rtol=0, atol=0)
assert torch.count_nonzero(out_seq[n:]) == 0 # padding fiiEE
torch.testing.assert_close(out_bt[:n, :65], btlexpected_req], rtol=0, atol=0)
assert torch.count_nonzero(out_bt[n:tokens, :65]) ==
torch.testing.assert_close(indices[:n], expected_req.int(), rtol=0, atol=0)

torch.testing.assert_close(



indices[n:tokens],

torch.arange(regs, regs + padding, device=device, dtype=torch.int32),
) # padding £ [fAEXK] &S| num_regs + token - actual_tokens
assert torch.all(out_lens[:tokens] == 1)
torch.testing.assert_close(per_req[:regs], lengths)

@pytest.mark.skipif(not torch.cuda.is_available(), reason="requires CUDA")
@pytest.mark.parametrize("query_lens", [[1], [0, 257, 1, 0, 3], [6] * 64, [2, 6, 4, 0]])
def test_device_token_request_mapping(query_lens):

"""Graph replay follows device boundaries even when CPU lengths are stale.

# ... (#33 CommonAttentionMetadata B&) ...

result = common.token_to_req_indices(output)

assert result.data_ptr() == output.data_ptr() # SFRME B A% buffer

# #IE graph B8R query KEHBHKE gsl: CPU BIAREWHEFILE,

# RAERERR S5, ERBENBIERRAOMUEIN,

graph = torch.cuda.CUDAGraph()

common._token_to_reqg_indices_cache = None

with torch.cuda.graph(graph):
common.token_to_req_indices(output)

reversed_lens = lengths.flip(0)

gsl[1:].copy_(reversed_lens.cumsum(0))

graph.replay()
expected = torch.repeat_interleave(
torch.arange(len(query_lens), device="cuda", dtype=torch.int32), reversed_lens

)

torch.testing.assert_close(output[:n], expected)
assert torch.count_nonzero(output[n:]) ==

RavaNeL £

AR PR BT REFE, Review ZKERA—FIBAME, BRAEMLFAL review i, itie
HPMEEEXRBEEEE PR body PHIBE HIEE:
claude[bot] (state=COMMENTED) : "This pull request is from a fork — automated

review is disabled. A repository maintainer can comment @claude review to run a
one-time review."

BRE shb review B fork #Bkd, #FHEMZA I, Issue XA —FKIEEBCH /ci run
5 github-actions[bot] & Buildkite CI #8847 1 fit & B,

YEZTE body R EZNART T RIER R, (EAEN 26RO HE:

"Al assistance: OpenAl Codex implemented the change and ran the reported checks
and evaluations under the submitter's direction. This PR is a draft; human review of
every changed line and human-run validation remain required before marking it

ready."

"These are single-run speculative-mode evaluations of the optimized implementation,
not before/after accuracy-equivalence measurements."



"Latency means pool all requests across both repetitions; throughput is total output
tokens / total measured duration." (F7EBA concurrency-128 £ R ERK sHEEA.
adaptive BT —N 2.142 ms BEES. K prompt BB & baseline &£ Rt &k,
universal generated-token parity is not claimed")

Z£w: TEN KRR HEXRBIFESE, MEEERENBEMEEE (30 /> attention MR, 24
AN metadata-builder A rtol=atol=0. WRZETEIEXE. GSMEK BIXIEN) , &AL H
VEE A A self-merge, &I~ £ AZX—IX,

« Btk review A fork BBk, AL review HRfL (other): iZ PR &/ ds A T ERZNIE
MTEAN, ERMEKRETESXBIEEBMERE (30 A attention MR, 24 A
metadata-builder Ff rtol=atol=0. FE-FEXILL) , XEREMR DO MIERARLE L,

- MEEXIE S CEANTEIM (performance): 30 A attention Mk, 24 A
metadata-builder B rtol=atol=0 *5F& %k, B TTIIBILIENS, ShEEERHME
BBGRIEYE; 1B 3-4x TEHEMERYE 15-18% TPOT Ukz%A Cl REVFFAE, benchmark
TERNE, EREMIEREB AR,

« Cl i 2R 5 RAS (testing): CI MR FE, EERAHXNFTAZATH CIL L, FENR
1R¥i CUDA FR3%3% skipif Bkt b vl BEBFBR R A 2K

PNSESE-A

« RS 1) &% /CPU HFRIEBX A X (IE#ME) : token_to_req_indices 171 F
int(self.query_start_loc_cpul-1]) £ num_mapped_tokens, #AAZIL
[num_mapped_tokens, num_output_tokens) %&—5 0; fmIBSZILE
torch.repeat_interleave(..., output_size=num_mapped_tokens) 7 & B R ERSEERIN T
R ERBN, PRIABRAIECPU BEBIEM. FRERLF TR,
test_device_token_request_mapping BEHNHWIER DA EAMEE—B WNZE; &

CPU BREAHNH, MBTASTFELXBNAENRALESE. 2) indexer.py #8 CPU 1K
EABEE . max_decode_len / min_decode_len / write_is_uniform / use_native 33k B
torch.diff(query_start_loc_cpu), RABSTAHIZEDFRE, DSpark BENEENKE
WEM token o, EETTEIES PyTorch MK /legality ¥l Z EH—KMEEEE M,
3) ¥ A& buffer IEXZTE (EYAE) : decode_lens_buffer & varlen FTEZFIFKXK TR K
token”, decode_indices_buffer. decode_seq_lens_buffer.
expanded_block_table_buffer #AAZE#ELE, B requires_padding 7 varlen T & 4mAY
A False, 1Hfa Fii5H 8 &% |HEIZRIE K decode_lens 1& X &,
requires_padding=True 2% /T%, SEIARREIR; ARTRENXLE buffer BEIRH
HE, TETeMIABE., 4) NEAKIBIRBEIR (EEE / BITZEHRE)) : _token_request
89 while fEFRREEBURT query_start_loc % (FRIFRY log2(num_regs) ) , SIMT T
PU2ER lane YREK AR &M, BemmAHIHOR SR K RIE program BIFERT; R BTER
launch #RE3% cdiv(capacity - num_decode_tokens, 256) FEXRERE, ITESEE
(max_num_batched_tokens) fIESZER batch B ELBI, /N batch KEEREXER S F 8 E
ERE, 5) BRIUBEFRE CRERFK) : TAL review iFi8. Ba1fb review A fork 1%
M. /F#& self-merge; GSM8K 5 SPEED-Bench ¥R #% / B2MME, fF&EER “not
directly comparable”“parity is not claimed”; benchmark harness % =/ commit #



B, SERTHRERYIFEE, BLX indexer _decode_metadata_kernel 2 buffer /&

BERIR B ERR A B sh LRI

« 2 AFM: DeepSeek-V4.1 7 DSpark %HARLZ = E) TPOT AR &35 (batch-1:
1.657 = 1.407 ms, -15.07%; mMBEEMN 1.781 — 1.457 ms, -18.20%; 3E DSpark
W& 5.82%) , SPEED-Bench 8K/1K T concurrency=1 # TPOT [& 19.31%. &
1.223%, m#& (128/1024) URzURSKE| 0.2%-1.4%, TTFT EAFFEZHI
-0.48% WEE TR T, AZM: CommonAttentionMetadata.token_to_req_indices &
FiA attention backend £AMBRETA D, EBEXZEN (BEE 0. &&EW L) FWEEA
T DSV4.1 A& ; THIERRABA aten::repeat_interleave, fRLH ) GPU kernel
launch #M 77 &3] 17, % CPU Il launch-bound 3ZE A H&Z4F, HBAM: X248
CPU = WA HEIR TR &3 X —SENE VLM TTHRIBRZ LR X —kEH, 2%4E
LLFTA K query_start_loc_cpu BITCERBEMERRSENEA; FERA PR JLEEAL
review BI& AN, EHANHMMaREZBILERNBKIuEE, SO T 52 0T FRE,

« NFEFRIE: BQERIZEE |, B backend HAMNTHIFEEXEZE | %& /CPU B RBIK ,
CUDA graph ¥4 buffer RH#2KE , requires_padding iEXERAGZTE | R0 A
T review, MEEEURZE T CI EYVIFAE |, Al £RREZI + BINEESE

KERIKZE

+ PR #56554 [DSV4.1] Remove compressor-aware image sentinel token padding: [EJ&
DeepSeek-V4.1 MINAEEBIZH9E) (mm_preprocess / vl_model / config) , 54 PR
—MEMIE DSVA.1 MK token Ji5 TIEEN, ZR—ER LB I,

« PR #53566 [5/N][warmup] [DSV4] Migrate NVIDIA CuTeDSL attention kernels: iZ A%
BN THZF JIT iR, fiA PR AR "No new JIT warmup-framework
wrappers or registrations are added", BIZI|ESRFAMPAELR BELERA SB35 Triton,
BT xR — R AR F %,

« PR #56503 [ROCm][DSV4.1][Perf] Use AITER mHC for the delayed pre block: E+£&
DSV4.1 BITEdR /| WERMEREMRM, REE ROCm + AITER Bk, FAELRARI
DSV4.1 #IAE mHC BREEWZER TABINZE.

« PR #53781 [3/N] HiSparse: host-resident sparse-MLA decode hot-buffering: 3 %
MLA/indexer fll KV 5 o #EE&42 (single_type_kv_cache_manager.
sparse_mla_attention) , 57 PR 2&E ] indexer decode Jt#k3#EREJE SM100
MLA #%, JH % E—iit buffer 15X,

- PR #56398 (PR body 2R #) #56344, AREUARE LT X iR RS attention #FITH)
: fFE7E PR body 5| 818X TAEHF FBRIRTT AR % PR @& attention itH, A PR R
B N TOEIEMIE,

« PR #55692 (PR body &) #55692, ArAAE LT XHEME: METH top-k block
table gather) : fEBEEXEXEFTIHAMKX S : % PR E T top-k block-table gather,
A PR RAUFTARLIBTHIE, —FM block table 18 X & ERIFXTF.



