PR #56560 S2&iRLE

vlim-project/vlim
[ROCm][DSv4.1][Perf] Dequantize the MXFP8 weight once when dot_scaled cannot be used
&3rtiE: 2026-09-15 09:07

JRSCEESE: http://prhub.com.cn/viim-project/vlim/pull/56560

MTRE

« —A)iE: MXFP8 EXFF K ERAMBH —KMEEN, TP4/8 MBMEIREL 5%

 ENME: EEREIR. BOEAES: BRSSP ESNRETE LRIIMEBE, BT
R FEIWS HhL; ==& apply_weights F element_size Tk dtype #a Uk, HIREE
SRR, FEMTEMRKES RENE, ZRMREERET EX shape (K=576/288) =
3, FXERRREM spy BiE, #HRT RMEMK shape WE KX, 3T ROCm LHEWL
kernel AL 3k 3 MXFP8 B3Rty Ti2)H, X{p PR BE—AMBIFHISEAR,

THRES B

RocmDotScaledMxfp8LinearKernel &k tl.dot_scaled JRAE MXFP8 GEMM, {8
dot_scaled K K % 128 == 0; X EMIRE (40 DeepSeek-V4.1 £EE XK down_proj
¥ TP4/TP8 T K # ¥ 576/288) , |BRABLE apply_weights W& A
dequant_mxfp8_to_bf16 EiE[R—ik BF16 i)XE, PR body &1t TR
dequant_mxfp8_to_bf16 & 6 A pointwise kernel, FP32 dal[{E & FP8 JRH 4 {EERRE
I HBM, 2.95 MB RRE4 %) 56 MB i E; TP4/TP8 T 40 B&ia®, & decode token
FFHEY 2.24 GB HBM R &, XtHE EmulationMxfp8LinearKernel ¥
VLLM_MXFP8_EMULATION_DEQUANT_AT_LOAD FBAKER,

SCIIR AR
STIAR AT P At

1. EXSG—XFEE: & vilm/model_executor/kernels/linear/mxfp8/rocm_native.py H#t
# _DOT_SCALED_K_ALIGN = 128, itin##i5#@BEMAIAR —A K MFHE, BER
N2 & BERD 128 #RER,

2. InEE— R E: process_weights_after loading ZEHET weight_scale Z 5% K
% _DOT_SCALED_K_ALIGN != 0, AENA dequant_mxfp8_to_bf16 & FP8 X E AKX
BF16 # 5@ layer.weight; XMFREHIF FP8 1A, XFEFLEN forward EAHEZE
HEIKE,

3. IR E T E KNI apply_weights BIRIAFR A : £F
layer.weight.element_size() >= 2 (BF16 E# torch.nn.functional.linear) , B&¥CE
K 2F&F (E _mxfp8_dot_scaled_linear) , RERE SLMEN NE=0%, F=%
X %% process_weights_after_loading KizfT. XEMZE FP8 A K EEXFHIER, R



JE3EF N dot_scaled By 128 K 3rhiBiE,

4. BEFNRELE: FE tests/kernels/test_minimax_m3_amd_ops.py #F3g
test_mxfp8_rocm_native_unaligned_k_dequantizes_at_load, Z#LESZ4 = shape
(5120, 576). (5120, 288) (DSv4.1 TP4/TP8) 53t5FxtH (256, 2048); A _spy B
IR mxfp8_dot_scaled_linear, BiE unaligned FP8 R E #F &% dot_scaled,

5. MEREISIE: FE 4x MI355X (gfx950) . ROCm 7.2.3. TP4 A vlim bench serve Xttt
FNRITHNT B Z BIEBIR 0.28%/0.08%, Mk Tk 4.6%/2.3% 89 TPOT K& ;
profile #IA exp2_kernel_vectorized4. CUDAFunctorOnSelf_add<float> & A
2600 V3%E,

REEF:

« vllm/model_executor/kernels/linear/mxfp8/rocm_native.py (13 E1LAA; 25| source
; B core-logic; 5 _DOT_SCALED_K_ALIGN,
RocmDotScaledMxfp8LinearKernel, process_weights_after_loading, apply_weights) :
#%AWSZI: process_weights_after_loading ¥ K 3EXSTEY MXFP8 IR EEMEBMA — IR AR
B R BF16, apply_weights BX A% weight.element_size() 2k IR B ES R EL
fallback, RFIR#E FHER docstring,

. tests/kernels/test_minimax_m3_amd_ops.py (&R REOMR; HK 7 test; HKA
test-coverage; 5 test_ mxfp8_rocm_native_unaligned_k_dequantizes_at_load,
make_layer, _spy) : ¥ESEMARTINR, BiEEE DSv4.1 £EE X down_proj &
TP4/TP8 BYE 5L shape (K=576/288) 5xt5Fxt# (K=2048) , #H spy #is
unaligned FP8 RREF &4k dot_scaled,

XHFTE: process_weights_after_loading, apply_weights,
test_mxfp8_rocm_native_unaligned_k_dequantizes_at_load

KR Fr B]

vliim/model_executor/kernels/linear/mxfp8/rocm_native.py

% SH: process_weights_after_loading ¥ K JEXFFE) MXFP8 IREE MM —RIEMRE
R BF16, apply_weights BR A% weight.element_size() 2 kIR EBHAEEN fallback,
& B HAE R docstring,

# vlim/model_executor/kernels/linear/mxfp8/rocm_native.py

# dot_scaled By K 3% 128 23k; K R EXNFHRE T HERE MX K12,
_DOT_SCALED_K_ALIGN = 128

class RocmDotScaledMxfp8LinearKernel(Mxfp8LinearKernel):
# B4 CDNA4 (gfx950) MXFP8 &t GEMM, &3t Triton tl.dot_scaled 5231,

@classmethod
def can_implement(cls, c¢: Mxfp8LinearLayerConfig) -> tuple[bool, str | None]:
#ER: XEFRE KR, KXAFMEBMBIANBEENEIE,

return True, None



def process_weights_after_loading(self, layer: torch.nn.Module) -> None:
# MBMERPIT—R: 18 K EEXFFE FPE IREMEIA BF16,
# % apply_weights €K forward EZR—KE (6 4 pointwise kernel,
# B FP32 $aMEE HBM FFERFER) o
weight = layer.weight.data # [N, K] fp8
N, K = weight.shape
scale_k = K // MXFP8_BLOCK_SIZE
weight_scale = layer.weight_scale.data[:N, :scale_k].contiguous()
if K% _DOT_SCALED_K_ALIGN != 0:
weight = dequant_mxfp8_to_bf16(weight.contiguous(), weight_scale)
layer.weight = Parameter(weight.contiguous(), requires_grad=False)
layer.weight_scale = Parameter(weight_scale, requires_grad=False)

def apply_weights(
self,
layer: torch.nn.Module,
x: torch.Tensor,
bias: torch.Tensor | None = None,
) -> torch.Tensor:
if layer.weight_scale.dtype = MXFP8_SCALE_DTYPE.:
raise ValueError(
f"Expected {MXFP8_SCALE_DTYPE} weight_scale, got "
f"{layer.weight_scale.dtype}."
)
out_shape = (*x.shape[:-1], layer.weight.shape[0])
x2d = x.reshape(-1, x.shape[-1])
# HRBRATEANTGARZE dtype: BF16 (5= 2 F¥) HEFEELA linear;
# 02 FP8 B#UE K XFFEF A dot_scaled; BMHH A ERHRESH
# fEE1L, BZ process_weights_after_loading &X3iz/T (RREH A FPS A
# K 3EXTF) B9ERR, BMRIETEAMHN dot_scaled IR REFEE,
if layer.weight.element_size() >= 2:
out = torch.nn.functional.linear(x2d, layer.weight.to(x.dtype))
elif x2d.shapel-1] % _DOT_SCALED_K_ALIGN == 0:
out = _mxfp8_dot_scaled_linear(x2d, layer.weight, layer.weight_scale)
else:
w_bf16 = dequant_mxfp8_to_bf16(layer.weight, layer.weight_scale)
out = torch.nn.functional.linear(x2d, w_bf16).to(x.dtype)
out = out.reshape(out_shape)
if bias is not None:
out = out + bias
return out

tests/kernels/test_minimax_m3_amd_ops.py

SRR, BEEEE DSv4.1 £FE LXK down_proj £ TP4/TP8 BYESZ shape (
K=576/288) 5xFx (K=2048) , #H spy W= unaligned FP8 REAR &AL
dot_scaled,

# tests/kernels/test_minimax_m3_amd_ops.py
# (5120, 576) 5 (5120, 288) & DSv4.1 £ZEXK down_proj 7£ TP4 / TP8 B HE L



# shape; K = 2048 fREAXFIE, YL E dot_scaled,
@requires_gfx950
@pytest.mark.parametrize("shape", [(5120, 576), (5120, 288), (256, 2048)])
@torch.inference_mode()
def test_mxfp8_rocm_native_unaligned_k_dequantizes_at_load(shape):

# dot_scaled & K 128 43R, unaligned RRE 48R T,

N, K = shape

aligned = K % 128 ==

w_bf16 = torch.randn(N, K, device=DEVICE, dtype=torch.bfloat16) * 0.1

w_fp8, w_scale = _mxfp8_e4m3_quantize_torch(w_bf16, is_sf_swizzled_layout=False)
x = torch.randn(7, K, device=DEVICE, dtype=torch.bfloat16) * 0.5

# S5EE: SMENBEMESR linear,

out_ref = torch.nn.functional.linear(x, dequant_mxfp8_to_bf16(w_fp8&, w_scale))

def make_layer():
# M RZ process_weights_after_loading”8 &, weight 732 FPS8,
layer = torch.nn.Module()
layer.weight = torch.nn.Parameter(w_fp8.clone(), requires_grad=False)
layer.weight_scale = torch.nn.Parameter(w_scale.clone(), requires_grad=False)
return layer

kernel = rocm_native.RocmDotScaledMxfp8LinearKernel(Mxfp8LinearLayerConfig())
layer = make_layer()

kernel.process_weights_after_loading(layer)

# MBS unaligned RERIER BF16 (>= 2 F¥) , aligned & FP8,

assert (layer.weight.element_size() >= 2) is not aligned

# 158R FP8 By unaligned RRE A MEERB|EMEEN, fARFEA dot_scaled,
unprocessed = make_layer()

calls = ]

real = rocm_native._mxfp8_dot_scaled_linear

def spy(*a, **k):
calls.append(1)
return real(*a, **k)

rocm_native._mxfp8_dot_scaled_linear = _spy
try:
out = kernel.apply_weights(unprocessed, x)
finally:
rocm_native._mxfp8_dot_scaled_linear = real
# aligned Bt dot_scaled S ; unaligned BY48 1R EE,
assert bool(calls) is aligned

P AR
ooitiE R E ChuanLil101 BI=% review, ¥ EAEEARER:



1. REL2ER D (correctness) : ChuanLil101 F8H “apply_weights &% unaligned
fallback, MMRARENZ FP8 B K Ex45F, R EEZMA dot_scaled, X7 K % 128 I=
0 BFZJESRMY, ME;IZ K % 128 HlWr. NAIZ element_size #IB¥7, WEFEEL—E (Fln
process_weights_after_loading &3&4T) , BwaE#IEERRZ, BHRESTHEENL
fallback. "EHEMRERE=0%, ARKBWERL,

2. B (testing) @ ChuanLil101 X788 Emulation BB K
test._mxfp8_linear_emulation_bf16_at_load ¥¢in&E =, E il BF16 585/ EL
ZR—BCHE A FP8 MIEXNSFARELRRA dot_scaled’, 1EEHFTHES LM EIMR,

3. XA R (documentation) : ChuanLil101 8 XHFKMEMRIERNFTF K 22 kernel
selector fallback #| emulation, 18 can_implement 184 True. selector RAFEXRE| K,
Y& B ¥ docstring, BRARRMMELAMEELL,

4. MR, shape H§HEF R (testing) : ChuanLil101 2 H EVIMIRAE K K=2080/2048
, SZFr DSv4.1 B shape & K=576/288, &E MV I—NESLZE shape’s fEEMA
(5120, 576) 5 (5120, 288), H##krG 288 FRBITTAR K=2080,

5. mypy pre-commit &K (style) : mergify %>X327R pre-commit k&, EEF _spy M
calls.append(1) or real(...) B9 lambda R A €& REK, &5 list.append 3RE None 3K
B mypy [func-returns-value] #R35E,

« apply_weights %% unaligned fallback B4 k&4 (correctness): Y& TE apply_weights
PRETE=2X: 1A FP8 B K FEXFFRAESW dequant, FRKZFEBIRE LS,

« BRAEEXTE K BIEVIMIR (testing): FrIESERMWIMIR test_mxfp8_rocm_native_unaligned_
k_dequantizes_at_load, #H _spy Bis dot_scaled JARIE M.

. 3R docstring E#R selector fallback 3B (documentation): docstring 2R AR K JEXT
FREEMBIABEN—RIELE linear RE .

« BN shape LR (testing): MO (5120, 576) 5 (5120, 288), #kE5 288 [
REY K=2080, RE K=2048 FAMNTFXE; gfx950 L 58 passed.

« mypy pre-commit %kJ&: lambda 3RE None (style): 2K def _spy, TAFRZHER
ruff/mypy R AIEE,

Rk 5 B
o MRS

1. B G RAMM: BF16 REMARA FP8 B9 2 15, SMEA rank 34y 0.11 GiB, X E
AR GUR IR I

2. ARFBERBMBAZ: apply_weights BIIEF MR
process_weights_after_loading R ERERE, BRFE=ZAXBRK, ERKIHE LA
dtype BB, AMED EH element_size 4k, TN T AEIR A KR,

3. MIRB ZARBUEM: FOMWIAF @requires_gfxd50, RAEEFE AMD CI 89 CDNA4 EiBfT
: dE ROCm &L EZ ({BiZ kernel XA gfx95x £

4 BEEES: unaligned FEEBMLERZE IBITAEKEEMN: aligned BBI2{E dot_scaled,
HBEEENRESMEMRBERR, MRF tol 254 5e-2 5§ 2e-3,



5. &% FP8 REWMA: MEHAMEEIE layer.weight 7B E FP8, #%&3k dot_scaled X
FEXMF K, FEEZEHMBER L RERERERRZ, - ¥ FEEE+E ROCm
CDNA4 (gfx950) + MXFP8 &1t + K EXNFEAMEX—AE, HAHER
DeepSeek-V4.1 & TP4/TP8 THHZEEXK down_proj; TP1/TP2 B K {FARZE M,
NEAFTmE, ##5 TPOT PuBEHLX 15 8 TRHTHE 4.6% 5 2.3%, BHERT&E
YR forward B9 6 A pointwise kernel Bai54) 56 MB RERE., XHEAMmE, ZEIN
AR native kernel B MEAM— R EIE T + EIBIARKFEHSOIRK M T TEH
R, MRFH spy 815 AA M T 3| H M kernel B2, - RFEARIZ: ROCm £HE
2, RKBUINBRRE , B &AM, MEREB gfx950

KERPKZ

« PR #56513 [ROCm][DSV4.1][Perf] Fold the mHC post step into the delayed pre
projection: E & ROCm DSv4.1 fEESMEREMRAL A, HERDE decode token By kernel
B HBM A&,

+ PR #56633 [Perf][DSv4.1] Fold the mHC post block into the delayed pre projection: [
2 DSv4.1 RSB RNE FRE LML, 54 PR IRERENITERE—IK

+ PR #56628 [ROCm][DSV4.1][Perf] Stride the DSA decode candidate mask over the
live context: ROCm DSv4.1 MEethifbsk, kit decode BZMIEHE NS HBM K E,

« PR #51204 [Quantization] Select linear backends per quantization: &1t linear
backend #%#FHL&], 54 PR  MXFP8 linear kernel B4 kiBIEH X,



