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vlim-project/vlim
[DSV4.1] Remove compressor-aware image sentinel token padding
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PATHRE

o« —A)E: B DSV4.1 ZFEAER compressor 315F padding, token JRXFF HF 5%

- EME: EEFIR, % PR 25 LI LI RR B/ NTAM ES: BOEAE
_apply_token_matches_with_placeholders &5 B BRI Al——pad (RFHHENA B S 3K
prompt updates ;5% 7%, MFIRETRIX token RMFTEH, DA K EELRIAREZ, X
ZIRSHEBAEARRNE SENE: BRARABENGIEZ BANETHE S
image_processor.py, ZEIXE4AbE—55 5t DSV4.1 BH token & bit-match BYEYIN
R, HZE mm_prefix_span_leading_pad_modulus &&FH H M iZE A .

THHES BAL

PR body BA#3E H Image sentinel padding only lives in deepseek-v4-vision-exp, not
deepseek-v4.1, HUUEHB®FE image_processor.py BIBARITEEANUEIE (v4-vision-exp BY
L135-L155 5 v4.1 89 L140-L173) , vLLM BRIM vé-vision-exp BT
compressor-alignment padding ¥| v4.1, XBTERARANZELE: v4.1 SELIATHE
F token B H¥E# compressor AR, FUETAMITFF. REBiZ pad &1k vVLLM F=HE
B R token MEEAMATER—EK, #HmemEEHE. engram R EKEE K sentinel LB/
TEE,

LI AE

1. ¥EE5#M4EME (common/mm_preprocess.py, +10/-110) : ik
COMPRESS PAD _TO = 2. IMAGE_PAD_ID = 129265, IMAGE_PAD_TOKEN_NAME
=ANEE; image_sentinel_mask MXX id ELERIRILA token ids ==
IMAGE_SENTINEL_BASE_ID # id tb3#&; validate_image_sentinel ids #RX pad
token By id RI, XRIE/FTL L sentinel L A HAERZEE (MoE router B A token iR
Bl. engram #&8%) R pad,

2. splice T AMW%E &£ MFREAZEX _apply_token_matches_with_placeholders BE (4
67 1T) . REBESERE K RBHERE COMPRESS_PAD_TO - 1 - start_idx %
COMPRESS_PAD_TO Ri#& pad, BE pad KRR ALE M TLIEEAF prompt updates
C MIRREREEE plan_prompt_updates BRIABHE, PlaceholderFeaturesinfo B token
MLES5T pad ARRRITTF,

3. MEE token LIRIKE : safe_resize FEE COMPRESS_PAD_TO - 1 A token;
get_mm_max_tokens_per_item B3R E vision_max_n_token Mm3IEM pad RE;



get_image_size_with_most_features BFE R FIKE A vision_max_n_token, BARIGF
B R token HESR NELE(E, WA RALHWERRITEFESES —Ko

4, BEEIMEREE (amd/vi_model.py. nvidia/vi_model.py, & -8) : FX{RE kR
IMAGE_PAD_ID. IMAGE_SENTINEL_BASE_ID & A, B{X embed_input_ids #3L
IMAGE_PAD_ID 3#3¥ masked_fill Biit A IMAGE_SENTINEL_BASE_ID BRKRZELE, &
RRBLERTL pad L EBEULEE H token A (v4.1 T image_pad ME) ; pad A&
BHEJE input_ids E#EE3EN embed_input_ids,

5. &R EBMEIE (vlim/transformers_utils/configs/deepseek_v41.py, -6) : Mk
mm_prefix_span_leading_pad_modulus = 2 B, ZEMREER mm-prefix = W X |a] #]F
pad BYEIHA; MR/ is_ mm_prefix_Im 5§ mm_prefix_clamp_sliding_ window 44L&,
mm-prefix BT ARZ R M,

6. MREEE: ARZAMAXHZE, PR IEX Test Plan 5 Test Result #8 TODO; %
B EER, PMBRHEERD, BFRERBIAAE DSV4.1 8% ClL Al £IFEAIE
T,

R

« vlim/models/deepseek_v4_1/common/mm_preprocess.py (#3k ZAESTAIE; 25
source; M data-contract; &5 _apply_token_matches_with_placeholders,
image_sentinel_mask, validate_image_sentinel_ids, safe_resize) : &34 MR
COMPRESS_PAD_TO. IMAGE_PAD_ID % &. IMAGE_PAD_ID #8 % B & X
_apply_token_matches_with_placeholders B%E, B H token 5 HF EZRMANFTF (
+10/-110)

« vlim/models/deepseek_v4_1/amd/vl_model.py (1R MR ; 27| source; LA
data-contract; &5 embed_input_ids) : AMD MR RS HE: B
IMAGE_PAD_ID & A5 embed_input_ids H# masked_fill %& (-8 1T) »

« vlim/models/deepseek_v4_1/nvidia/vl_model.py (1E3k MAER; 25| source; EA
data-contract; 4% embed_input_ids) : NVIDIA M5 E{25 AMD 22 RE$ HEHE,
MR E—Ex masked_fill ES SN (-8 1T)

« vlim/transformers_utils/configs/deepseek_v41.py (iR #EAELE ; K5 source; EH
core-logic; 5 DeepseekV41Config) : BCE 2 MfR
mm_prefix_span_leading_pad_modulus &M, mm-prefix = WX B RBHARRF pad A
# (-6 17)

XEFE: _apply_token_matches_with_placeholders, image_sentinel_mask,
validate_image_sentinel_ids, safe_resize, get_mm_max_tokens_per_item,
get_image_size_with_most_features, embed_input_ids

RERED R B

vlim/models/deepseek_v4_1/common/mm_preprocess.py

o XX MR COMPRESS_PAD TO. IMAGE_PAD_ID #E&. IMAGE_PAD_ID #mi % B E
X__apply_token_matches_with_placeholders B85, B K token 5 HF SEZZRANF (
+10/-110)



# DeepSeek-V4.1 M AB sentinel X FEEERE (head RA) »

# # ¥k compressor-alignment padding &, token Ji5'E image_processor.py
# Be—K BEASEILMAFEES token ¥ compressor AR B B#Hf#E,

# AMEARALI T, XFF pad & deepseek-vé4-vision-exp 7 A HiZ 1,

IMAGE_START, IMAGE, IMAGE_NEW_LINE, IMAGE_END = range(4)
IMAGE_PLACEHOLDER = "< | deepseek_image | >"

# checkpoint tokenizer & IMAGE_PLACEHOLDER # id (EFECE B8 image_token_id) »
# B image-span (L E &K&W % id, MoE router XXX a]

# [IMAGE_SENTINEL_BASE_ID, IMAGE_SENTINEL_BASE_ID + 5) iRB|IE K token,

# RGNS N IMAGE_PAD_ID = 129265 (<lIplace_holder_mm_span_04361>)

# EAXFE pad &AL id, & PR BMFR,

IMAGE_SENTINEL_BASE_ID = 129264

def image_sentinel_mask(token_ids: torch.Tensor) -> torch.Tensor:
""3R[E image-span i E B RIEEG, """
# FEEESEM IMAGE_PAD_ID H|iF, AR AE id bR,
# BH5 engram ¥BRLERIZAYIE X 2 B,
return token_ids == IMAGE_SENTINEL_BASE_ID

def validate_image_sentinel_ids(tokenizer) -> None:

"RIGE B token id 5 tokenizer BE—K, "

# BRAEXSKE IMAGE_PAD_TOKEN_NAME X # id,

# padding BIMREZIMRE—IFMR, RAEEE R SRR,

image_id = tokenizer.convert_tokens_to_ids(IMAGE_PLACEHOLDER)

if image_id 1= IMAGE_SENTINEL_BASE_ID:

raise ValueError(

f'Image placeholder {IMAGE_PLACEHOLDER!r} has id {image_id}, "
f'expected {IMAGE_SENTINEL_BASE_ID} (the config's "
"image_token_id); the DeepSeek-V4.1 vision path keys image "
"routing and engram masking off this id."

def safe_resize(
height, width, best_height, best_width, patch_size, downsample_ratio, max_n_token

"R A R, EREHA LLM token SHFERARIR max_n_token, "
# R4 %0k COMPRESS_PAD_TO - 1 ANRE token FEHLER,
# IMEBR, FHEHEEESASETLE K
n_lim_h, n_llm_w = llm_grid(best_height, best_width, patch_size, downsample_ratio)
if num_image_tokens(n_lIm_h, n_lIm_w) > max_n_token:
best_height, best_width = solve_resize_ratio(
height, width, patch_size, downsample_ratio, max_n_token



n_lim_h, n_llm_w = lim_grid(
best_height, best_width, patch_size, downsample_ratio
)
assert num_image_tokens(n_llm_h, n_llm_w) <= max_n_token
return n_lIm_h, n_lim_w, best_height, best_width

# J& _apply_token_matches_with_placeholders BE (BEMAMIER) SEBHER F R

# Ri#E COMPRESS_PAD_TO - 1 - start_idx % COMPRESS_PAD_TO A IMAGE_PAD_ID;
# BE v4.1 BA image_processor.py Tt pad, IIKEEZE plan_prompt_updates

# BRIABHEE, PlaceholderFeaturesinfo #) token I ES5 T pad AERRIFo

vliim/models/deepseek_v4 _1/amd/vl_model.py

AMD AT ERIZEEIE : # IMAGE_PAD_ID A5 embed_input_ids F 8 masked_fill
BE (-8 17) o

def embed_input_ids(
self,
input_ids: torch.Tensor,
multimodal_embeddings: MultiModalEmbeddings | None = None,
*
is_multimodal: torch.Tensor | None = None,
) -> torch.Tensor:
from vlim.model_executor.models.utils import _merge_multimodal_embeddings

# v4.1 BESIAIEN compressor-alignment pad, token &5 HF ®42—3K,

# B ARBEEER IMAGE_PAD_ID ## K IMAGE_SENTINEL_BASE_ID HIRJK;
# JREH masked_fill & Branch-free R IFR Z L5 %, MEBFHER,
inputs_embeds = self.language_model.embed_input_ids(input_ids)

if multimodal_embeddings is None or len(multimodal_embeddings) ==
return inputs_embeds

assert is_multimodal is not None

return _merge_multimodal_embeddings(
inputs_embeds=inputs_embeds,
multimodal_embeddings=multimodal_embeddings,
is_multimodal=is_multimodal,

)

vlim/transformers_utils/configs/deepseek_v41.py

BL B MR mm_prefix_span_leading_pad_modulus &M, mm-prefix = WX @R B3R A&
pad BA# (-6 1T) »

# DeepseekV41Config.__init__ BER (head RA)

# mm-prefix EXBMF, BREIAPIMEET

# mm_prefix_span_leading_pad_modulus = 2 B T##3R compressor-alignment pad
# BREA; padding BMREZEBMHEREFE, HAR mm-prefix BMHERE,
vision_n_layers = vision_config.get("num_hidden_layers", 0)

self.vision_n_layers = vision_n_layers



# MREEEREZE mm-prefix B (JBF image-span prefill + #B SWA ¥ &)

# EAh R M EC B i S B E BB .

self.is_mm_prefix_Im = vision_n_layers > 0

# I SWA K5I RZSE image-span RRMY &, FE MBI sliding_window

# B9 mm-prefix XEAMARE (XRXEAZEFE SN
self.mm_prefix_clamp_sliding_window = vision_n_layers > 0

# mm_prefix_span_leading_pad_modulus Bflf: v4.1 52 ZIMATEARZE pad,

Wi AR

% PR & A review L&A, claudelbot] BE1IEBIEE This pull request is from a
fork — automated review is disabled, B fork PR skfik B &hild; 43#F ywangdb HIE
APPROVE B X EXF¥i, PR body X HF EA image_processor.py 175 (
v4-vision-exp L135-L155 5 v4.1 L140-L173) B3| ARME—RITIETE, RAXE—RETS
E ST RIFR IR B AEZ B RR, RARRNEEEZZNMRIERER D TEREMR. Test
Plan A TODO, W& mm_prefix_span_leading pad_modulus BMHEMKRERAE BXNiLAEE
AAEHAMEFE T

. fork PR B EFHEA (other): KAtA AT bot iF%, THEFRERITL™ &,

- P EHOELGMIRIEEGRE (testing): EIFFET HF S5 REIT TR EEHMOE; MR
FER ORI, B EVIRE,

PNSESE-A

« R 1) TREYT: B pad EEK token 5 LE—AR VLLM ITARRE, SMNEHARES
1 A pad token; FEIRESIFRKBAR AL KR M A KR 8 ——1KkIE HF 22 R A E
HAME pad, A ENFERMAERYE B s NHRERNIE, 2) RERBMFREME:
mm_prefix_span_leading_pad_modulus # Mk, & vliim/vl 8 mm-prefix 3¢ SWA 8%
IR B EIEBGZE N, Ak AttributeError; AR PR REshEHMETHRE, BERESHEEN
. 3) MERERZE: image_sentinel_mask 5 validate_image_sentinel_ids & X (&
SEELE/N) 28 MoE router B A token iRBIE engram #BAIEE(Z, &/ xR BN
Ro 4) XEEIZ—EE: AMD 5 NVIDIA B2 vi_model.py ZEEFRIFRD, AOXEDH#
KR, BELEMEREZE%.

- & XA £/ DeepSeek-V4.1 M EE 184 H token F 5|5 IBAR vLLM RRE (&
WREAS%E) , BA token WHEEXKETRETI, BIARNNKEEMBIE, XA
%: B DSV4.1 B9 mm-prefix $HiE. B R sentinel #53, MoE B HE engram #5Y
BERE, RIBRTEZE AMD 5 NVIDIA LA R, XHEPBA: HMRT vé-vision-exp ZHEM
REZE v4.1 BIFRAE, AEL DSVA.1 e IR REHEEREL,; ERAERENR,
BERMEBATHENET, BAYMEFELEBEK (DeepSeek-V4.1) , BEPE,

« NFEFRIT: token FATAHZE , TEEMR , BEBUMBREREHRTE |
AMD/NVIDIA XX #&12 [E 2 Bk 5

KRR EE



« PR #56503 [ROCm][DSV4.1][Perf] Use AITER mHC for the delayed pre block: [EJ&
DeepSeek-V4.1 R FEFF &%, % PR &£ ROCm 33 V4.1 AAXMERE, A PREIE
V4.1 M token R, FHEFHEMEK V4.1 ZFRA,

« PR #56463 [XPU][CI] skip DeepSeek-V4.1-Flash in test_tensor_schema.py: @A
DeepSeek-V4.1-Flash HXEEKE), KRB V4.1 RF|E Cl SERERIZR FHIFLEER,

« PR #56153 [ROCm][Kernel] [DSV4] Remove tl.constexpr to avoid cold-compile churn
in indexer gather kernel: ElJ& DSV4/DSV4.1 ZZ¥ESE, 5B E token BH (indexer)
BRANPITIRE, A PR B sentinel BB XGAZEARAR,



