PR #56538 &R LE
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[Feature] [Frontend] Expose effective attention block size for DCP
& 3ntE: 2026-09-16 16:29

JRSCEERE: http://prhub.com.cn/viim-project/vlim/pull/56538

MRS

- —AiE: DCP ARUERAMRA/NRABRE. ##F5 gRPC

- WESE: ESEIR, AHEES4I KV cache B4R, DCP &RZ X Rust BIIHEI T2
Jfi, BEARFZARITREK: —& EngineCore._initialize_effective_attention_block_size()
R full-attention QA O —RREE, KRIAT " FTEHRERE None" HIFRFRYA;
— R _apply_ready_response 3% payload WAN—KMEEE, XE—NEH RN R
; =% Rust MIFIZRAEM gRPC service L# 3| EngineCoreClient, £ " Z5|E—% T TH
"HIEXEPEEF I, BINEEE—HAIA Elastic EP ERMEYE RIBETEEL own
MBS T BATHE,

TN EES BAL

PR body BA#UEBAENAL: "With decode context parallelism (DCP), a physical KV cache
block of 16 tokens can represent 64 tokens across four ranks. Clients need that
effective size to interpret full-attention cache events." ZEMZ A,
CacheConfig.block_size R RBMFEIRA/N, 1 KV cache E4 (BlockStored.block_size)
H RS DCP AR AR BIRK/N, BEE DCP>1 BAR—3K, Python 5 Rust/gRPC
B il TMIREIR R AR, REERMIBEEREESMH TN token wFB, PR ZEIA "
Existing physical block-size fields remain unchanged", BT ERAY &, FKXB
[ssue,

SCEL AR

1. BEE% & : vllm/config/cache.py £ "# Set after KV cache initialization" BX#73¥
effective_attention_block_size: int | None = field(default=None, init=False), E X
init=False, AP TAEMMERZE; REEMA compute_hash() BITRA FEHERF &
, BWRIXAMBATH T # e RRAE(BETTRELE S, tests/config/test_config_utils.py & Xt &
W= o

2. 5|ZMTE: vlim/vl/engine/core.py #3% EngineCore._initialize_effective_attention_bl
ock_size(), ¥ EngineCore.__init__ H6|3& self.scheduler Z 53 BARA; Bl
getattr(self.scheduler, "kv_cache_manager", None) £3%| manager, BAISFAN
is_full_attention_spec 3¥J& cache_manager.coordinator.single_type_managers, WY&
manager.block_size &&, RASEAK/MEA 1 KA B ANERE. MiE
_make_ready_response() £z EK# EngineCoreReadyResponse,



3. A3 —EKMER A viim/vl/engine/__init__.py % EngineCoreReadyResponse 3 hn
effective_attention_block_size: int | None = None; vllm/v1/engine/core_client.py &
MPClient.__init__ #3¥ self. effective_attention_block_sizes: set[int | None],
_apply_ready_response MEXRE " & payload B return" BRALIBEBYE (Z payload
B4 None) HFAEEFHR, RiE DP HETE/NI|EHSE5—HRMEHE,

4. Rust/gRPC AT : rust/src/engine-core-client/src/protocol/handshake.rs 4418 F 45
¥R in #[serde(default)] pub effective_attention_block_size: Option<ub4ds>; BEFBEE
review & JILM ControlServicelmpl E#%| rust/src/engine-core-client/src/client.rs 8
EngineCoreClient::effective_attention_block_size() (ZXKFrA 3| ZEB(E—3K)
rust/proto/control.proto EAINFEEFH bump vlim-proto crate, rust/Cargo.toml B&A
path-only workspace & #i.

5. MERE XASBLE: tests/vl/core/test_kv_cache_utils.py &% dep=1/4, EEHE
KVCacheManager /=4 8] BlockStored.block_size 5 EFE—3K;
tests/vl/engine/test_engine_core_client.py Fi (None, None). (4224, 4224). (4224,
1056). (4224, None) BE—3. 255 payload =& ;
rust/src/server/src/grpc/tests.rs BEHF|E LR 64 5% 5| ERX—KE% None;
docs/serving/context_parallel_deployment.md. rust/proto/README.md *b & F &t

R

« vlim/vl/engine/core.py (#1k 51%¥A%S; K5 source; EA core-logic; &5
EngineCore.init, _initialize_effective_attention_block_size, _make_ready_response) :
I initialize_effective_attention_block_size() REZ(ENRIRG BAEZMHE, HE
_make_ready_response() FIREBRANRBHEFHE, EAR PR BB Rk,

» vlim/v1/engine/core_client.py (3% RismZE Fim; FEF source; A core-logic; F&
MPClient.init, _apply_ready response, _effective_attention_block_sizes) :
MPClient._apply_ready_response BIERE A B L 5| E—K MR E, K PR E—F &3]
FRASWHZBLE, 2 Codex 1#E P2 NICHALE,

« rust/src/engine-core-client/src/client.rs (3t ZF#ER4&; 25| source; ER
core-logic; 5 EngineCoreClient::effective_attention_block_size) : #3&
EngineCoreClient::effective_attention_block_size(), & " FAA5| ¥ —% A TH " WEB &
M gRPC service L#3| &%, & review iHEHEEZY (commit aa5ea019) .

« vlim/config/cache.py (#3k ZHFEE; KF source; A data-contract; 5
CacheConfig.effective_attention_block_size, CacheConfig.compute_hash) : 3 xtsh
EENEEFTER, HIEEMA compute_hash() BRAEMFERII L, REZEFSEHEE
oS miIFEE,

« vlim/vl/engine/__init__.py (3% Bah#EF; 35| source; EA data-contract; F5
EngineCoreReadyResponse.effective_attention_block_size)
EngineCoreReadyResponse AN 3%F L, & Python 51 E5R3F 2 BIAIE FHIRERAET
B

- rust/src/engine-core-client/src/protocol/handshake.rs (13 #BF 28 ; KB source;

2 A data-contract; 55 EngineCoreReadyResponse.effective_attention_block_size) :
Rust MIIBFEMAENFZEENX, #[serde(default)] RE T IB5| % payload BIZEEITH.



. rust/src/server/src/grpc/control.rs (3R #EOARS; 5| source; £ core-logic; &F
& ControlServicelmpl::get_server_info) : gRPC GetServerinfo B3R % 5., review ¥
BugenZhao IEZ7EX B E KKK EF %A 7%,

» rust/proto/control.proto (3R WIXE X ; 5| other; EA data-contract; &5
GetServerInfoResponse.effective_attention_block_size) : gRPC /N RAFEF B, E
Z proto lint §REREKRE, BZE5) viim-proto crate x4,

. tests/v1/core/test_kv_cache_utils.py (3 ZHEMR; KA test; KA test-coverage;
&5 test_effective_attention_block_size_matches_events) : ¥
test_effective_attention_block_size_matches_events, ¥t dcp=1/4 HIEILERE FE
5 BlockStored.block_size X5, 24 PR HAZGHIEXMIE,

. tests/vl/engine/test_engine_core_client.py ({3 ZF#MR; K7 test; KA
test-coverage; 5 test_apply_ready_response_syncs_block_size,
test_apply_ready_response_syncs_mamba_block_size) : ¥ LB E—K. L. BRF
B 5% payload WHEIER &2, & _apply_ready_response K5 84 EYIFF £k,

« rust/src/server/src/grpc/tests.rs (#3k HEOMR; K7 test; LA test-coverage; F5
control_reports_server_and_model_info, control_aggregates_multi_engine_capacity) :
BEHSIZE LR 64 ¥ gRPC EWHRE, URZIIERER—HKHNEE None,

« docs/serving/context_parallel_deployment.md (#3k 282 X#Y; 25| docs; ER
documentation) : M DCP FEAMER A, MBEABBK/NSMEIRK/NE DCP T
HER

XTS5 EngineCore.init, EngineCore._initialize_effective_attention_block_size,
EngineCore._make_ready_response, MPClient._apply_ready_response,
EngineCoreClient::effective_attention_block_size, CacheConfig.compute_hash,
test _effective_attention_block_size_matches_events,
test_apply_ready_response_syncs_block_size

RERED R B

vlim/v1/engine/core.py

¥ initialize_effective_attention_block_size() REZEN KRS BIEM, FE
_make_ready_response() FIREHRANBHIEF MY, 2K PR #iE Rk,

# vlim/vl/engine/core.py CRE, BIRIEXEH _init_ AASSIEEE)
class EngineCore:
def __init__(self, vllm_config, executor_class, log_stats, ...):

kv_cache_config = self._initialize_kv_caches(vlim_config)
self.scheduler = Scheduler(
vlim_config=vlim_config,
kv_cache_config=kv_cache_config,
block_size=scheduler_block_size,
hash_block_size=hash_block_size,
)
# BIFKIE scheduler ZJ5: BRA/INEE scheduler REREXIEMEY KV cache manager



self._initialize_effective_attention_block_size()

def _initialize_effective_attention_block_size(self) -> None:

"8 DCP KRG WA BOEE ABRK/NE AN CacheConfig,

WIBIRAK/IMIE 16; DCP=4 Rt —AM3EREE 4 N rank. & 64 /> token,
KV cache B4 B block_size AIRE®H, FF 3#AHAR— 2N,

cache_config = self.vllm_config.cache_config
# REAR None: TEMERIIIMREF " ATAH ", MAREAL—HNE
cache_config.effective_attention_block_size = None
# RAERE kv_cache_manager W E B2 A REE B0 AR KN
cache_manager = getattr(self.scheduler, "kv_cache_manager", None)
if cache_manager is None:
return
# 2 F& full-attention 94: BEE O, Mamba $RES/ANBRAK/NOEZRE,
#RARKIULEETEZ T A, N iEtRMK None
block_sizes = {
manager.block_size
for manager in cache_manager.coordinator.single_type_managers
if is_full_attention_spec(manager.kv_cache_spec)
}
# XY FTAE full-attention A BIBRAK/IN—BREF A X/ FR B
cache_config.effective_attention_block_size = (
block_sizes.pop() if len(block_sizes) == 1 else None

def _make_ready_response(self) -> EngineCoreReadyResponse:

parallel_config = self.vlim_config.parallel_config

scheduler_config = self.vllm_config.scheduler_config

return EngineCoreReadyResponse(
max_model_len=self.vlim_config.model_config.max_model_len,
num_gpu_blocks=self.vlim_config.cache_config.num_gpu_blocks or 0,
block_size=self.vlim_config.cache_config.block_size,
mamba_block_size=self.vlim_config.cache_config.mamba_block_size,
# MFERMEEMIBEF R TA, RIS Rust/gRPC B ILIRIFAE LA /N
effective_attention_block_size=(

self.vllm_config.cache_config.effective_attention_block_size

),
# .. ERFEREFLE

)

vlim/v1/engine/core_client.py
MPClient._apply_ready_response BIBKE &IBL 5| ¥ —HMRE, 2K PR E— 3 RES|I R
SWEERE, R Codex 1#H P2 WAL E,

# vllm/v1/engine/core_client.py
class MPClient(EngineCoreClient):
def __init__(self, asyncio_mode: bool, vlim_config: VIimConfig, ...):



self.vlim_config = vlim_config
# DP & THAMN5| &4 £—K _apply_ready_response,
#XBEI|ERABRE, YAEREES, BERSEBESLR rank BE

self._effective_attention_block_sizes: set[int | None] = set()

def _apply_ready_response(self, payload: bytes) -> None:
"""##%5 EngineCoreReadyResponse, FHB#MIEMN/ENEE TIVEF HaTH#H, "
vlim_config = self.vlim_config
# % payload Rk " iZ3 | ALK ", AHEESS—KMHE,
# FTAAR e BB ARIARFE B return
response = (
msgspec.msgpack.decode(payload, type=EngineCoreReadyResponse)
if payload
else None
)
self._effective_attention_block_sizes.add(
response.effective_attention_block_size if response is not None else None
)
sizes = self._effective_attention_block_sizes
# A E ORI, TNEA None
vlim_config.cache_config.effective_attention_block_size = (
next(iter(sizes)) if len(sizes) == 1 else None
)
if response is None:
return
# LUTAHARAENRIRENEE: max_model_len / num_gpu_blocks / block_size %
vlim_config.model_config.max_model_len = min(
vlim_config.model_config.max_model_len, response.max_model_len
)
num_gpu_blocks = vlim_config.cache_config.num_gpu_blocks or 0
num_gpu_blocks += response.num_gpu_blocks
vlim_config.cache_config.num_gpu_blocks = num_gpu_blocks

rust/src/engine-core-client/src/client.rs

¥ EngineCoreClient::effective_attention_block_size(), 18 " FFAZIZE—XATH " “WER
&M gRPC service L# 3| &%, & review iHBHEEZY (commit aa5ea019) .

// rust/src/engine-core-client/src/client.rs
impl EngineCoreClient {
//] Return the effective attention block size if all engines report the same value.
pub fn effective_attention_block_size(&self) -> Option<ubé4> {
/BN ERR ERZTFE,; EA—A5| EREAE S EERE None
let size = self.ready_response().effective_attention_block_size?;
/I EREIE (2 ENIIEER) MAEEAETL K,
/I EURARTAR, BAAANEZERMIE block size
self.engines
.iter()
.all(lenginel engine.ready_response.effective_attention_block_size == Some(size))



.then_some(size)

}

i B4

A review HRKEL. H—=2 Codex B AREE P2 ERER .
_effective_attention_block_sizes ZR¥E%K S, _commit_scale_down_elastic_ep 4 #xE
self.core_engines IARIBEHE R rank WEENE S EMliE, SREFERMEFERIADZ
—BI&FE None; 1E& JulienDarve @& "Scaling keeps the same DCP settings,

though, and we haven't found a supported setup that triggers this. I'm leaving it out
for now to keep this PR focused on the DCP fix.", FABICE AN CABREmELANDBE, H
Z— R BugenZhao Xt rust/src/server/src/grpc/control.rs F&H 89i% 1t "Shall we make
this a method on Client?", fFEMEIEREZEE LA EngineCoreClient::effective_attenti
on_block_size(), GetServerinfo RiAH getter, Z&E AR, I PR body iTk T
Python/Rust X8 #&IIES % GPU DCP K 3|smi 32934 7,

« Elastic EP &G ABRKNREEEREIK (correctness): HIAN BAIERIG(EARAE,
EZ L " (R#FF PR RE DCP 28 " AHiER, NREEREHANET,

« gRPC BE&TBENHKEZFinmIE service (design): EXZAFHEHA commit aa5ea019,
BAEIFWSLE| EngineCoreClient, gRPC service RIFEER.

« FIFBRIEIE S M/ERES proto crate IRAEXEN (testing): FEXARFFAI3EH B A\ 5 ARRIA
{#, Python/Rust FMIX M FEEEEENEFTIEFEN; BRIRIE vlim-proto crate By
Rust RI3miI1A 2% F o

R Fe5 %
o RS

1. BEWRSKRTEUK (EEFM) : viim/vl/engine/core_client.py 8
_effective_attention_block_sizes RIEFRR, Elastic EP LEREEIZ
_commit_scale_down_elastic_ep F&EE B rank BIEE, HBRETREKIARE
None; & BHINRIEZRIBEAFAER PR BE,

2. B82RRML (RTUMME) : viim/vi/engine/core.py A getattr(self.scheduler, "
kv_cache_manager", None) B FEAFN, ERRAE R LMKLXALBIFEZBN
, ERSEIRT A None MAIREE, EFmREEBITRK.

3REERABRMIBEXS R IREMHRAY is_full_attention_spec B4R, FERE—K
REAEZMNMRANRREW full-attention 928 (B0 _align_hybrid_block_size AT
HORAEA) |, £AKRNKT 1 £3BWAA None; WEEFBMERZIMIE block_size
, PR RAHZH R ERIER.

4. 3RF|SRICIEER O . PR body Z&IA "Multi-GPU DCP inference was not run; DCP=4
was covered at the cache-manager level", DCP>1 HWZ KR ARENEL, BREE
5% rank #IEIIF,

5. BB RATE: FEATE, Rust MIA #[serde(default)], PR #RERIE base
Python ##%5 282 HT payload. BHT/E AR 2RV 1ZFERIIE payload; 1B proto



B EKHE viim-proto crate fRAEH, JBERIA crate B Rust B3RS AR BZFER,

6. BEEPEA 042 FFBEMMA compute_hash() HFRZ|I R B EHERES, BEELEZFE
S5 RFESRAEIEX, HHRMEEZRTEFH, TURRESR. - FW: THF:
DCP>1 BYERZ H 8E95 M Python CacheConfig. Rust BldkFn gRPC GetServerInfo 3ZEX
3|5 KV cache BH—ERARBIRAND, BAIZMIE 16 token =M 64 token WEHFF
f; DCP=1 RBRIZFFHHNAFR T2 LR, YMERKNFEEAIFAE, XA%: 51%E
BEFE proto BAZIE—NHFE, BTMHEXKIEE; EngineCore.__init__ %
T—RO(RHE ) WEEME, FHETARE, WFHFEA: Rust RidkE gRPC HEH (X
BAK KV event B9 L BAM) FERIIZFENIEX, Python 5 Rust FMIEY " £ 3| %E
RA—K " HEZEEMESELINN, FEEPTERIFRNY, - NRirD: Z51ER
SRESFRTEK , AEBERFRBEMERTFRABES , 5202 GPU DCP 3REISRIIE , BB
SRFRATE | proto crate RRAELE)

KERIKZ

« PR #57046 [CI/Build][Rust Frontend] Retire Buf schema publishing: i% PR 3B4& Buf
schema £, 9% % —3| crates.io; & PR EZ& bump vlim-proto F#3iL
rust/Cargo.tom| FEKFEKA path-only workspace &%, Z[R—% proto 2 X KK E

« PR #56931 [Rust Frontend] Support HF config overrides —-hf-overrides: E A Rust Rz
5T Python MIEHEEAH, £BE CLl/config = backend — F|EMWFEBEERRAREZ, §X
PR #) Python ELE — B3hiEF — Rust B mBiBELH LRI,

+ PR #55885 [KV Offload] Add per-request max_load_tokens control: [EJ& KV cache &
X (BREFE + X + MRA=AE) MHIRBREHT R, BRERSEEKE manager B M
EFimEE, "TEAREKNESRER,



