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o —AIE: FE VLM BRAPUTE IR AR T A FF IR EH ERT =

< EESE ESRIE, ERZESEFRE Jdiff RERESNRIZIT: EE24NREE BB
yewentao256 L LGTM &3, &AT review MMEA R, BIFET=REFE—O)
_assert_batch_invariant B skip 254 fail-closed, 8 [#EREY] Kk (EX&K , &
BECEEMEGRERAFFE4]; (2) B enable_prefix_caching=False.
mm_processor_cache_gb=0, VLLM_USE_FLASHINFER_SAMPLER=0.
ignore_eos=True XARHALEEURSKE] HUTER] B2—%F; (3) Rin—&mIEEH
image/video x backend %[ ERE, EEHREYT R, BUANEHE / BAHINARC. B
Hopper/Blackwell 3&iEJ g3 Cl 45 m A 2 KEEE At 8 B, FHER#A prefill/encoder
EA#HRNEZH,

Th RES EAL

PR body A EFESNIAZEEEZHO: [#53531 added the current VLM batch-invariance
test, but all of its cases set enforce_eager=True. This PR adds one deliberately narrow
default-execution cell, which exercises CUDA Graph decode without multiplying the full
image/video x encoder-backend matrix.] [E& body 38 [The maintainer also invited
investigationofnon-eagermodein#27433) , Bi#girE b Al 8 iE 4 X HEE JEeagertE =X,
FEABHLEERRSZk: R _assert_batch_invariant £ selected-token logprobs k4 it B3
pytest.skip, FABIFTRE DRI R AEAFEEIL] , commit message EFREIL TR E
NEKK,

IR

1. BAZERBM [FTBkE] BREX fail-closed: tests/vi/determinism/test _batch_invariance
vim.py 8y assert _batch_invariant ZrE—HEANET, REFE—MERE]
selected-token logprobs L E 3 pytest.skip, IEKRNILZIERE A failures I
continue, ®W/E%— pytest.fail; RRFEAERERTE—IIm.generate(inputs,
sampling, use_tgdm=False) FEREIZEOMNE THAZE, UKREEXLER token FLMF
F sampling.max_tokens, ZGiB#&R / EERUEZRMNLRZ AL, HHEALEFAGN: RAE
4 A eager AEth—HE T,

2. 3 MEHEE runner FEHAPUTESR: 3 run_vim_batch_invariance(input_type,
mm_encoder_attn_backend, enforce_eager), 3 make_inputs & A, &



SamplingParams. # LLM. BaWr=. lIm.shutdown() Y&k3|—4t

test vim_batch_invariance_bs1 vs bsN B RER, HLE4RE image/video x

FLASH_ATTN/TORCH_SDPA # 4 NAEHFK—1% enforce_eager=True, XAFRHRE

EROMARE BB BRERED LLM(enforce_eager=True, ...), T3EBEARME eager BEME

BB BRIAPUTAE R,

ANFERABUTRER AR . 3 test vim_batch_invariance_default_execution, %Z|&E R

image + FLASH_ATTN —#&, 1% enforce_eager=False, it decode ME&£E CUDA Graph

, MMKeEe T#iEXR vs FH#t] 7 graph replay TE2F13Z bit —3. PR body B MENELR

TERR, MWIERBIABUTIZITE 7 NEAR decode step £38 A4 FULL CUDA Graph replay,
BEISEND 3ANAZBEEKER, MKEEHEIENRT encoder,

4, ABREITFIMEERBT/#: #£ZF runner B9 SamplingParams &40 ignore_eos=True (
RIEEZ 8 A token, Eaé\%ﬁwﬁwa) ; LLM 3#4n max_model_len=4096,
max_num_batched_tokens=2048. enable_prefix_caching=False,
mm_processor_cache_gb=0; FWANAFIEREN monkeypatch.setenv("VLLM_USE_FLASH
INFER_SAMPLER", "0") %(#2 FlashInfer X#£28, BERZELL HUTERN] RAE—HEL
BT E, BRNBEFTIPRREAZRERTTREL,
5. MiR5IEEE: &N PR A& viim/ TEMJRS, BEK schema ikah, RSP ENR
g, BIEHRELAGIE RTX 4090 (SM89) . RTX 5090 (SM120, 32 GB) . H800
(SMA0) L4 5IBEE, HILLEREH PR description 53Fi0; Cl 4ird
yewentao256 383¥ /ci run ik (fork PR BNBZIHEERERA)

R

. tests/v1/determinism/test_batch_invariance_vim.py ({3 #EMMR; L7 test; KA
test-coverage; 5 _assert_batch_invariant,
test_vim_batch_invariance_bs1_vs_bsN, test vim_batch_invariance_default_execution,
_run_vim_batch_invariance) : —EE X4 #E£E runner, FIEERIABUTRN ARG
, F1E logprobs &Rk B skip BA fail-closed, BAKRELIITHAE L,

XS _run_vim_batch_invariance, test_vim_batch_invariance_default_execution,

test_vim_batch_invariance _bs1_vs_bsN, _assert_batch_invariant

KR F B]

tests/v1l/determinism/test_batch_invariance_vim.py

E—TE XM WMHEZE runner. IBEBRIABUTENABG], FIE logprobs Hrkd skip KA
fail-closed, EAREIRITAHBIRE S,

HERE: _assert _batch_invariant (fail-closed 4 + KERS)

def _assert_batch_invariant(llm: LLM, inputs: list[dict], sampling) -> None:
#bsl: BLENMM, FR THEER EE
bs1 = [
_extract_step_logprobs(lim.generate([inp], sampling, use_tgdm=False)[0])
for inp in inputs
]
# bsN: W&IER—KRMERME, FAR HEAL



bsN_outputs = lIm.generate(inputs, sampling, use_tqdm=False)
assert len(bs1) == len(inputs)

assert len(bsN_outputs) == len(inputs)

bsN = [_extract_step_logprobs(out) for out in bsN_outputs]

failures = []
for i, ((Ip1, t1), (IpN, tN)) in enumerate(zip(bs1, bsN)):
if Ip1 is None or IpN is None:
# XEEksh: RERRE pytest.skip, ABISE DERBAEFAAA] BT EEN,
# MERKIDARKHRERELRIFR, KRIEHEEEERK
failures.append(f'req {i}: selected-token logprobs are unavailable")
continue
if len(t1) != sampling.max_tokens or len(tN) != sampling.max_tokens:
# A EFRAERKE, BRIFRERAARNENEUE RE)
failures.append(
f'req {i}: expected {sampling.max_tokens} tokens, "
f"got bs1={len(t1)} bsN={len(tN)}"
)
continue
if t1 1= tN:
failures.append(f'req {i}: token mismatch bs1={t1} bsN={tN}")
elif not torch.equal(lp1, IpN):
# torch.equal EXZ bit FE, MARREFRERE, XIER batch invariance BIE X
d = (Ip1 - IpN).abs().max().item()
failures.append(f'req {i}: logprob mismatch max_diff={d:.3e}")

if failures:
pytest.fail(
f'"Batch invariance violated for {len(failures)}/{len(inputs)} "
f'requests:\n" + "\n".join(failures)

)
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1. yewentao256 (COMMENTED) : [Thanks for the work, I think you might also want
to test on Hopper/Blackwell to make sure it works] . fEERE/E A& RTX 5090 (SM120
, 32 GB, driver 595.71.05) EMEAEANBiAB, test vim_batch_invariance_default_e
xecution 156.02s 3#3d. test vim_batch_invariance_bs1_vs_bsN[FLASH_ATTN-image]
36.10s @Y, HEBHENEFEE [first-use Triton/ptxas-blackwell compilation for
SM120) ; ZJEX4NT HB00 (SMI0) £H: 115.29s 5§ 49.91s i, HiEdH [The
15 warnings in each run were deprecation warnings and did not affect the results]

2. claude[bot]: [This pull request is from a fork — automated review is disabled.] #&
A giPESE APPROVED: [LGTM, thanks for the work!]

3. %A EIMAETAMRZ T AF R EN: skip—fail-closed BYIEX W K. Rin—K im0
SEMERERE ., URXRAREERS Flashinfer sampler BREF A7 PR body H HIE,



it X RIFHRBE AR E K,

- BEARIEER (Hopper / Blackwell) (testing): BSRE{FISIE B K% 2 :
SM84/SMI0/SM120 =R AERIEE, HIFEMENU LGTM bk,

- fork PR WE SN FEWEA, KHLFEFohAA Cl (other): M BAFERMBEFHEAL
review tn Cl & xb b, RBAIF, THEAREIX

« HlEIEXUKE : logprobs Bk skip Bk A fail-closed (testing): Uk % 5 Bl = 3% | Fr3¢ 4
len(t) == sampling.max_tokens #8&—3#&H, RA eager HERIVZ 5,

R 5 B

« RF: CI RKSEATINE: BRABUTERAGIEE CUDA Graph #HIRIE R Triton miE,
H800 Lt 115s. RTX 5090 Lk 156s; ZAHIRZ @skip_if_not_cuda AR, KEMEM
CUDA &% L3547, M gpu_memory_utilization=0.85 + 4 £& 256px B EREBHE /N
HWFLETARKRE, MAFLEAERIELE,

IR TZ A AL R BQEAS L assert_batch_invariant 38 logprobs &% M pytest.skip KA

LW, & EFRsIME RequestOutput AE3R[E selected-token logprobs, J&A& 4 /N eager

HEE—RTL,; FHEH len(t) == sampling.max_tokens ¥ & 4&#i ignore_eos=True 3K,

KAEBRIAESK stop ZETMRERRZR.

& bit B X AZIERETERARSUR: HEMEHR torch.equal MIEREBE, XIER batch

invariance BIE X, {BAE{TIERE M kernel (attention. XA£. cudagraph #E%) #HRETAEIL

MR BB R M A0REN X ] FlashInfer RFZEFRREREMRT RRE, EREBFEEH

RRX LT R EE

BEFRARZWEM: PR body BAH target prefill 5 vision encoder {52 eager, ELERIA
PUTIE R T B prefill/encoder BRI RWEZ, MBIXERNEREZE decode B2,

FIREEIFIANRHL: monkeypatch.setenv("VLLM_USE_FLASHINFER_SAMPLER", "0") R&

T LLM() #M3&EBHiERIZ env A RRK; FIZFF R ARRBIRAR] import HAEHT, FRESEEIREANK

RS B o3,

W MAPSAEREZEFR: FMEK viim/ TIEFDRE, BERIRIAMTA, ERBES
HEBHARNARZE, PR body HitBHIXE test-only change. no model-quality evaluation is
applicable,

N TRRAMNEMESRE Cl 5=YIRES : tests/vi/determinism/ FIE—RKEAPUTER (
CUDA Graph decode) BIH#AREMSF TR, KX cudagraph. FAEsK VIM PUTEREZEIIA
batch HXE(EL B, T&E Cl MEREE; RNME ClEn—%4 2-3 2489 GPU A,

JESEAT A B B e B SRR R 4R fEE B YR A SM89/SMI0/SM120 =AMRBR, NJE%: CUDA

Graph M *KENIRME T T E X BIRE: R fail-closed BH|EEX SR B T2 F 5 4k

7,

o REEFRIT: MR -only ZE |, CI I , & bit M= ZZAZEHRENETT , BEBEIR
FR decode, fail-closed & X & X & ma E%A A

KRR EE



« PR #53531 5| A¥ AT VLM batch-invariance iR # PR (PR body 51, #r@iAkZE LT X
hiZft) : PR body FABULEAILA VLM batch-invariance MiX & #53531 5|\, BEHAER
FFI#ERR T enforce_eager=True; 4~ PR ER2AHEERE FiBHEE runner b EERIAR
TR —H#&,

+ PR #56349 [ROCm] Auto-enable breakable CUDA graphs for
DeepseekV41ForCausalLM: [EJ& CUDA Graph / 3E eager HUTERIZEIFT <5 BRIAIT AR
. K PR ABRABITIER T CUDA Graph decode 3 LB EMEFSFTE, S56FFEALER
FRERIZ LA ME AT —3X,

« PR #55508 [Bugfix][Benchmark] Make streaming TTFT/E2E latency accounting
consistent across endpoints: ElZ4AMA MR [OR—3KM] KK —PDNE—=38
BItEFO/2, —AN%— bs1 5 bsN MEEHAIE DR, & REBAEE—. BRiEings
B AW ETTERSE,



