PR #56526 SZEIRLE

vlim-project/vlim

[ROCm][Kimi-K3] Fix non-contiguous state_indices crash and GPU-sync assert in fused
KDA/MLA prefill
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JRXEEHE: http://prhub.com.cn/vlim-project/vlim/pull/56526

PATHRE

« —A]iE: (55 ROCm Lt Kimi-K3 WBEZ A RS GPU-sync ki

- BEME: ERRERE (415 2% , AMRITDREEERNME: —=& .to(dtype) &
dtype BILECETZ no-op BIFERE, KEIKEEL MK dtype #ik, NAERNZRARA
FRHE—URSK, BRILARBCERSERAL; =& gpu_sync_allowed() B9 F# &5 B RN
, ik GPU -> CPU MTHARIF E R R EFE T ERN# L. RABRRERFHE. RRERHN
ZEITUMIR, BLAE kimi_k3 3% AITER MLA B2 Eekahit, BIWRFAA—NxtdEEL &R
Sl ey =Y A B,

Th RES EAL

PR body BA#a3E H1& B BArZE evals/gsm8k/test gsm8k_correctness.py::test gsm8k_corre
ctness[Kimi-K3-pruned75-DSpark-AITER-TP4] £ ROCm _t BRI Ex 2 K :

1) Warm-up Aas: fused kda_chunk BF& state_indices @ A3ELL int32 tensor, AR
FAENEZ block table BYIEZELF|H A, .to(torch.int32) FJR dtype B& int32 BA no-op
, RBEELM: 2) RS 100% EKRLR: rocm_aiter_mla.py B .item() #E GPU
tensor {E{E&> gpu_sync_allowed() F 1, &L SE post-warmup GPU-sync REE, F
BB R ELE ROCm-only X, BirgibizitERFIFaERT (EEIRSE accuracy =
0.33, X% 0.33 + 0.08 ®W{H)

SRR

1. 182 warm-up A%t (viim/models/kimi_k3/amd/ops/kda_chunk.py) : #&
fused_kda_chunk ZH2 K E flashKDA WiZZ$08t, ¥ checkpoint_state_indices 5
state_indices M .to(torch.int32) 2&A .to(torch.int32).contiguous(), JREZXFHNIKE
KB block table 8931, ZIEELME, BJR dtype B& int32, torch.Tensor.to %
dtype BEBTZ no-op, NHEMBREEE., BERERNZ AR AmMIELFRRAA, T&E
EFMARARARREZ, BARR—RBEEMADEIN,

2. &£ GPU-sync =& (vlim/v1/attention/backends/mla/rocm_aiter_mla.py) : #3g
from vllm.utils.gpu_sync_debug import gpu_sync_allowed &\, FF7&
_build_fp8_prefill_ps_metadata F A with gpu_sync_allowed(): &%
int(self.fp8_ps_reduce_indptr[-1].item()). % .item() M GPU tensor BE partial tile ¥k
E, 2—R GPU -> CPU [%¥; ®©F%E VLLM_GPU_SYNC_CHECK RRER FaXARE



HED S, REREMELK S, gpu_sync_allowed() EEERIAE = BRZE no-op, XA
TFERREHHEIR Y, SAREELMALERE K,

3. MER G BE: ARKRFTIG A BNER X, EVIRERE GSMBK 3w 3#iFE AR ; 1EEIR
L8 MR ERER (accuracy = 0.33, %] 0.33 + 0.08 BE) , %iFE
AndreasKaratzas fit & Buildkite CI (#88429) I&iE,

R

« vlim/v1/attention/backends/mla/rocm_aiter_mla.py (#&3k SEFE HE¥#; 25| source; 3£
# core-logic; %5 _build_fp8_prefill_ps_metadata) : £ 7T WG 100% EFKTIKH
GPU-sync Br= 8]&: £ _build_fp8_prefill_ps_metadata B¥ .item() E#¥ = 8&A
gpu_sync_allowed(), HIEHNFA, XEFENKEFZHMEERN—, HWE review
TR E =

« vlim/models/kimi_k3/amd/ops/kda_chunk.py (&3 KDA &F; 25| source; E#&
core-logic; %5 fused_kda_chunk) : &£ warm-up MMERAAZRT = B8 5%
fused_kda_chunk A flashKDA AARIX checkpoint_state_indices / state_indices
E RN .contiguous(), FRAL ARG —HERNZIEL: int32 AR, BEFMARRS

XS fused_kda_chunk, _build_fp8_prefill_ps_metadata

R F B

vlim/v1/attention/backends/mla/rocm_aiter_mla.py

B2 T WAJE 100% BERILHAEY GPU-sync B m@: & _build_fp8_prefill_ps_metadata B
¥ .item() RF &GN gpu_sync_allowed(), FFBRHNFAN. XEFMKEP R HEE KL
—/N, WE review iTIRHIE S

# TOEABAM R IAE B3 Y AT batch ESIEBRAY partial tile 2k,
# CARGEE GPU M| fp8_ps_reduce_indptr WETEE, EMZELAERE CPU,
# BREFE forward B12_E R MmBEIR CUDA Graph 3k,
# .item() RARK GPU -> CPU [F; gpu_sync_allowed() ZERRIAE =122
# no-op, {XEFB VLLM_GPU_SYNC_CHECK EiRfe R, EIZFED =R AT A,
with gpu_sync_allowed():
num_partial_tiles = int(self.fp8_ps_reduce_indptr[-1].item())

# 18 partial-sum TTEIEIEER| metadata X%, f# forward_mha 7E5FE A RTE FiEE,
metadata.fp8_prefill_go_indptr = qo_indptr

metadata.fp8_prefill_kv_indptr = kv_indptr

metadata.fp8_prefill_kv_indices = kv_indices
metadata.fp8_prefill_work_indptr = self.fp&8_ps_work_indptr
metadata.fp8_prefill_work_info_set = self.fp&_ps_work_info
metadata.fp8_prefill_reduce_indptr = self.fp8_ps_reduce_indptr
metadata.fp8_prefill_reduce_final_map = self.fp&8_ps_reduce_final_map
metadata.fp8_prefill_reduce_partial_map = self.fp&_ps_reduce_partial_map
metadata.fp8_prefill_max_g_len = prefill.max_qguery_len
metadata.fp8_prefill_num_partial_tiles = num_partial_tiles

vliim/models/kimi_k3/amd/ops/kda_chunk.py



£ warm-up MEERAZETE fA i fused kda_chunk ZEIRA flashKDA PRALETXT
checkpoint_state_indices / state_indices B3 .contiguous(), TEIERZL RS —HE R
%4 int32 AR, BEFTARAS

# fused_kda_chunk BIIKEE: BRIISKRE—HNAN int32 BEENKE

# flashKDA DCP W% (T HRAADEZREAR diff ZEHLEH)

# B E L5 checkpoint_state_indices / state_indices ¥#% % B block table

# 85 R, BTIEESNE,; B8 dtype 1BHFERE int32, §3K

# .to(torch.int32) A no-op, FHLMBRAWMBEE, WM

# “must be contiguous Int32"M¥rE M AR, IELERAL R FZ—4b

# .contiguous(), LFTAE AR A AN RS EHEANZA R,

out, final_state = <flashKDA MAZIEF >(
None if checkpoint_offsets is None else checkpoint_offsets.to(torch.int32),
None if checkpoint_state_indices is None

N

else checkpoint_state_indices.to(torch.int32).contiguous(),
state_cache,

None if state_indices is None else state_indices.to(torch.int32).contiguous(),
has_initial_state,

)

return out, final_state

i A
review HHE—FITIEES rocm _aiter_mla.py:800 BIMERERR &R IT :

« AndreasKaratzas (&3F#) #Z08]: this might introduce a perf drop. Did you test for
perf regression?

« divakar-amd EIRZ: It won't affect perf because in the default/production case,
gpu_sync_allowed() is a no-op. We need it here because this test env sets
VLLM_GPU_SYNC_CHECK (think of it as a debug check that warns/fails on GPU <->
CPU syncs). The sync (.item()) already existed before this PR. We are just telling the
checker that this particular one is expected.

5w MFEERBARTERAEFHE. AP ARAKRREE, KR EZETAR D B 5 RS
REER; AIFINTIHIL APPROVED 4R, Toilk B RAMAR -,

« gpu_sync_allowed() & 5| ANPEEEEIR (performance): 1EE AR IES
gpu_sync_allowed() BRINEFFHH, KRR ZEFTAHN, RENFCHTHEARN; &3FF L
APPROVED Wk2E, Toi® e,

R B
o
- MEBEXFE (X)) : kda_chunk.py #1388 .contiguous() ZEHAIEZEL Stk — R/ N
SR state_indices A block table ZYI . KER/N, TP4 FHE T E RN FEY
AR, {EINE prefill TIEREE,
- fTARFKE () : gpu_sync_allowed() ZEBRIABEIZIZZIE no-op (fFE B review ¥
HiA) , AREEFTH; BEBRT BAFRAER, Ze8RNEREHIARD sHF T



WIFMZEER, TTREEEE S GPU RFE&A,

c BENK (F) @ AMEEHTEELZTMR, XE GSMEK smEBsmAFIEYI; ZAGIK
BAE AR, AITER. TP4 5 ROCm ¥13%, Cl £BENEZMHEE)I,

c FEHR . mAKSHERE ROCm £E&I2 (kimi_k3/amd 5§ rocm_aiter_mla.py) , Xt
NVIDIA &E M & TR,

« AP /&M AT Kimi-K3 pruned75 + DSpark + AITER + TP4 £ ROCm E#
GSM8K R REK (warm-up FASRERTIAE 2B ERLR) , BEERERN, #H
R4 0.33, KI|RAEEK,

« RGM: EFE VLLM_GPU_SYNC_CHECK iR EREES, num_partial_tiles B9
R RERR, BRABRLTAEWL,

« FIBAMl: 7 ROCm il KDA/MLA BA&BZANSTT RilFRE RIS FERREMSERAE, &
P R ERNAZOR AN T E AXFAMER,

- FSeE: TEEMRN C XHE 81T, REE TR HEARRZ, KRERETE,

- RFFriE: ROCm T REEERZ , SROEERTTMR | BENEIFFH

KERPKZ

« PR #56485 [KDA] Update flashKDA to support bf16 checkpoint state: & flashKDA
NAZREHN L —MRERRZMB bf16 checkpoint JRAE X, A PR ARAAMIMRESRIIH
WREAR, WEHRTE KDA B,

« PR #55426 [Bugfix] [Kimi-K3] Fix KDA projection overlap on Hopper: RA Kimi-K3
KDA W bugfix &%, &I KDA B2 NVIDIA / AMD & BFFEmE,

« PR #56153 [ROCm][Kernel] [DSV4] Remove tl.constexpr to avoid cold-compile churn
in indexer gather kernel: E &t rocm_aiter_mla.py FrfEAE3R, KRBk ROCm AITER prefill
BRAZITHAFE M RS FE B PEUR SR

+ PR #56429 Revert "[Rocm][Kimi-k3] Fix pipeline_parallel support for the kimik3 DCP
mode (#53664)": /& ROCm Kimi-K3 ST EABZMER S %P, A ZTBFTHL

TIERREIF A,



