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PATHRE

« —A)1E: Engram &% $F DP o /. B S /dev/shm #£=F
- WESIME: {ESKEIL, % PR & DeepSeek V4.1 7 vLLM main L3%3eq M aES A& %
B—IF, =AFIHEALHEBES: TP-major 89 DP head DA HEF ({RIE gather /&
head I IER) . HET /dev/shm + cudaHostRegister HE#HBH{E UVA £ (24K E
RE weakref £ 4B EAETE) . LUK side-stream TERE breakable CUDA graph B4EZ&
(eager break + #FA staging buffer) , &HAINELAZN PP AR ZREETEMSE,

THRES B

J& PR #56230 By BAr=ZiL DP BlADH H£ZFR/—K engram AR, TAEEFRIAREF—H
2BEH (RTEY 100 GB/ B) ; #56357 #H—FREBHFHA 1/0 #hitt: B offload EHRFB 3
side stream FHWME, WUEF|A engram hash B9#EEMILE & DP 8| AT /dev/shm
HER—1 TP ¥/, PR body 89 benchmark B-r, R &K EHH host-link BHESRE X 8
B2 E (8k tokens A9 1.2 ms/ B) , FRAI B2 EXIAEE; £ZEHEINRRE EZHAD
per-step all_gather 5§ rows-select N#%,

LI RE

1. BBERAEBIAE: viim/config/lengram.py #3¢ dp_shared_memory FE (BRIA False)
, 3xX¥ validate_shared_memory model_validator &3k cpu_offload=True,
verify_parallel_config &3 data_parallel_size > 1 B2 elastic EP,
verify_load_config FR#%| load_format A auto/safetensors/pt;
model_has_engram_layers o NE £ A, vlim/config/vlim.py &
_resolve_and_verify_engram_config SAEX CUDA + & engram E BRI ERIAMI1L
EngramConfig (cpu_offload BRIAFFRE) , FH3EH DBO/microbatching; viim/envs.py #
IR legacy IMEZ EMNELE S5 EAD X,

2. H AN EDP 4A: vlim/distributed/parallel_state.py 3% ENGRAM_DP A%
get_engram_dp_group/get_engram_dp_size, _engram_dp_shard_size B gcd 5§ 23%E
MR BT E S K A/, initialize_model_parallel #1832 edp A3 destroy RAZ;
DeepSeek V4.1 B3E elastic EP Bt A 8l22,

3. NVIDIA £@523,: #3E viim/models/deepseek_v4_1/nvidia/engram.py, 52,
engram_head_shard_rank (TP-major H#F) . engram_gathered_num_tokens (M DP



metadata ¥#EF token f&) . gather_engram_hashes (pad + all_gather) .
DPSharedEngramStorage (/dev/shm X812, MAP_SHARED B4,
cudaHostRegister. leader-only ERRE. kWKERSE weakref RIFM) UKRT EHY
ParallelEngramEmbedding (_get_shard_info &% DP ok,
_allocate_weights/_storage % X 3%EFHZFH MK pinned host)

4, BAMEBRE AKEKE: viim/models/deepseek_v4_1/common/engram.py 1% &
hash/gating/TP lookup /A1, #3E dummy_hashes (%5 DP collective (ERITH
hash %) . _engram_select_rows/_engram_select_rows_kernel (M rank-major
gathered 2&FEX token @ 1O) , 3B get shard_info/_allocate_weights/_storage #Fmk
"B EF; nvidia/model.py & forward ANOXIEH{F B EDP>1 BYIEN LMK
gather_engram_hashes, B prepare_embeddings % side stream LA¥A& grid B5h
lookup, embed() A E4F%, eager_break_during_capture {RiEFR A captured graph,

5. MiX5 Cl B2E: #3E tests/distributed/test_engram_dp_shard.py (776 4T, BZ
TP1xDP4/TP2xDP2. &BCEARIR. £EHFMHEGRAL) ; ¥R
tests/kernels/test_engram.py (dummy hash. % head @K ¥4, JIT TRE A, TEK
24%|) ; ¥ % tests/test_config.py 5 tests/engine/test_arg_utils.py BIELE S CLI &5
o A MR buildkite/test_areas/distributed.yam| 8 4-GPU job,

R

« vlim/models/deepseek_v4_1/nvidia/engram.py (R #otEik; 5| source; LR
core-logic; 5 engram_head_shard_rank, engram_gathered_num_tokens,
gather_engram_hashes, DPSharedEngramStorage) : PR &3 >4 : EDP head &
F. DP hash gather, /dev/shm {£ZE &S F P MERESIRAEXE K

« vlim/models/deepseek_v4_1/common/engram.py (FE3R NIEAESR: B source; EA

refactor; 45 dummy_hashes, storage, _get shard_info, _allocate_weights) : A3t

Engram EEWHQNTRE T, HFE dummy_hashes 5 rank-major 3ITREZ, X

# NVIDIA 5§ AMD &2

tests/distributed/test_engram_dp_shard.py (#3k 9 RMIR; KB test; LA

test-coverage; 55 _token_counts, full_table, make_ids, reference) : ¥ 776 1T

AR, BE DP ohEEeR. AFZFABAKERSA A, RERLXIESMENEE

IS

« vlim/distributed/parallel_state.py (3R F#4T4H; 25| source; R core-logic; &5
get_engram_dp_group, get_engram_dp_size, _engram_dp_shard_size) : #FFEH A KN
EDP H8l32F 8 Y shard size it&, & DP ok 5# ZFRNOERRIE

« vlim/config/engram.py (#E3k EEEARL; £H| source; FEA configuration; F5
model_has_engram_layers, _validate_shared_memory, verify_load_config) :
dp_shared_memory BLE FEBE5L2ERE (cpu_offload/DP A/ /load_format/elastic EP)
TEXEBEX

« tests/kernels/test_engram.py (3R WEMNR; 5 test; £ test-coverage; F5
test_engram_dummy_hashes_leave_history_untouched,

test_engram_rejects_empty_head_shards, test_engram_lookup_reuses_jit_across_tok
en_shapes, test_engram_constructor_honors_offload) : BEFRAAZNREZ dummy



hash. % head @K $E4. JIT RS RS side-stream FE T2

. tests/test_config.py (#£3k EEEMR,; K5 test; ER test-coverage; K&
test_engram_rejects_elastic_cross_dp, test_engram_dp_shared_memory_requires_cpu
_offload, test_engram_dp_shared_memory_config_validation,
test_engram_config_defaults_to_none) : BEER LMK : dp_shared_memory REIR L.
ZRIA offload 1T8. DBO/microbatching 3E4

« vlim/models/deepseek_v4_1/nvidia/model.py (#83k R A O ; 5| source; %A
core-logic) : DeepSeek V4.1 Bilm AT AN gather_engram_hashes 5 dummy $53% %
, BT XBERANESS

« vlim/config/vliim.py (#3k BLEAEAT; 255 source; R configuration) : EEEMITSIT
ITREIE43Z 8 BRIAMML EngramConfig. #E#45 DBO/microbatching

. tests/engine/test_arg_utils.py ({3 SH0MRK; K5 test; £R test-coverage; F&

test_engram_config_cli, test_engram_config_cli_optional) : CLI Z$MRAM 7

dp_shared_memory 8 JSON/ 55555 B\ offload K&

viim/envs.py (13 FREEE; K source; EH configuration) : B legacy

VLLM_PLE_CPU_OFFLOAD WE&£324, BRIAFFRE CPU offload 4T AZEH—IH o

.buildkite/test_areas/distributed.yam| (#3k CI BE2E; 27 config; & configuration)

ABFT A MR 4-GPU CI job, R review F5HBIEEE blocker

XHE/E5 . engram_head_shard_rank, engram_gathered_num_tokens,
gather_engram_hashes, DPSharedEngramStorage._allocate,
DPSharedEngramStorage.load_weight, ParallelEngramEmbedding._get_shard_info,
ParallelEngramEmbedding._allocate_weights, ParallelEngramEmbedding._storage,
ParallelEngramEmbedding.forward, NgramHashState.dummy_hashes,
_engram_select_rows, _engram_dp_shard_size, get_engram_dp_group,
EngramConfig._validate_shared_memory, VIImConfig. resolve_and_verify_engram_config

KELRAD B

vliim/models/deepseek_v4 1/nvidia/engram.py

PR A FTHE X . EDP head %K. DP hash gather. /dev/shm £Z &5 H 5 ERLERAE
X B &b

def _allocate(self, num_bytes: int) -> torch.Tensor:
"""Map and register one physical allocation across a node-local DP group.""
from vllm.distributed.device_communicators.shm_broadcast import (

check_shm_free_space,

)

group = self.group
with ExitStack() as stack:
path, error = None, None
if group.rank_in_group ==
# XA EDP rank 0 82 /dev/shm E&3X 4, HAKEBIAREN broadcast 2| EK&Z
try:



check_shm_free_space(hum_bytes)
backing_file = stack.enter_context(
tempfile.NamedTemporaryFile(
prefix="vlim_engram_", dir="/dev/shm"

)
backing_file.truncate(num_bytes)
path = backing_file.name
except Exception as exc:
error = f'{type(exc).__name__}: {exc}"
path, error = group.broadcast_object((path, error))
if error is not None:
raise RuntimeError(
"Engram shared-memory creation failed on EDP rank 0: " + error

mapping = owner = tensor = finalizer = None
stage = "open"
try:
try:
with open(path, "r+b") as file:
stage = "mmap"
mapping = mmap.mmap(file.fileno(), num_bytes, flags=mmap.MAP_SHARED)
stage = "cudaHostRegister"
owner = np.frombuffer(mapping, dtype=np.uint8)
pointer = owner.ctypes.data
tensor = torch.from_numpy(owner)
result = torch.cuda.cudart().cudaHostRegister(pointer, num_bytes, 0)
if result.value != 0:
raise RuntimeError(f'cudaHostRegister failed: {result}")
finalizer = weakref.finalize(owner, self._unregister, mapping, pointer)
finalizer.atexit = False # type: ignore[misc]
# UVA BB RHEN X E—WFE pinned ¥, 5UHIA CUDA RBIE 5T M
if not tensor.is_pinned():
raise RuntimeError(
"CUDA did not recognize the shared Engram registration"
)
except Exception as exc:
error = f"{stage}: {type(exc).__name__}: {exc}"

errors: list[str | None] = [None] * group.world_size
# ¥ leader unlink XHFRIEZ FTA BIARRBE / SEMER, RIERGFME
torch.distributed.all_gather_object(errors, error, group=group.cpu_group)
failures = "; ".join(

f"EDP rank {rank}: {error}"

for rank, error in enumerate(errors)

if error is not None

)

if failures:



raise RuntimeError(
"Engram shared-memory initialization failed: " + failures

)

assert tensor is not None

return tensor

except Exception:

if finalizer is not None:
finalizer()

tensor = owner = None

if mapping is not None:
mapping.close()

raise

vliim/distributed/parallel_state.py
3 SN EDP A61323B 885 shard size it8E, 2 DP A 5HZRMEMRHE

def _engram_dp_shard_size(
world_size: int,
data_parallel_size: int,
replica_size: int,
) -> int:
"""Size of DP shards aligned with complete replicas and node boundaries."""
node_count = get_node_count()
replicas_per_node, remainder = divmod(world_size, node_count * replica_size)
if remainder:
return 1
# A KNSRI BT B FR DP AR/ NS T AR A%
shard_size = gcd(data_parallel_size, replicas_per_node)
if shard_size == 1 or node_count ==
return shard_size
ranks_per_node = replicas_per_node * replica_size
for start in range(0, world_size, ranks_per_node):
# ZHEBRERSNTAEARNN rank ELL, TN LEMRT SN EDP A
same_node = in_the_same_node_as(get_world_group().cpu_group, start)
node_ranks = [rank for rank, local in enumerate(same_node) if local]
if node_ranks != list(range(start, start + ranks_per_node)):
return 1
return shard_size

b RH A

ywangd6 B9 CHANGES _REQUESTED #HH/ blocker: H—,
tests/distributed/test_engram_dp_shard.py &3 AN{EfT Buildkite job, DP o5& ZFXRH
MMEEME CI B%; H=, deepseek_v4_ 1/nvidia/model.py B9 elif
get_engram_dp_size() > 1: % & PP > 1 BtXt self.engram_hash/input_ids K& None &
¥E, T engram B stage & AttributeError, B PP 3 RIEHFEE engram BERHZ rank
% fork side stream 1Bk A& embed(), graph capture ¥ capture_end &382|k join B
ZJY0516 MELR T4 EIX: EFAERBEN assert 3| config model_validator, A



cross-DP £ERNHFEMMIE. ¥ CUDA EREAREBA nvidia BE. S3& kA
dp_shared_memory, 38 DBO X #FEN; 1EEZE —EE done/moved/created a new
class, #BA#s DBO 5 microbatching & % #F,

« HAERMIRFKIEN CI (testing): B .buildkite/test_areas/distributed.yaml 34 4-GPU
job AO, fEEEE done,

« PP T engram_hash & None BI#ZS| F AR (correctness): PR &x& &3 CI, {81F
WHREKEEMAT, SHNRBMTNZLZEERA self.engram_hash.dummy_hashes
. BERBESER PRI PP 2R,

« PP W AEE engram BE side stream 3k join (correctness): B A& HRIELIEH
blocker; WARSKREAT TR FHIA.

 HEHEMEWME 55544 (design): ¥ DPSharedEngramStorage 3, 3% — A
dp_shared_memory, & EngramConfig X5,

- R E 5 SRR BE (design): EngramConfig #hn1 model_validator,
verify_load_config ¥ auto/safetensors/pt (&% &A2mEk) .

- CUDA TRMR#MEL DBO X#F (design): #F 55 ZEETE|
vlim/models/deepseek_v4_1/nvidia/engram.py; BLEEZE DBO = microbatching Bt
Valuekrror,

PNSESE-AL

« RFe:

1. PP &M review BA#aFEH nvidia/model.py 8 EDP 4% Xt self.engram_hash 5§
input_ids #/> None BfZ, PP>1 BX engram B8 stage T &E AttributeError; #&
PP stage 1 RF%FE engram &, MKW join &7 breakable graph capture BF#R4E,
EHFBRARETRFRKEEAT, BTHFAAXNKR,

2. BRIMTHAZEE: cpu_offload BRIAM False A True GRELTE
VLLM_PLE_CPU_OFFLOAD #iABA) . BA QwendExp/DeepSeek V4.1 AP KF#ER
13| pinned host + UVA 842, HBM & A THEERB UVA X#F,

3. £EANHFEIKH: dp_shared_memory 1&K#i /dev/shm B (%54 94 GB) 5&#=%
IPC namespace, REFREXREFBRBLSFERMBMALIK; KKEREZEBAMMERE
SEBIRE R,

4. EDP AFRFIMERIR: _engram_dp_shard_size fRIXF A A rank 4B &4, EHE
EINSBUOARONEZEA, EIZRABRRNBTIIRTER,

5. F4MRE: WEESEZ AN NVIDIA LRSI, ROCm {3E common resident B42,

B PR body #8 ROCm BAIIERIZET. - ®'™: XMEMA DeepSeek V4.1 5
Qwen4Exp B P ZITAREE: BRIA CPU offload BV BEF & A, TP4xDP8 EE¥ &%
ETHTARKRE ¥R (X 94 GB) , DP BIAK[A zero engram 3&{E; prefetch
& prompt 8 TTFT A 0.4%-0.9% & F+ B decode TEYVI, XHEFAMmME, #3% EDP
AR ANAERLEEMREGRAAETERZELE Engram/ SESHRARIER, H3gmT
distributed 5 config B %@, Cl EE 4-GPU 0 A FTIRREHIEN R, - XEAR
it: PP R =EHIA , BRIA CPU offload sTAZE |, K¥i /dev/shm BES IPC,



EDP Ap|&Z B 8

KRR EE

« PR #56230 [Model][EDP][Engram] Support DP sharding for Engram tables: 4~ PR %
WKEIRIE : engram DP head 4 A BISZIRIR, MERIT RIS GSM8K MG A

« PR #56357 [Perf][Engram] Deepseek V41 Prefetch offloaded engram lookups; share
host tables via mmap: A& PR RIKEIRIH : FHFERE /dev/shm £ERHRIETR X KIR
. & staging o &Mk B zh% A

« PR #56682 [Bugfix] Avoid repeated dummy initialization and random CPU Engram
fills: B2 vlim/models/deepseek_v4_1/common/engram.py, 57 PR 8 dummy #)3&1k
5 EEREREALTBEZERK)

« PR #56349 [ROCm] Auto-enable breakable CUDA graphs for
DeepseekV41ForCausalLM: # PR 4 side-stream FEIRH

eager_break_during_capture 5 breakable CUDA graph #l&|, —FHER—ER 15 58
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