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« —A]3E: chunked #& A padding LEFREKA min(max_model_len, max_embed_len)

« EME: % PR ESRERIE, ASHXTHZITERE: K min(max_model_len,
max_embed_len) fEAEZR TR, BEBE T EMARE, XIRE max_embed_len fEAESE
KBMABIIE EFR, RHABNREREAF. BESLRER B HUE, X pooling A%
HIPE K, WL R T % padding FE% chunk” BIRETHAESRIUL: #% pad-only
chunk 7T 404X embedding %It %E, BIWELEMZ—FEHZA S BZHE sHENHR
, FriEEY)3,

THHES BAL

PR body BAF#FEH : “Padding incorrectly used the aggregate max_embed_len, creating
artificial pad-only chunks.” 2% hello #3E 7 2| prompt_tokens=10000, mEEREAN
512, fEEETW R ELE: BRDITEE RN, token iHEKIEM. #% pad-only chunk 753X
WA, RRESZKEAM R ZFF 10000 token,

SLIVHFAR
SRR T

1. B ANDO: £ vllm/entrypoints/pooling/base/protocol.py B
EmbeddingTokenizeParamsMixin £ #3¥¢ padding: Literal["max_length", "do_not_pad"]
| None FE&, FATFiZERIERTH padding 2%k, £ mixin NEREEH BRI L AERETEX
max_length 3E %,

2. EMEREIIZ: 5 build_tok_params JRXRE$ return self._build_pooling_tok_params(...
) BI5 KPR A oM tok_params, BARERMGEM padding BE. XENGEILEFEM
pad_prompt_tokens M AEE, FKZEIE chunked BERBIIT A,

3. BWMBIEZEHE: ¥ self.padding == "max_length". pooler _config #EER
enable_chunked_processing AER, i+& max_padding len ({E4EER
pooler_config.max_embed_len, A None BfEIRF| max_model len) , i@
tok_params.with_kwargs(pad_prompt_tokens=min(default_max_total_tokens,
max_padding_len)) ¥R BARF T, XAHEBLE 2% 10000 Ex, XREAFZNEEN
B /\ embedding EFR,



4, MREEE: AORKRITIGSRAE MR, (XIKFIA tests/entrypoints/pooling/embed/t
est_protocol.py. test_io_processor.py (66 passed) #u test online_long_text.py (5
passed) BiE: EEBAE H100 LT # token. 513 token R, #EREELALUE
MHRSIE, FARZAMEA 1.0,

R

« vlim/entrypoints/pooling/base/protocol.py (#3k Sttt N0 ; 25| source; KA
core-logic; 5 EmbeddingTokenizeParamsMixin.padding,
EmbeddingTokenizeParamsMixin.build_tok_params) : "§—ZXE X4, BL24L2EHBEZIE
. ¥ padding FE. EHM build_tok_params REIERIZ. EH0 pad_prompt_tokens FHT,

X5 EmbeddingTokenizeParamsMixin.build_tok_params

RERED F B

vlim/entrypoints/pooling/base/protocol.py

E—TE XM, B24IMBEZE: I padding FB. EM build_tok_params R EIEIZR.
B0 pad_prompt_tokens 1M,

class EmbeddingTokenizeParamsMixin(PoolingTokenizeParamsMixin):
# FFE: EEIERTH padding %k (max_length / do_not_pad) ,
# 4t build_tok_params H|Wr 2 E & EX chunked BERAMEE T H T,
padding: Literal["'max_length", "do_not_pad"] | None

def build_tok_params(self, model_config: ModelConfig) -> TokenizeParams:
default_max_total_tokens = model_config.max_model_len
max_total_tokens: int | None = default_max_total_tokens
max_output_tokens = 0

pooler_config = model_config.pooler_config
if pooler_config is not None:
if pooler_config.enable_chunked_processing:
# chunked 3\ T token EFRA max_embed_len ({40 10000)
max_total_tokens = pooler_config.max_embed_len
else:

# 3E chunked #=: max_embed_len {EN¥H token R E
max_embed_len = pooler_config.max_embed_len or default_max_total_tokens
max_output_tokens = default_max_total_tokens - max_embed_len

# SoME EOE TokenizeParams, EEREBEZE LS

tok_params = self._build_pooling_tok_params(
model_config,
add_special_tokens=self.add_special_tokens,
max_total_tokens=max_total_tokens,
max_output_tokens=max_output_tokens,
max_output_tokens_param="max_model_len - max_embed_len",

)
# BB E . XX chunked + max_length A& HEEZRH T,



# WA AIZ max_embed_len EE K AKE pad-only chunk,
# BERZE GPU iHE, XK7FHRMIRF embedding,
if (

self.padding == "max_length"

and pooler_config is not None

and pooler_config.enable_chunked_processing

max_padding_len = pooler_config.max_embed_len
if max_padding_len is None:
max_padding_len = default_max_total_tokens
# FHTMA min(max_model_len, max_embed_len):
# REAFPEANRENE /N embedding LR, R LIEBEKER,
return tok_params.with_kwargs(
pad_prompt_tokens=min(default_max_total_tokens, max_padding_len)

)

return tok_params

AR
BT E R E yewentao256 5% taneem-ibrahim = [4]:

yewentao256: We now firstly padding, then chunk. So 513 -> 512 + 1. Shall we
chunk first then padding? So 513 -> 512 + 512(1 padding to 512)

EEZ& L . % padding B chunk &1t 513 token X 512 + 1, RFRKMAIEX,; £k
chunk B4 padding, M|E4LIE 1024 token B 1-token chunk # pad i 512 oI E
&% embedding; BIEFA chunk E5Z token EEE#EPK padding. BEARXE. usage
RESHEERIE, BTE Wik, EBERGYRIITEZS,

yewentao256: I am not sure the 1 token request would generate correct output,
could you test on this?

YEF 451 H100/MRV2/bfloat16 52%8: 1 token BALREER 511 pad X H
max_abs=4.66e-10. cosine=1.0; 513 token 5 do_not_pad X max_abs=9.31e-10; 5
F5h 51241 IARBAEXE max_abs=7.21e-9, cosine=1.0; HERELEROEREEL K, &
WREEIR 1-token chunk #IEFALIE,

= yewentao256 %4, APPROVED: “LGTM, thanks for the work!”,

« padding 5 chunk BIHUTIRF 2 E MR (design): & taneem-ibrahim &£ 4&3F Y AR
FEZA: % chunk & pad &% & BA—E token, B 1-token chunk # pad Bk 512 &
HHER B AN embedding; IERASIIVE ZEAFHEEK padding., E 5L token REE. B&
RE. usage WEEHERIE, BTES WRITE,

« B token BMIAZE max_length 37T 2 EIEH (correctness): &
H100/MRV2/bfloat16 EIIE: 1 token EAHHEER 511 pad X
max_abs=4.66e-10. cosine=1.0; 513 token 32 &5 do_not_pad ®Fah 512+1 IRXE
XM —K, IEAEIE token chunk #IERALIE,



R 5 B

« R TEXFEDT

1. fTATHAE L : XRB A chunked_processing Bi&3K padding="max_length" 89, &
Z& BARM max_embed_len A min(max_model len, max_embed_len), & X F~&HEIH
TAREREZ 10000 KERY, SKBERERFS; XEAKR PR WEEEE, BB TR
HITAZE,

2. BAE—BMRBALRIE: FHRMET H100 LHMEBILE (ZRE 1e-9 ER) , BXHF
EHMNIAE Z XA SRR, FEEMMTRREVALITA, RDMRERNFE,

3. SEERE: KstEFE chunked + max_length 2%, 3E chunked. 3E max_length L&
FixedMaxlLenTokenizeParamsMixin B2 ARZE R, EVFEER/N,

4. max_embed_len A None B: max_padding len B3R 3| default_max_total tokens,
min &5 max_model_len, fTAS5EBEBHF—3K LTHERK, - ¥M: PEEBERT
pooling / embedding lRE F R FF 2 chunked_processing 5§ padding="max_length" &
RF: BMARBERERLE 10000 ZANWRE LR, GPU THE. ERE5EFSAKRET
%, usage 4it (prompt_tokens) A 10000 EIVAESZ{E 512, SNALEKELA A
m, EARE~AEEM pad-only chunk; XF3E chunked s Ath padding R BTER T2
TR BIRAMIBREIX A E M 18 17, BEIVEEMNRAXMY, TEELEFEXTZAE
BAANEYNT, - NFEFRE: SROFIENREE | padding T REXHA , FE—MERBA
T

KERBKRZ

« PR #56760 [Bugfix] Measure complete pooling responses: R A pooling Ri3R{EE, K
3 pooling REHMNEES EAETEHME, 54 PR AR pooling AOFRE#IF K,

« PR #57024 [Bugfix] Avoid nested score cancellation handlers for /v1/score alias: [EJ&

pooling/scoring APl NT & bugfix, (88 ANDEEMBITAN, 54 PR & pooling RI3mEE
12 _EABAR,



