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PR body BAFaFE i : DeepGEMM warmup J&$#E T compressed-tensors #1 ModelOpt
block-FP8 B (&3& block-FP8 ParallelLMHead &) , iR T 8B 4E N =T 64 BB
AEHE 128 BN EERER IR, RENESBOEREA B AZ JIT &%, & Gemma BATH
=4 10-20 12, PR HLAH T SEMXEL: main 4% 0 BFUA. 51 N IIT BFEKE, A
PR T 240/240 B, &7 72 N8B ; X warmup B 463 A prompt R E#EI=A
ERERFEH (12.5s. 9.7s. 20.0s) ,

SRR
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1. #a3L kernel SEMR provider 4] (vlim/model_executor/kernels/linear/scaled_mm/dee
p_gemm.py) : DeepGemmFp8BlockScaledMMKernel.process_weights_after_loading
ERBRRERNERE, 1B self BN layer.deep_gemm_warmup_provider, F#ig
get_deep_gemm_warmup_weights(layer) £—3&E (weight, block_scale), XEAFXE
is_bmm=True HERIM——EAN BMM BEIEITHE fp8_einsum, FLLZH K kernel,
WA kernel KT AW A B,

2. %&— block scale BMEEHK (viim/model _executor/kernels/linear/scaled_mm/BlockScale
dMMLinearKernel.py) : 7 FP8BlockParams _E#3¥ block_scale_attr 5 block_scale
FAANEME, FEFp8LinearMethod JEMA weight _scale_inv. compressed-tensors St
A weight_scale’B§ £ R ; process_weights_after_loading 5 apply_weights &R A£E
params.block_scale, XJEIMRT WLRIRREAE Z N XM EBH if weight_scale_inv is None
else ... #IWr, FXF scale BEBIERMETS, LERERTHKE KK,



3. warmup Y &3 BCRIRBUEMATIE (viim/model_executor/warmup/deep _gemm_warmup.
py) : MR extract _data_from_linear_base_module. _is_deep_gemm_backed_kernel.
_fp8_linear_may_use_deep_gemm =ANETF EMNAE + BN HET kernel YR 2L,
2 A deep_gemm_linear_data——REE layer L B EHE
deep_gemm_warmup_provider H weight_block_size ==
get_mk_alignment_for_contiguous_layout(), B EE provider EX¥,
deepgemm_fp8 gemm_nt_warmup 5 _count_warmup_iterations [El25 &R 3 3 MARIC.
BREIER w.shape[0] % 128 == 0 and w.shape[1] % 128 == 0, LI FFHE EX
7, R4 kernel HEE/TEEIFEE, RALXIF N=576 XHEX 64 FHIBIR,

4. MRECE (BT tests/model_executor/test_deep_gemm_warmup.py) :
SimpleNamespace ¥3&EHE layer, BEFM scale BIES (weight_scale /
weight_scale_inv) . N=576 (64 X5FBIE 128 *43%) . KIEM /block size RILELHIBE
WFE, MUK kernel ISR BMM EBSFAH B, warmup JIRE CPU 5 H100 L&
6 N2ER#EN; compressed-tensors B [marlin] AR EISIEIRE T B RLE (IX5) 3
CUDA 13.0, ¥ &R 13.3 %) R cudaErrorUnsupportedPtxVersion, B¥FEal#fIE
RAGERFE

R

« vllm/model_executor/warmup/deep_gemm_warmup.py (3R F#AER: K 5| source;
KA data-contract; &5 _extract_data_from_linear_base_module,
_is_deep_gemm_backed_kernel, _fp8_linear_may_use_deep_gemm,
_deep_gemm_linear_data) : warmup EEBZMBEMEIEN K AEE kernel SEMEY provider
, MR 3 NERREGEFHE deep_gemm_linear_data, ZAKE E BRI B3k,

« vlilm/model_executor/kernels/linear/scaled_mm/deep_gemm.py (#E3k XMRIZ; K3
source; £ data-contract; 5 get_deep_gemm_warmup_weights) : DeepGEMM
kernel 7 process_weights_after_loading 33 M B & A warmup provider, 73
get_deep_gemm_warmup_weights &—t$dEn, 240k 88T ME,

« vllm/model_executor/kernels/linear/scaled_mm/BlockScaledMMLinearKernel.py (1%
&MERNKZ; K5 source; M data-contract; &5 block_scale_attr, block_scale) :
FP8BlockParams #3% block_scale_attr 5 block_scale B, %t— Fp8LinearMethod 5

compressed-tensors B scale BMEZEZ R, ZZ A kernel £EFHELHY,

. tests/model_executor/test_deep_gemm_warmup.py (1R FARAESR: K5 test; LR
test-coverage; 5 _block fp8_layer, _run_warmup,
test_registered_deep_gemm_layer_is_warmed_up,
test_n_multiple_of 64 _matches_kernel_selection) : #3¥ 4 NETTNIRE ZFMRA.
b4 XFHAR. BiIEEES BMM HEfR, ZFFIEEVINXEEE, EBW051KT Cl FRREHN
it

XS deep_gemm_linear_data, deepgemm_fp8 _gemm_nt_warmup,

_count_warmup_iterations, process_weights_after_loading,

get_deep_gemm_warmup_weights, block_scale_attr, block_scale

X pEJRED F B



vlim/model_executor/warmup/deep_gemm_warmup.py

warmup EBZMEMEEN KA E T kernel SEMEY provider, MIFR 3 ANHEKT R EFHFFT3E
_deep_gemm_linear_data, EAKXIEE BZE TR,

# vlim/model_executor/warmup/deep_gemm_warmup.py

def _deep_gemm_linear_data(module: torch.nn.Module):
"M layer EIZER warmup 338, BIIERE kernel BEREMERMIM provider,

ABELIESZEL (A quant_method BMERIE kernel £R) | XEHEEE
““process_weights_after_loading™ ™ Z 8%, EhAEEE compressed-tensors.
ModelOpt. ParallelLMHead &FrE 231 kernel BB E, FERHASEMLMF LMY,
provider = getattr(module, "deep_gemm_warmup_provider", None)
if not isinstance(provider, DeepGemmFp8BlockScaledMMKernel):
return None
# block size RILECE, BUMESIM T HARE DeepGEMM EE&4Z, Bkt Tk
if module.weight_block_size = get_mk_alignment_for_contiguous_layout():
return None
return provider.get_deep_gemm_warmup_weights(module)

def deepgemm_fp8_gemm_nt_warmup(model, max_tokens, pbar=None):

"mABA AR, RAEME provider BIEHAT JIT Tk,

IBARASAZ|REFANIRBIRE, XEBBAEREAM walrus FIZ=E,
BREEE, BRAXFIF N=576 (X 64 X5F) XE R IRBERAT R,
for m in model.modules():
if (data := _deep_gemm_linear_data(m)) is not None:
w, ws = data
_deepgemm_fp8 _gemm_nt_warmup(w=w, ws=ws, max_tokens=max_tokens, pbar=pbar)

vliim/model_executor/kernels/linear/scaled_mm/deep_gemm.py

DeepGEMM kernel & process_weights_after_loading 9EM B & A warmup provider, 3f
T get_deep_gemm_warmup_weights Z&—t#3En, BEARGE T ME,

# vlim/model_executor/kernels/linear/scaled_mm/deep_gemm.py

def process_weights_after_loading(self, layer):

R E MBI HIREAD, FEEAEMA warmup provider,

BMM BimfTHALEE K kernel (£ fp8_einsum) , EILFRIFM,
BRAFS BRI IBE JIT Hlk,
super().process_weights_after_loading(layer)

params = self._get_layer_params(layer)

assert layer.weight_block_size is not None



is_bmm = getattr(layer, "is_bmm", False)

if self.is_deep_gemm_supported:
dg_weight, dg_weight_scale = deepgemm_post_process_fp&8 weight_block(

wg=params.weight,
ws=params.block_scale, # %2 FP8BlockParams %&—Ak&#T scale &%
quant_block_shape=tuple(layer.weight_block_size),
use_e8mO0=self.use_deep_gemm_e8m0,
is_bmm=is_bmm,
bmm_batch_size=getattr(layer, "bmm_batch_size", 0),

)
replace_parameter(layer, params.WEIGHT, dg_weight)
replace_parameter(layer, params.block_scale_attr, dg_weight_scale)

# bmm B3R kernel, BTFM; ERKBEENREMBMEZER,
# a4 warmup TR BIERT kernel 3%E#FB 15,
if not is_bmm:
layer.deep_gemm_warmup_provider = self

def get_deep_gemm_warmup_weights(self, layer):
" warmup MEEIRBIRE S scale, B ERA%K—@ kernel MM, "
params = self._get layer_params(layer)
return params.weight, params.block_scale
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1. &# kernel SEMESF : FIALEIEZERKEA DeepGEMM X FREHLME N
process_weights_after_loading, #FA&RHIMEGTIZRZNREMEEEZ (B E XN
HE’., FEBEE) , provider FLEM, warmup SR —XINSRATHBE RN
BATA, BTAEZHNERTIERER.

2. block_scale BrE4TAZE : FP8BlockParams.block_scale Xtk scale B assert
, WRIBYRELZE scale A None BI& L E [BgHY A RALPIT; FTEANRKRE
weight scale 5 weight_scale_inv #/% A None WEMNLEE, IESEMBENERE RN L
K, XEARARBKEEEZMENREMETN



3. marlin BIZ2R%ZEALKUE: 1B _fp8_linear_may_use_deep_gemm HA& not use_marlin
Wi IZETALHE kernel STMRE, & marlin 5§ DeepGEMM £ZE [F— kernel 3£
BEMERAZ, warmup AT A TREZ AL, PR BBIETF [marlin] EEKENRE T EEERILE
kIR, ZHEENEENATE,

4. warmup BEIRA: 240 BTG 84 ¥, BT RMBEshHE, BLER. 2R
TREMRK, #E kernel EFMEZRASKRE LA, - FW: XAF: BT
block-FP8 /LA (%0 Gemma-4-31B-it-FP8-block) B1&EXK 10-20 # JIT {24, X
REETINNERKE; FFEET ParallelLlMHead SREDRENE, BD T & BT
RHRIFRFE, XNAZ: warmup 2IEHEM warmup BRIEEN quant_method B EK
HA“kernel E&0EM provider’, fEFRT warmup 5 kernel :&3F3B 18, S LHE
DeepGEMM X 3 kernel REFE process_weights_after_loading ™ 3 2Bl =] # & 51
W, *HEIFA: FP8BlockParams.block_scale XA block-FP8 %A%\ kernel B%—
scale A0, ZA kernel XHFHFHEE T WK, - NFEFRIE: warmup 1KFi kernel
EMEBTRE |, block_scale BiE4TAZEE |, marlin BBRBEZ R , CI MIRKLE S PRI
E

KERIK L

« PR #50617 ModelOpt-specific DeepGEMM FP8 warmup lookup: PR body 381 1% PR 5
A PR E&, B4 PR A kernel EMERBEMEHN, FIMEBE compressed-tensors.,
ParallelLMHead 53F 128 X5+ iR,

« PR #49930 BMM/einsum DeepGEMM warmup support: PR body #&Hi% PR B &
BMM/einsum warmup, 7~ PR BA#&YE BMM BHERRE T M= 4N, PE X BMM BRIZH AR
RS B

« PR #41851 Skip DeepGEMM warmup when DeepGEMM unavailable: PR body #& %1%
PR 438 DeepGEMM R ABEY warmup Bkid, 57 PR 8§ provider SEM &M (
is_deep_gemm_supported) #E—%&Thab&ny & EiES,

« PR #53566 [5/N][warmup] [DSv4] Migrate NVIDIA CuTeDSL attention kernels: @A
warmup RAZMKE, FABTBEEZMAZY, 54K PR B provider FMERNMEE
PR, RBEVLLM 4 — JIT warmup HL&| L BY3F40E 3,



