PR #56446 STEIRLE

vlim-project/vlim
[Bugfix] Align vLLM YaRN with Transformers and stop re-scaling max_model_len
&3mtE: 2026-09-11 21:01

JRSCEESE: http://prhub.com.cn/vlim-project/vlim/pull/56446

PATHRE

o« —A)E: XFF vLLM 5 Transformers 8 YaRN, & IE YaRN Z4R max_model_len =k%4E
% §

- HEDE: E/FR, LHEE=AMRIRE: (1) AMT2RAMHE attention_factor A Z
mscale: 0.7 (LR A& mscale_all_dim AERAE mscale, TNSEE] 1.1386 ik
1.0970) ; (2) AFLIBEEN BRI GITINT BN TTEA YoRN KiEER LN,
JREMPRE S 3 (3) A4 apply_yarn_scaling EHEA attention_factor i 24+ E
Bl ——45 R 2 RoPE FHMENEEKA Transformers #,
ignore_keys_at_rope_validation X3 workaround B ¥k, RN RN EEEEBR
BIGSIESR O : Model evaluation — Not yet run — needs a GPU run before merge 3%
EAHANT, B THREELEER TeleChat3, sarvam-105b s AEfTH
mscale/mscale_all_dim B YaRN &, ZNBETH—RK LT XHEESHE —KMEREYT,
HHIAFTBRIA max_model_len 5 AIRBEE # 5

THRES B

PR body g H AN T HIZEMENERES: Tele-Al/TeleChat3-36B-Thinking (rope_type
telechat3-yarn) 8 max_model len A 131,072 &K 32,768 B9k Em— B IECHE|
131,072, MSEZFr config B2 % 32,768x4; sarvamai/sarvam-105b (deepseek_yarn,
max_position_embeddings = 131072, factor = 40) #%#EFH 5,242,880, B H cos/sin
cache K&, BERTTUUEEG|F| cache 24, {FEEIEBRITE AN S
transformers.modeling_rope_utils._compute_yarn_parameters BZF# (drift) ”, FFiBAX
EZEA vendor B ZEREZLMITAN T HRE, EAF—RMEMRFT LN BRI
YaRN # max_position_embeddings 3 factor, LR A —1% YaRN I IEEAN
vendor — /N, PR &RBAHE supersede T #55116 (3B telechat3-yarn MmAHERTTAH) 5
#56279 (o deepseek_yarn) , FHEHt @leex404 5§ @pushkar-sarvams,

SCEL AR

1. BERE EFTFTXKE (viim/config/model.py:: get_and_verify_max_len) : 3B factor B
ARBVHERRTTLAM ("su”, "longrope", "llama3") ¥ B AB®EE "yarn". "deepseek_yarn". "
deepseek_llama_scaling", FMRIRZL if rope_type == "yarn": derived_max_model_len
= rp["original_max_position_embeddings"] 8455, BHES EHE—2: X YaRN Fik
E max_position_embeddings AHMERA LT XKE, B factor &&EfE LR, ¥ME



B EZFAKH derived_max_model_len BIETIRE. KV cache BEMFES
--max-model-len BRIA(E,

il rope_type T E R SME TEEHESE
Tele-Al/TeleChat3-36B-Thinking @ telechat3-yarn 131,072 32,768
sarvamai/sarvam-105b deepseek_yarn 5,242,880 131,072

1. & vendor B|&VI—HAWRAE YaRN (viim/transformers_utils/config.py:: patch_legacy
rope_type) : A X, B rope_type == "telechat3-yarn" B8R "yarn", #FHitE
attention_factor = 0.07 * math.log(factor) + 1.0 (R pop #HIREH type ) , Ak
# import math, XA¥ TeleChat3 K EENEAFAET "yarn" B9HIET (BFEE 1 S04
FRode) , tLEMMREE RoPE KRR,

2. MMREE SZIFH Uk IKIZEE (viim/model_executor/layers/rotary_embedding/telechat3
_scaling_rope.py MIF&. rotary_embedding/__init__.py) : EXHMIER 57 T8
TeleChat3RoPEScaledRotaryEmbedding (# get _mscale REAEKEIT 0.1 ¥k 0.07)

B BREANE get rope B scaling type == "telechat3-yarn" 2% ; yarn 4%
extra_kwargs B & B KA beta_fast/beta_slow/mscale/mscale_all_dim/attention_factor/
truncate, Ml extra_kwargs.pop("apply_yarn_scaling", None) XA~ mrope & H
workaround,

3. %t— YaRN attention 4&3%i& X (yarn_scaling_rope.py. mrope.py.
deepseek_scaling_rope.py. common.py) : YaRNScalingRotaryEmbedding. _init__ %
L5 _compute_yarn_parameters R BItA Kk ——attention_factor 46, HRE
mscale 5 mscale_all_dim R ABERNERBEE(E, &EER yarn_get_mscale(factor);
MRotaryEmbedding X F R —EMHTAE E mrope+yarn (W Qwen2.5-VL &) ;
DeepseekScalingRotaryEmbedding &# mscale 8 * attn_factor;
common.py::yarn_get _mscale(scale, mscale=1) &M & #KH 25, FiE RoPE £
extrapolation_factor/attn_factor #MIER, inv_freq_mask RE 3L extrapolation_factor

(BRIA 1, &) o

4. Mistral YaRN &gtk 5 (vlim/transformers_utils/configs/mistral.py:: remap_mistr
al_yarn_args) : MBRETERAEFR apply scale — apply_yarn_scaling, A if not
yarn_config.pop("apply_scale", True): rope_parameters['attention_factor"] = 1.0; [
BH#FR packaging.version § TRANSFORMERS_VERSION & A&
ignore_keys_at_rope_validation BIfRA% % hack. TEEZXEEH
mistralai/Mistral-Large-3 E5& 1.3583 i vLLM & 1.0, REMZHES 1.0 A vLLM
PUERE,

5. MIRELE: tests/test_config.py FESEMAB test_get_and_verify_max_len_yarn_is_
already_scaled (B# yarn/deepseek_yarn/deepseek_llama_scaling, F W linear fEX
i8R 3k factor BIXTHRLE, @IWAEERAAREML) ; tests/transformers_utils/test_conf
ig.py #F3E test_patch_legacy rope_type_normalizes_telechat3_yarn BiF)3—1b, &
7= B BRI X ZE B IE tests/kernels/core/test_mrope.py. test pos_encoding.py 5
pre-commit run --all-files, F38HFTABETMBERSELIK (assert 1310720 == 32768)

o



R

viim/config/model.py (#£k HERELE ; K3 source; EA! core-logic; {5
_get_and_verify_max_len) : # bugfix BT : _get_and_verify_max_len B9 YaRN #HEFR
TCAY S "yarn" $56IRIKR, EiEERE TeleChat3 / sarvam-105b BIERIA
max_model_len,

vlim/transformers_utils/config.py (121 BLEEES; 35| source; £ A data-contract;
&5 _patch_legacy _rope_type) : _patch_legacy rope_type #3% telechat3-yarn —
yarn JA—WHMITHE attention_factor, ZMFRESE RoPE 3. it TeleChat3 EANFTHE "
yarn" F| R 89 RI$,
vlim/model_executor/layers/rotary_embedding/yarn_scaling_rope.py (£ {i & R4S ;
5| source; EAR data-contract; &5 YaRNScalingRotaryEmbedding.init,
YaRNScalingRotaryEmbedding._compute_inv_freq) : YaRNScalingRotaryEmbedding
B mscale BBITE S A5 Transformers _compute_yarn_parameters ZFERFF, BARS
BRAZTE BZATE R
vlim/model_executor/layers/rotary_embedding/telechat3_scaling_rope.py ({3t i & %
;7 source; A deletion; &5 TeleChat3RoPEScaledRotaryEmbedding, init,
get_mscale) : MR 57 1TH) TeleChat3RoPEScaledRotaryEmbedding, B‘“XEE
2. — YaRN"3X—& it 7 8 8 BRI,
vllm/model_executor/layers/rotary_embedding/__init__.py ({3 mEEoJk; 7| source
: A data-contract; 5 get_rope) : get _rope @k R telechat3-yarn 2% 5
2N, yarn By extra_kwargs B& BN Transformers #, 228K AD,
vlim/model_executor/layers/rotary_embedding/mrope.py (&3t (L & %% ; 23| source
: 2R data-contract; &5 MRotaryEmbedding.init) : MRotaryEmbedding AR —%&
YaRN mscale f##r, "M mrope+yarn (21 Qwen2.5-VL &) &R E attention 4B,

vlim/model_executor/layers/rotary_embedding/deepseek_scaling_rope.py (13t fiE %
7L 255 source; ER cleanup; 5 DeepseekScalingRotaryEmbedding.init,
DeepseekScalingRotaryEmbedding._compute_inv_freq)
DeepseekScalingRotaryEmbedding %&## attn_factor/extrapolation_factor ¥, EIFEE
AT DeepSeek/Kimi &£ deepseek_yarn B MLA &R,

vlim/transformers_utils/configs/mistral.py (#&3k #REAR; 25| source; FER
configuration; &5 _remap_mistral_yarn_args) : _remap_mistral_yarn_args &
apply_scale: false 585 AR\ attention_factor = 1.0, FHMIFRRAAE X
ignore_keys_at_rope_validation %3
vlim/model_executor/layers/rotary_embedding/common.py ({&3k i & &AL ; K5
source; &M data-contract; &5 yarn_get mscale) : yarn_get _mscale 30 mscale
%, & YaRN/DeepSeek P SZI L Z ML R EABKE

tests/test_config.py (&3 ECEMIR; KF| test; KR test-coverage; 5
test_get_and_verify_max_len_yarn_is_already_scaled) : $r3& 5%k =3 45
test_get_and_verify_max_len_yarn_is_already_scaled, HIEHZE [YaRN KEFFHF
factor] X—{TAHARA,



. tests/transformers_utils/test_config.py (&3 BEEMR; %7 test; LA test-coverage
. 55 test_patch_legacy rope_type_normalizes_telechat3_yarn) : #3g
test_patch_legacy _rope_type_normalizes_telechat3_yarn, ¥iF vendor B|&E)3—1b5
attention_factor ¥it&,

XS _get_and_verify_max_len, _patch_legacy_rope_type,
YaRNScalingRotaryEmbedding.init, MRotaryEmbedding.init,
DeepseekScalingRotaryEmbedding.init, yarn_get_mscale, _remap_mistral_yarn_args,
get_rope, TeleChat3RoPEScaledRotaryEmbedding (HHIER) ,
test_get_and_verify_max_len_yarn_is_already_scaled,
test_patch_legacy_rope_type_normalizes_telechat3_yarn

RERED F B

vlim/config/model.py

% bugfix FTZE: _get _and_verify max_len B9 YaRN HRRTAY BE "yarn" 45FIMIR, B
BERE TeleChat3 / sarvam-105b BIERIA max_model_len,

# vlim/config/model.py —— _get_and_verify_max_len() F RoPE 4E#KHE % 894% 0 H B.
# 3B X YaRN F#% (yarn / deepseek_yarn / deepseek_llama_scaling) #
# max_position_embeddings B2 R &AL LT XKE, FEEHEFE—XK factor,

if rope_parameters is not None and "gemma3" not in hf_config.model_type:
scaling_factor = 1.0
for rp in rope_parameters.values():
# hn3E HF config RFB.2 3 patch_rope_parameters, XELEBE "type" #
rope_type = rp["rope_type"]

# 5 Transformers 8§ _compute_yarn_parameters {%#FH—3K:
# EIEAMRIT max_position_embeddings 3 factor,
# EWEA YaRN KigERHERIE factor RIS,
# ISR HEMRKEAFESE "yarn", $3K telechat3-yarn /
# deepseek_yarn B max_position_embeddings # = >XR4EiX,
if rope_type not in (

"su",

“longrope",

“llama3",

"yarn",

"deepseek_yarn",

"deepseek_llama_scaling”,

# rope_type == "default" & X factor;
# XBREFAEBREREELZR A scaling factor
scaling_factor = rp.get("factor", scaling_factor)

if scaling_factor is None:
# AP config BEEXE T null BFEERE] 1.0, FHESTREEEEM bug

logger.warning_once(



"The model's RoPE configuration has a null scaling factor ..."

)

scaling_factor = 1.0

# EBSIE—R—KR, BESRXBERMER

derived_max_model_len *= scaling_factor

# KRB RNIEE max_model_len BTLUEAE RN ERIAE;
# LongRoPE BJh[EIR 3| original_max_position_embeddings, & %48 % 5| *aER 1L
if max_model_len is None or max_model_len == -1:
if rope_parameters is not None and any(
rp["rope_type"] == "longrope" for rp in rope_parameters.values()

max_model_len = int(
getattr(
hf_config, "original_max_position_embeddings", derived_max_model_len

)

else:

max_model_len = int(derived_max_model_len)

vlim/transformers_utils/config.py

_patch_legacy_rope_type #F3E telechat3-yarn — yarn YJ3—#H#FMitE attention_factor,
EMMREE RoPE 2. it TeleChat3 EANFTAE "yarn" H|¥r 89 ETIR,

# vllm/transformers_utils/config.py —— _patch_legacy_rope_type() #1384 x
def _patch_legacy_rope_type(rope_parameters: dict[str, Any]) -> None:
"I R BB rope_type YA—1bA Transformers AIRBIARE(E, "

if rope_parameters['rope_type"] == "mrope":
# H¥EE%: mrope EMT default
rope_parameters['rope_type"] = "default"
logger.warning("Replacing legacy rope_type 'mrope' with 'default'")

elif rope_parameters|["rope_type"] == "telechat3-yarn":
# TeleChat3 & YaRN 8 vendor &l4~: R3IL attention scaling &%k
# M 0.1 &% 0.07, XEMAEEH attention_factor, BEMEMNT
# & YoRN, Eib vLLM R B4EF—HEE B RoPE %,
# TeleChat3 W BehEANFTAET "yarn" BOHIRT D X
#
#3F&: B mscale=0.7 T3k round-trip — LB RAE
# mscale_all_dim FBTA BB 1% mscale, 2FH 1.1386
# mAEMEAR 0.07 * log(4) + 1 = 1.0970,
factor = rope_parameters["factor"]
rope_parameters|['rope_type"] = "yarn"
rope_parameters["attention_factor"] = 0.07 * math.log(factor) + 1.0
# FEIERN "type" 8, B THEEMNT
rope_parameters.pop("type", None)
logger.warning("Replacing rope_type 'telechat3-yarn' with 'yarn'")



# Z k4L interleaved sliding attention B9#XE rope_parameters

vlim/model_executor/layers/rotary_embedding/yarn_scaling_rope.py

YaRNScalingRotaryEmbedding 8] mscale &t &5 N5 Transformers
_compute_yarn_parameters BFItF, BEARRSHRZATE WZLOE S,

class YaRNScalingRotaryEmbedding(RotaryEmbedding):
"""RotaryEmbedding extended with YaRN method.

Credits to Peng et al. github.com/jquesnelle/yarn

def _init_ (
self,
head_size: int,
rotary_dim: int,
max_position_embeddings: int,
base: float,
is_neox_style: bool,
scaling_factor: float,
dtype: torch.dtype,

*
>

beta_fast: int = 32,
beta_slow: int = 1,
mscale: float | None = None,
mscale_all_dim: float | None = None,
attention_factor: float | None = None,
truncate: bool = True,

) -> None:
self.scaling_factor = scaling_factor
self.beta_fast = beta_fast
self.beta_slow = beta_slow
self.truncate = truncate

# attention LRI KE Transformers B _compute_yarn_parameters —3K:
# 1) B= attention_factor 56 (Mistral B apply_scale: false 2BLETER 1.0) ;
# 2) TN Y mscale 5 mscale_all_dim RN EREME A,
# 3) &R/GEERE|FRE YaRN B yarn_get_mscale(factor),
# |BE attn_factor / apply_yarn_scaling Bl —— BAIARZ Transformers
# B9 RoPE &3k, {7 HF config #RT xIEH,
if attention_factor is not None:
self.mscale = float(attention_factor)
elif mscale and mscale_all_dim:
self.mscale = float(
yarn_get_mscale(self.scaling_factor, mscale)
/ yarn_get_mscale(self.scaling_factor, mscale_all_dim)
)
else:
self.mscale = float(yarn_get_mscale(self.scaling_factor))



super().__init_ (
head_size, rotary_dim, max_position_embeddings, base, is_neox_style, dtype

def _compute_inv_freq(self, scaling_factor: float) -> torch.Tensor:
pos_fregs = self.base ** (
torch.arange(0, self.rotary_dim, 2, dtype=torch.float) / self.rotary_dim

)
inv_freq_extrapolation = 1.0 / pos_fregs
inv_freqg_interpolation = 1.0 / (scaling_factor * pos_fregs)

low, high = yarn_find_correction_range(
self.beta_fast,
self.beta_slow,
self.rotary_dim,
self.base,
self.max_position_embeddings,
self.truncate,

)
# REFLL extrapolation_factor: ZiEFE VLLM L ARE,
# MRE 5 REMEFMN & 1)
inv_freq_mask = 1 - yarn_linear_ramp_mask(
low, high, self.rotary_dim // 2, dtype=torch.float
)

inv_freq = (
inv_freg_interpolation * (1 - inv_freq_mask)

*

+ inv_freqg_extrapolation * inv_freq_mask

)

return inv_freq

B4
A PR BEEFAITA review 118 (review comments_count = 0) , iTife BJLF2Ek B
PR body §&#igX:

hmellor (PR body, 7EZBiFXFE) : Model evaluation — Not yet run — needs a
GPU run before merge. ‘- This touches attention scaling and derived context
length, so TeleChat3 and an MLA model on the deepseek_yarn path should be
evaluated before this lands; treat it as unvalidated end-to-end until those results
are posted here.

hmellor (PR body, X TFITHZFEMNIELM) : The exact-string check was a symptom
of drift from transformers.modeling_rope_utils._compute_yarn_parameters, which is
why each vendor alias needed its own special case.

hmellor (PR body, *TF mscale Jo’% round-trip) : TeleChat3 uses a precomputed
attention_factor rather than mscale: 0.7, which looks natural but does not
round-trip: upstream only consults mscale when mscale_all_dim is also truthy, so it
would compute 1.1386 where vLLM computed 1.0970.



claude[bot]: This pull request is from a fork — automated review is disabled. BRE 54

review KA, BREWINEFEEE,

HFEIEFIXFES body B APPROVED (noooop. IsotrOpy) , MaEE{EEAA
merged_by: hmellor &3, Issue W RA /ci run 5 Buildkite it &2 B, WEtEH, “EFF
B3R BRI X — B REKEAE PR NE TEALRIEX, B TRAFRHITL,

« SHACREBREERERDO (EE B3R) (testing): /FE RIBH T ELHEMMEIE (
cos_sin_cache torch.equal. mscale = 0.07*log(4)+1 = 1.097040605278392.
inv_freq 5 ROPE_INIT_FUNCTIONS['yarn"] ZEf—3) , B SERMMEMNBERLTEH
s ZRIIERR O R FER,

« attention_factor FitHE vs mscale=0.7 B round-trip P& (design): XA
attention_factor fEArE—K3X, BN apply_scale: false (—=1.0) & TeleChat3 (
—0.07 A%) HAMEXHED,

« 38 per-vendor 2L A EA YaRN Fik (design): 27 EWRAHEH, WA
PR #EA; EAREMEKRERNELE, RKEMBE =5 G0 R = R4,

« MFR attn_factor / extrapolation_factor / apply_yarn_scaling Z/N&%& (design): =4
kwargs ¥R, RoPE FHMENEEKARA LI X B Transformers #8; N THE
B BIL3X Lo 3 BRI BB ERIRE R B

- Batfb review RAEZK (other): A PR ZANBEHEFEERZ, RAMBALFRELHILEX
#) APPROVED,

R 5 B

- RS

1. O BRIZIEXEE (_get_and_verify_max_len) : BRIA max_model_len Xt
TeleChat3-36B-Thinking (131,072 — 32,768) 5 sarvam-105b (5,242,880 —
131,072) K@ T, XEBEBFRIINABTAZTE, ENEAKBIBRIAMENIEE (
FlnZ BEEREEGMEREEZEZFEK LT SXAARHREXNETZER
--max-model-len, BT A " LEFREMEZ I,

2. BZEMIMNABRBRIE: BEAFRNEHRSMKESBE YaRN Bl4&7, MIERHE / EX
15| YaRN Kk, EAFKEMEIFT vendor Bl& (BE=FFA config W) HEFEAN
scaling_factor = rp.get("factor") 2 X 3 — R4,

3. RoPE 2B AL E . extrapolation_factor. attn_factor. apply_yarn_scaling =4
kwargs M YaRNScalingRotaryEmbedding. MRotaryEmbedding.
DeepseekScalingRotaryEmbedding ##lfk. ©ERNBELRAA ((EEEBRA dead) |,
BT fork., s B & XIERZE B E LA X LR HES, ¥ EFHE TypeError,

4. attention ZEREMEEEIZ AL mscale/mscale_all_dim MW RAB"FE R BEIEARK, #EH
XFAANEB HF config (mrope+yarn. deepseek_yarn B12) #BEST, FER
T 2HT5 torch.equal ZBIEYETITEL, %A 3R B5mAE BTN,

5. Mistral 2 X BIRR AWM : R 3% TRANSFORMERS_VERSION >= 5.3.0.dev0
RERETE ignore_keys_at_rope_validation, IAEZ—KH attention_factor. Xt#rIH
Transformers JRAK R X FA&MEHF D Z NMRE £,



6. telechat3-yarn RERK RN config patch M E#)I—1k: EAHKRZ LT
_patch_legacy_rope_type (Bl4nEFEA3E rope_parameters B985 =HRE3)
get_rope 2#H Unknown RoPE scaling type telechat3-yarn, EAERAES5HZHE
I R

7. MREXRImETT: ARG EEE AR, TME. £ GPU, BirHNEESES )3
—tt, TSEE E"cos/sin cache BEEMMMA KT “attention scaling B2 &5 FHAEE —EK
"XEBBEEE, - MW AFPM: TeleChat3-36B-Thinking 5§ sarvam-105b 892kIA
I T XKEBMBIERS HF config — VL EME, BFAKRI| cos/sin cache BIFE B H
[&X: Mistral-Large-3 8 attention factor X5 BT (VLLM 3ERE) |,
TeleChat3 RBEE vendor £ RoPE 3£, AZM|: get rope B yarn 4%
MRotaryEmbedding 5 DeepseekScalingRotaryEmbedding By5 %k & % — 3|
Transformers 1#C%&, vlim/transformers_utils/configs/mistral.py 2> 7 —/ANRAH| b
AR E5—AREE workaround, ROPE_DICT M*EMEmTEE L RINE
mrope+yarn (Qwen2.5-VL 2£) 5 deepseek_yarn (DeepSeek/Kimi MLA 2£) 893k(&
BARLXETN, BRM: ELEAIEHE YaRN vendor BlE2F T EEZER—&
_patch_legacy_rope_type it E attention_factor Y3—4LA yarn, fAEIHETFE
; RBZ4IF _get_and_verify_max_len BHERRTTHRARMEAE, EE” EBITZRMN
B, EZEHHIA —max-model-len, EEMEEK ETCEUEL, - REFRIT:
B BEREE |, BRIA max_model_len TR , SaE3RfFERIIE , RoPE S8 EALE ,
KWEB L EMAIRAR , 0T T8 utR

RTINS

« PR #55116 #A PR BfX: telechat3-yarn HFR A E (FREURE LT XH#RE) : PR
body 5 BAA PR supersedes #55116 —— 1% PR R3E telechat3-yarn M AHEFRTTEE, &
PR ZMAEA YaRN KIEHMRE LA RoPE 25, BETR—H&,

« PR #56279 # A PR BRfX: deepseek_yarn max_model_len 85 (rBREL T X HiEM4)
: PR body B BAA PR supersedes #56279 —— i%Z PR A deepseek_yarn BIhinHERRIA,
A PR A LIEMN— R MEEZE yarn/deepseek_yarn/deepseek_llama_scaling.

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: El—3hREZ: & PR &2
deepseek_scaling_rope.py 5 _get_and_verify_max_len B3 DeepSeek MLA £ 7|

(& V4 Kik) B RoPE ik 5REETXKE, BizA$E PR KT
viim/v1/core/kv_cache_utils.py 5 T X /KV BEHE KRR,

« PR #56433 [ROCm][Bugfix] Fix AITER preshuffled FP8 block-scale kernel: [&—3&a] &
. FIEBMEIE MLA/DeepSeek B2 LB BRBUESE R (RIE & FP8 kernel HE. K PR 2
YaRN attention scaling 5§ L TFTXKE) , HHAZBRATHERERTISARX, EEER
X%,



