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PATHE
- —A3E: DSpark KV #EAKEEE WL KV-only EF
« BHENE: BEE/KEIEL, LHEEZK KV cache BEA. BERNZSIZHAERD AR TR,

e RE=AFHRE: —2 A kNumHeadsQPadded == 0 £ AELA =& N MR ZH
B KV kernel, WK#EXKB RoPE & ASEMTARR K, RMEERS IS NEZEZHI
Iy ZRIBIEKFTEM Python BMERRE| C++ Ml cache IKEFRES, BET S
attention EEB MR LS, ZBILMAREMNRRAL E KK wrapper BEH
STD_TORCH_CHECK, it #EEFAOLZRE,

RSN ERERN: NAARFETEWLTRMAE >16k token FIRIEANR R,
512/2048 token BIMEESEET,; URMIRRX dummy-query E&MEFTHEE, 75T
SRS TIBESM, BIWEELE #55654 EE M uint8 API Uksk, Hih—% =
NUM_TOKEN_CUTOFF B§K token AR, WK fp8 ik scale. dEA dtype BYIRFEEEAZM
Ro

THRES B

PR body BA# BAr=Z [Replace the DeepSeek-V4.1 DSpark context insertion call's

unused query allocation and query work with a KV-only wrapperl , #3518 [Keep
projection. kv_norm. scheduling and acceptance logic unchanged] . BZER]
_insert_context_kv By docstring & [we pass a dummy query and discard it, since
context tokens have no queryl] ——DSpark A context token XE&A query, HbM
# [n_ctx, n_local_heads, head_dim] #n fp8 0 X BHIM B — dummy_qg_fp8, BIRFHER
FRARBEEA, EAMEELE query X—MIWEX TR, FEAEFEERABRA

CUDA KV #% (MAEHE kernel) , UEBWIERSHEEST KV 0%, KmERSF
RoPE & A5 EWMATA—ERBAIIR T EMRXER2FF 4, 1% PR EBSZ #56320 £ dsv4l-feat &
A main (#56214) FHEZRRA, FEEEM deepseek v4 1 — deepseek v41 BEKKE,

SCEL AR

ZEAND: vlim/models/deepseek_v41/nvidia/dspark.py B _insert_context_kv——DSpark
HERERREAN context KV 89— A0, JR%&IZ cache_dtype =X HE&BHE dummy
query, BLFEURESKA—RE-FIRHA



1. 33 KV-only C++ EFAO (csrc/libtorch_stable/fused_deepseek_v4 _qgnorm_rope_kv_
insert_kernel.cu) : ¥ fused deepseek v4 kv rope_insert, & ALLE QNorm FRAs
£ 7T g in. g_head_padded. eps. apply_g_norm, BRAFIEE %L fp8 scale §
kv_mxfp8, REIREH— STD TORCH _CHECK ®EZE /dtype/shape/stride/ 1BF& 5
E (kv F1ER&E& contiguous bf16 [tokens, 512]; k_cache @42 3D 4T cache
B stride(2) == 1. size(1) == cache_block_size; slots/positions A [Ei& & contiguous
intb4; cos_sin_cache A float32 [max_pos, 64]; iBERREE packed BTAIE
528/584. EARN 512; fp8 X &HER— float32 /=& scale) , FHIZ k_cache
dtype 4Jk: packed uint8 — launchFusedDeepseekV4Templated<scalar_t, 0, false>;
fp8 e4dm3fn — launchFullCacheKernel<scalar_t, false, true>; bf16 —
launchFullCacheKernel<scalar t, false, false>, ¥%3FE FRABA kernel B3R B 2{R$F
RoPE # NG ENTAREARE; bf16 K XITLEK stride F 2 WARF T stride (cache 3
1B uint8 EER) , padded page stride B IR E,

2. BieEF schema 5535, (csrc/libtorch_stable/ops.h.
csrc/libtorch_stable/torch_bindings.cpp) : ops.h 3&hn 7 /TR %K= HR;
torch_bindings.cpp #3% schema fused_deepseek v4 kv_rope_insert(Tensor kv,
Tensor! k_cache, Tensor slot_mapping, Tensor position_ids, Tensor cos_sin_cache,
int cache_block_size, Tensor? fp8_scale=None, bool kv_mxfp8=False) -> (), FH&
STABLE_TORCH_LIBRARY_IMPL(_C, CUDA, ...) X TORCH_BOX M5, k _cache
H Tensor! RXJBEME . fp8 scale BRIA None, it=# cache BRILH—% schema; &
FRIEME| CUDA fE3m, HtbEsmRRA<EERRIEM,

3. I&FE Python AAMBEL (viim/models/deepseek_v41/nvidia/dspark.py) :
_insert_context_kv B 60 fT=2 %A —KAHAH, RIXE swa_cache_layer.kv_cache,
swa_cache_layer.block_size. rotary_emb.cos_sin_cache. kv_mxfp8, WXk fp8 cache
BHEY _flashinfer_fp8_kv_scale, JRELERAERE T XITERE: BXEEEEM cache KEF
WREF, attention BEUUE TR kv_bytes per token 282 (CBEICXKS E4EICKRE 9 RE
R—%) , M block_size ABRE layer, #EEFMA k_cache.size(1) == cache_block_size
R XIS AE K, n_local_heads. head _dim. padded_heads. eps.
_flashinfer_fp8_q_scale_inv A EMILE, 5 attention BB EEZET %,

4. M byte-exact EVAMRK (tests/kernels/test_compressor_kv_cache.py) : #3g
test_dspark_context_kv_matches_query_insert, # cache_dtype/kv_mxfp8 (
uint8x{False,True}. bfl6. fp8&) x num_tokens {1, 17, 1023, 1024} x use_graph
{False, True} 3 24 #H, F as_strided ¥3&# padding B page stride 5 528/584 123k
W legacy insert ERIBGERTEY dummy-query = XMEARFHEK,; SHKE)
kv/positions/slots (=% slots & -1) , IBEIR backing % uint® FFEFH LT (
rtol=0, atol=0) , FHWrE kv REELHIKE ; CUDA Graph %% 31 capture /& replay
B—E M. %X R BREARAR A B is_cuda_alike() YREA is_cudal)e

5. review BB MAEMEE  (maintainer commit 8693¢714d3) : &
launchFusedDeepseekV4Templated B9 MM AT AN kNumHeadsQPadded == 0 |l,
BB LIEANLLE warp-per-slot grid; GB300 & 16384/32768/65536/262144
token TH 18.53/34.94/69.61/269.92 us B3| 10.90/14.05/33.74/122.27 us, 2048
token EARTLE, # review ERMFREIIEL benchmark BIA (



benchmarks/kernels/benchmark_dspark_context_kv.py) B2k, MEEIEIEKH PR #iR
54 MM EAR; 1Z commit B P E ZMEE MBI R EER, AXIREREF.

R

« csrc/libtorch_stable/fused_deepseek_v4 _gnorm_rope_kv_insert_kernel.cu (#1k KV #&
ANEF; £5 source; £A core-logic; &5 fused_deepseek_v4_kv_rope_insert,
launchFusedDeepseekV4Templated, launchFullCacheKernel) : 4~ PR & FE4K: #7
fused_deepseek_v4_kv_rope_insert B% (FARE + =R dispatch) , HEEE
TS T HMAREFRMN, B2 PR BEREERE. UREDH IR,
vllm/models/deepseek_v41/nvidia/dspark.py (#3k EfEER; 25| source; LR
data-contract; 4% _insert_context_kv) : DSpark fllg4rg—@ R & :
_insert_context_kv B 60 4T dummy-query =& %X &k —>% KV-only A, FHUKET Xt
attention B BMEKE, ZEANKBIE Python MBI LUK D 4L,
tests/kernels/test_compressor_kv_cache.py (3t RAZOMR; %3 test; LR
test-coverage; 5 test dspark_context_kv_matches_query_insert, legacy_insert,
insert) : ¥ 24 A byte-exact VIR test_dspark_context_kv_matches_query_inse
rt, ABGERIEY dummy-query =2 X AREEKZRFFH LT ER cache, B & 528/584 iBX
Y. padded page stride. slot=-1 5 CUDA Graph replay, &7 PR "E—# B sh{LIR[E,
csrc/libtorch_stable/ops.h (#3k EFHEBH; £5| source; £ core-logic; &F5
fused_deepseek_v4_kv_rope_insert) : #3¢ fused_deepseek_v4_kv_rope_insert #
C++ BB, BRETFTINRANERNEXMNE (£ g_in/ g_head_padded / eps, A
fp8_scale / kv_mxfp8) ,

csrc/libtorch_stable/torch_bindings.cpp (1&3k EF55M; 35 source; 2R core-logic
. &5 fused_deepseek v4_kv_rope_insert) : JFMEFH schema 5 CUDA 5Z3L:
Tensor! k_cache BRMEIEX., fp8_scale BRIA None iL=F cache ¥ NILH—%
schema; RERMRE TZEFRE CUDA Ein+ A,

XPEMFS . _insert_context_kv, fused_deepseek_v4 _kv_rope_insert,
launchFusedDeepseekV4Templated, launchFullCacheKernel,

test_dspark_context_kv_matches_qguery_insert, legacy_insert

RERED R B

vlim/models/deepseek_v41/nvidia/dspark.py

DSpark Mgy —iR A & _insert_context_kv B 60 4T dummy-query =2 %X &K —K
KV-only A, FHUKE T attention FBIERIRE, REANKINE Python MIKIRAUK D 4L,

# vilm/models/deepseek_v41/nvidia/dspark.py
def _insert_context_kv(
attn: nn.Module,
kv: torch.Tensor,
positions: torch.Tensor,
slot_mapping: torch.Tensor,
) -> None:
"IEANB A kv_norm 8 context KV, ABHHMEET query, "



# 98E M cache FHIRBLAZRE [num_blocks, block_size, bytes_per_token],
# FTLLERREEEM cache IKEiR, FERKHM attention B LY
# kv_bytes_per_token Z ERBM—3XNEFUUE A REE KK swa_bytes_per_token
# (BRECREERRFICREELR—KE) . block_size 3#REXA layer,
#LEFEB k cache.size(1) == cache_block_size #RE& 4k 4k 4 3K,
# MARIEKEMREXERE R,
cache = attn.swa_cache_layer.kv_cache
torch.ops._C.fused_deepseek _v4_kv_rope_insert(
kv,
cache,
slot_mapping,
positions,
attn.rotary_emb.cos_sin_cache,
attn.swa_cache_layer.block_size,
# RALE fp8 e4m3fn cache EE KV scale; uint8 / bf16 15 None BIF[
attn._flashinfer_fp8_kv_scale if cache.dtype == torch.float8_e4m3fn else None,
attn.kv_mxfp8,

)

18 X Ag4e

1. PDL BshER (MBE) : zyongye £ CUDA wrapper 4% TLet's do launch with pdl
for this kernell ., & EE KV-only A0 B#X#*Z launch helper 2 PDL, #H
LD PRELOAD XLME| 72 XREEWK cudaLaunchKernelExC, &%k numAttrs=1.
programmaticStreamSerializationAllowed=1, 3R E cudaSuccess, H& 12 XR&E4EE
CUDA Graph capture #818——BiLGE/TRHEE RN, fmIEskfrg,

2. MRS benchmark (BEESEE) : zyongye Xt benchmarks/kernels/benchmark_dspar
k_context_kv.py R¥—4] No need to include this] , EEZREMARIZAIFM PR
R BRI @4, PEREEIER B T HNMREARSINR gist AKE.

3. BEMLMERETE (KRREAMENRE)  maintainer & 8693c714d3 HRBAESE 1
launchFusedDeepseekV4Templated<..., 0, ...> fell through to the reduced-grid
kernel above NUM_TOKEN_CUTOFF. That grid earns its keep by iterating a token's
Q heads inside one CTA — with zero Q slots there is nothing to iterate - Launch
overhead hides this up to roughly 16k tokens in a single insert, which is why the
microbenchmarks in the description don't show it. Past that it costs about 2x.] FE/E
Mt GB300 SZMFFAELMAERE kNumHeadsQPadded == 0 |1, XEEIEH PR #iRHY
512/2048 token EAE =1 PR/ X ],

4. FEETEMER CWHRA%R1L) @ zyongye Z&iml [Can we run some accuracy eval with
dspark on? Like aime and gpgad? and report per position acceptance rate?] , &
A RENL prompt TERERAGRAIEZ X G, zyongye BiEE [These are acceptance
statistics from random-prompt performance workloads. Can we try aime or gpqga for
real data set benchmark? Otherwise the data means nothingl , FFitEg [
_insert_context_kv is reachable only through the drafter, so an eval without DSpark
does not execute this PR at all] , XA BHEFERAAELIREALER— PR LI gsm8k
/ gpga_diamond, BE=f KV &R MR X /EF APPROVED,



5. Kernel Bit5 &3 RIZEE: claude[bot] A fork MZERA B review; mergify FORIET
MRE rebase; /ci run FRESR X %G main (33 commits / 2 commits) #IE, &AE
3b730dcc Lft% Buildkite CI #89176,

« KV-only AOZBZEZEXREHA PDL B35 (performance): TENRMLKS), PDL BEdHH£E
launch helper $#2ft, FHLGEITH launch BHEIGNEEIA; X FHEZIZIEE,

« MRS benchmark BIA (testing): Jh3L benchmark BABEL, MEEIEIESAE N PR
R G ISP I BEHE, RAETEHMEMIRIRE,

« BEWSL T MR EFRML (4 2x) (performance): #IRr &K A kNumHeadsQPadded
== 0 |l num_tokens_full < NUM_TOKEN_CUTOFF, &E#&#LEZEA£ warp-per-slot grid
; FIRZET PR #ERMEENELS 2R,

« BRATIHIBEERNRBIEE TN (testing): UELZFIRETNERAFEN prompt HEZ R
it, BEMETHZ % dispatch 4% )& PR 3k APPROVED #& 3,

« 5 #55654 19 uint8 KV-only #&A APl 2 (design): RRERINA T EEN; B API
NESHERNBARLIE, BT RAFNZIT R,

« rebase 5 Cl fibt % BURIZEHE (other): £ 3b730dcc E5B K rebase Eft% Buildkite CI
#89176; rebase RAXT pre-commit. git diff -check 5&8&KE%E, KREH CUDA HiF
5 GPU MR,

K5 &
o

1. K token M#&ERM (B8, EREMREX) : launchFusedDeepseekV4Templated
8 reduced grid 7 kNumHeadsQPadded == 0 B4/ token R FA— block. 8 4
warp F 7 NEE, >16k token BIRIEANY 2x; BB R maintainer B
8693c714d3 F, MEFIENIRTFARE 1024 token, FTI3EEVIEZXNBEEUEBITH,
J& BAEATARE AR B IF N EMEEE = NUM_TOKEN_CUTOFF sy AR5,

1. BUE / B EMMHEREAIER: /FE BRBHANEF 5/6 XA—EK, strict
output_mismatch 3%, token ID #E[EE logprobs BEEZHF (RAXLZFRIRLXT £
0.04112/ 0.02950 / 0.19136, XtR serial / forced-input / concurrent) . E3FEH
gsm8k 0.9325/0.9303. gpga_diamond 0.9167/0.9066 B TXEEZIE, F=ZI& token
EMIEH., NEEES KV cache BEksh, ZE WA cache dump BFEFH X, logprob &%
W=

2. MRS WRBELRE: HRERE A/B. 88 16 18K, LEEXLERFRXE ((FEEK
FRESH_SMOKE_ONLY) , BEWE draft #ZERE (6.5674%—7.7038%.
2.6570%—3.8615%) . 512 3 A TTFT Rifu LA (3313.51—3472.94 ms) , El
+14.87%/+12.77% AR &EVIET KV #EAS PDL, HEER 1.95x-5.93x REHX
512/2048 token, 1a4F&E MR BT HBERIX 8],

3. MR B EM R test dspark _context_kv_matches_query_insert R5 legacy
dummy-query B2 byte-exact Xttt (ER&BE&) , STD _TORCH_CHECK BIESEHMASL
*. fp8 cache 1& fp8_ scale=None. dtype H5iF%E AR LEHIREERZTAA;
skipif(not current_platform.is_cuda()) £ ROCm Z2FrEH, METFHRE
STABLE_TORCH_LIBRARY_IMPL(_C, CUDA, ...) 5¥#t, &4 K73 CUDA F&E A3



_insert_context_kv &3 BURKEFMEF,

4. APl EE 5% &fi: PR body BiRY #55654 & uint8 KV-only #EAELEZ, [The
overlapping uint8 API should be consolidated if both approaches proceed] ; A& PR
ANEEBWMLEA=LTAANRER (& #55654 L dummy-query EI3R 8 BF16/FP8)
. RVEZHSE T RFESEILNIEAN APL,

5. rebase EREM GPU I&iE: body BA# [CUDA compilation and GPU/model tests
were not rerun for this rebasel , B fresh serving A/B Idid not execute the rebased
main PR headl . IABITEAER (24/24 MR, 72 2K launch M. gist B B9 source
hash) #REEERH commit £, RAEAR head RE3E CI 5 maintainer WESLZRE
N EEREE, - ¥W: WA RABRES API T, ®ramfREEsEA
DeepSeek-V4.1-Flash BFF B DSpark Z#LAEESH) CUDA E, FAF RN ESAN
draft & —KX dummy query 2B 5H FHTRGTE, FEAMMEER 1.95%x-5.93x,
ESRE R E LR AR AGIERA, K aEXIMKIE,

A% fused deepseek v4 kv rope insert BRA V4.1 ETFUEEARRNFALAD, £ T
EXREXREBKEFR MARBEFE C++] XAXATEMTR; _insert_context_kv
*t attention BEBMARERD (n local_heads. head_dim. padded_heads. eps.
_flashinfer_fp8_q_scale_inv ¥AEIZER) , #FFE / EHEICXTEEBRERTUFEF4L, FiT
op W slot_mapping.size(0) ¥EA token #k. E3K positions BE LI kv 17, AR EEEST
eV AR A,

SEIRA: XZE—FM C++ Wi, EFFB. torch 4FE. Python A SBMRNREE %
AR, B TERABEARNEMIEFRS kernell HERE S MAREFIEBN HMER (Kimi-K3,
MiniMax-M3, GLM &) B KV iEAMMNE BEEEEMME, TFRE—EZREZHIEEIT.
maintainer & B/& commit A GB300 EM—— 4 & HEEERFNIR AL T R & BIEHE ] Tk,

« REARID: K token MR , S0 K token MIRB X |, MEEIEIB{XEKR smoke, HiH &M
MR EARIERR | rebase EREM GPU, APl 5§ #55654 £&

KRR EE

« PR #56320 (J& DSpark KV-only ETFX3EAFMES X PR, ARELREMBIFEEH) - &

PR & #56320 & dsv41-feat & A main ERERRA,; RigfFELS X PR BXE, TR
wit (BREWLEREAAZK) —3K

« PR #56214 (dsv41-feat &A main 8 PR, #RELREMBIFLE)  ZEHFFEK
deepseek_v4_1 — deepseek_v41 BRKEZ, HEEFHEK PR EE rebase H R FHEHBMIR
SR (commit 1712722049) ,

« PR #55654 (V4 uint8 KV-only #&A + fused kv_norm / projection 2Xzl, #r@URIEAF
F45H) : PR body BABEA PR 5HAE uint8 KV-only IEANBEMLESE, £FEAR PR AR
— B/ WLRIZEE BF16/ L@ FP8, B A#IE fused norm/projection; #H APl £&
J& BLUR 8K

+ PR #56254 [DSA] Wire DeepGEMM sparse MQA logits into the DeepSeek V4.1
indexer: [EJ& DeepSeek V4.1 ALK NZRMEREMA, BKBNERTRAE
vlim/models/deepseek_v41/ 5 tests/kernels, T BHEHAZEAT AN, FRIZITEREER

IERAZ



« PR #56346 [Perf][Kernel] Add sampled filtering for persistent top-k: E+EE
csrc/libtorch_stable/ FEkiE / #3 CUDA AZHEE tests/kernels § benchmark, ¥
YERAR PR EF%EH 5 MAEIEIRARNS R,



