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[ROCm][Bugfix] Fix AITER preshuffled FP8 block-scale kernel
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PATHRE

- —A]3&: 658 ROCm AITER FEHE FP8 WAXEIR, RE MLA EAEKE

- EME: ZDEIR, AHE%AI ROCm. £ GEMM 2 MLA BRI X2HR
B TSR &M —RIREZ ] K2R bug, BEFE (BEAKE + BITHEK + &
FE - BBRERRNE + EEF—RRER) TEEIBIHEMTEEER, EAE=AEIT
RE: —RB A4 is_bmm/skip_weight_relayout @A process_weights_after_loading
MAZ can_implement B¥|r; —2 wq_b_act_scale_transpose 3R[E bool | None. &

(TR BRI AERIES,; =& apply_block _scaled_mm 8 byte-order AR A

docstring K. EEATRHZE I *— TP >= 4 B DeepSeek/Kimi 3B |3HK kernel &
VIR (KRIAT / FUERF As IBUEER) , FHFAIA _reads_weight_directly $#2R]
return BtBkiE e8mO upcast BEABENZ,

Th RES EAL

PR #51692 5| N\ AiterPreshuffledFp8BlockScaledMMKernel #F{BE#XE ROCm
block-scaled thE&F| £ &M, F3K DeepSeek-V4/V3, Kimi-K2 E£XKE MLA R Bk
ZA%, MEEWELERRE (PR body JRX) : W% Treads the activation scale as
column-major, while pre-quantizing callers emit row-major scalesl , FEIRIEIFMHER (
body 51F (M, N // 32)) FiARaWEE: WAREMERE B-preshuffle IRE, fRR Xt
fused_wqa_wkv. wo_b. gate_up_proj =>X shuffle, M1 shuffle_weight 2 E#fmIEXTE;
wo_a & BMM B, REWBRR BEEIRER, #HMEHERBEREIIR; kv_b_proj # MLA &
get_and_maybe_dequant_weights ERAF3E W_UK/W_UV, RBIHERBEHEHE, b
DeepSeek-V4 £ ROCm £HE wq_b_proj ¥¢% apply_block_scaled_mm i
NotImplementedError fis8 &Lk BaN, FERE TP MAEAMX: DS V3/R1 & TP1/TP2 IEF.
TP4/TP8 Hi%E, Kimi K2 £ TP1 E¥. TP>2 %, EU/R%LHR DS V3 TP1/DP8 MIRXE A &
S5 EF kX 8],

SCEL AR

1. REMIERRAZARABEREARE (vIim/model_executor/kernels/linear/scaled_mm/
aiter.py) : ¥E AiterPreshuffledFp8BlockScaledMMKernel L#73g
wants_transposed_act scale: ClassVar[bool] = True (3Z GEMM 3| £ 7380 E scale)
5 preshuffles_weight: ClassVar[bool] = True (InEHRIASIE layer.weight EHK (16,
16)) , FIESHE reads weight_directly(layer), it is_bmm (wo_a RREMK) 5



skip_weight_relayout (MLA # kv_b_proj) iR%| THMES¥ apply_weights Z 7M1 ES
HERR HWE. XFIMIERRERMEZEAIT LN, FrX can_implement EAE,
R BB TE N 2 HA A 3T AT B HI B SR Ko

2. IS5 PUTERIRRER B X : process_weights_after_loading Xt
_reads_weight_directly AEBEIRAI return, RBML shuffle_weight; apply weights &
¥ plain = self._reads_weight_directly(layer), plain 42 A
rocm_aiter_ops.gemm_a8w8_blockscale (B EEAL transpose_scale=False) , LEE
215 H gemm_a8w8 _blockscale_bpreshuffle (transpose_scale=True) , fRIE RREH
Bl 5 [E0F scale %] AR —E., BR% apply_block_scaled_mm E# raise
NotImplementedError, KNI gemm_a8w8 blockscale_bpreshuffle, 1
docstring BRHAEE As ARSI ERF. TEFASREE M > 1 BRESERKE—XE
O IERE DeepSeek-V4 wq_ b _proj MEARIZHAD,

3. EARIMBkI EE shuffle: viim/models/deepseek v4/amd/rocm.py Fi3EREIR K R #K
weight_already_preshuffled(linear) (3% kernel.preshuffles_weight) ,
prepare_attn_preshuffle. prep IR fused_waa_wkv. wo_b Bt 53|k E
replace_parameter; vllm/models/deepseek_v4/amd/model.py #]
DeepseekV4AMLP.prepare_gateup_preshuffle £ H B —HIB£RIF gate_up_proj. XFEN
BEEAFAMEM shuffle BRAZBEARERE, TARREEE L ERD,

4, EFFE - EBEME scale TFWME: rocm.py 3 _wq_b_uses_aiter_block_scaled (
bool) ##4 wq_b_act scale_transpose (bool | None) . BU&E self.wg b 5
indexer.wg_b FANHE BE B wants_transposed_act_scale; EREEFF—EKw
logger.warning_once #3R[E None, FEFREREZ—REAN—1 gr_scale TIER
RB#E R NN, _split_gkv_and_norm #EHIBEL rocm_aiter ops.fused gk _rmsnorm_
group_quant By transpose_scale MEBZRAY False BRAMEI LR, F7E transpose_scale
is None BYEIRHEFERAZ,

5. BiEiRrERE . vlim/model_executor/layers/attention/mla_attention.py 1B
kv_b_proj._cpu_skip_gemm_dispatch = True 28X kv_b_proj.skip_weight_relayout =
True, FBEHMM TAMX/CPU 1E8X] R AREAIEH [MLA reads this weight directly to
build W_UK/W_UV, so a backend must not relayout it at load time] ;
vllm/model_executor/layers/linear.py 8 CPU process_weights_after_loading F&=Z 2X i
AR, BRRFTHE. ’ALA torch.nn.functional.linear,

6. MRS WIEEE: & PR REEMMAXHXE B (changed_files £4R) , I
FRRBFLLERE CI: PR body %4 DeepSeek V4 / V3 TP8 gsm8k & 0 % £ 3|
0.9568 / 0.9458, DS V4 Bt AMD CI 8 TLM Eval (Large Models)] MIREE =,

R

« vlim/model_executor/kernels/linear/scaled_mm/aiter.py ({3 &iMER#Z; FEF source;
KA core-logic; &5 AiterPreshuffledFp8BlockScaledMMKernel,
wants_transposed_act_scale, preshuffles_weight, _reads_weight_directly) : N#ZE K
B #3E preshuffles_weight / wants_transposed_act_scale ANBEAIARES
_reads_weight_directly iZ4TE#|E, it bpreshuffle NAZ R BB ERERA S
, F apply_block_scaled_mm M NotImplementedError 854 ¥ B bpreshuffle



GEMM, E#FERTE DeepSeek-V4 REETE ROCm B 5l

vlim/models/deepseek_v4/amd/rocm.py (#3k SEE A SZI,; 25| source; LR

data-contract; 5 weight_already_preshuffled, prepare_attn_preshuffle,

_wq_b_act_scale_transpose, _split_gkv_and_norm) : fZEM|EKk5h: FIE

weight_already_preshuffled fi prepare_attn_preshuffle Bkt =& shuffle, Fi

_wq_b_uses_aiter_block_scaled #%% A _wq_b_act_scale_transpose, EMA wa_b JE %

FERFA—RE EFRFARME norm+quant REZ—3XZIEMR THUE scale T FARMLEL)

XEFFREROZCEE,

vlim/models/deepseek_v4/amd/model.py (FER RIBINLE; 25| source; ER core-logic

; &5 DeepseekV4AMLP.prepare_gateup_preshuffle) :

DeepseekV4MLP.prepare_gateup_preshuffle £ weight_already_preshuffled, #%

gate_up_proj REBHAREEREER shuffle; FRHEZABSFAER X H, & HEARA

BREAREMR] BENEH— & H,

« vlim/model_executor/layers/attention/mla_attention.py (#3R SEF&EHE; £ 5| source;
E A data-contract; 5 MLAAttention.init) : 8
kv_b_proj._cpu_skip_gemm_dispatch = True 2N &3k T x 8
kv_b_proj.skip_weight_relayout = True, ¥ AMX/CPU £EEBKA MLA BEEiE
BUZREME W_UK/W_UVI , BERKZM _reads_weight_directly 8£iR%| kv_b_proj B98E]
#o

« vlim/model_executor/layers/linear.py (#&3 £&MEE; 25 source; A data-contract;

&5 UnquantizedLinearMethod.process_weights_after_loading) :

UnquantizedLinearMethod.process_weights_after_loading B4 CPU 4 % [&#F BKi

skip_weight_relayout, #RIEFREKL S CPU £ MLA 8 kv_b_proj k3T, BRI KE

i F.linear,

XEFE: weight_already_preshuffled, AiterPreshuffledFp8BlockScaledMMKernel. reads
_weight_directly, AiterPreshuffledFp8BlockScaledMMKernel.process_weights_after_loadi
ng, AiterPreshuffledFp8BlockScaledMMKernel.apply_weights,
AiterPreshuffledFp8BlockScaledMMKernel.apply_block_scaled_mm,
DeepseekV4ROCMAiIterMLAAttention._wqg_b_act_scale_transpose,
DeepseekV4ROCMAIiterMLAAttention._split_gkv_and_norm,
DeepseekV4ROCMAiIterMLAAttention.prepare_attn_preshuffle,
DeepseekV4MLP.prepare_gateup_preshuffle, UnquantizedLinearMethod.process_weights
_after_loading

KR BR

vlim/model_executor/layers/attention/mla_attention.py

3 kv_b_proj. cpu_skip_gemm_dispatch = True BN 53T % B
kv_b_proj.skip_weight_relayout = True, JEBM AMX/CPU £ RIEMXAN MLA EEFEEEZ
REME W_UK/W_UV] , BERZM reads weight directly &3R5 kv_b_proj BIRIIZ,

self.q_pad_num_heads = getattr(self.impl, "g_pad_num_heads", None)
self.is_amx_bmm_enabled = getattr(self.impl, "uses_amx_bmm", False)



# IHEZIR KX [CPUAMX RE3ITH] BAEER (_cpu_skip_gemm_dispatch) ;
# IR N BT KB skip_weight_relayout: MLA & EBEEUZARER

# MIE W_UK / W_UV, FrBUER)E 3mER AR 1 0 308 X B E

# % B MRS B AiterPreshuffledFp8BlockScaledMMKernel._reads_weight_directly
# 5 UnquantizedLinearMethod.process_weights_after_loading t£ Rl E %%
kv_b_proj.skip_weight_relayout = True

self.use_direct_call = not current_platform.opaque_attention_op()

PR AL

A PR BT EMR/N: 3 %K issue FLEILEREMEAR (titanaa B9 /ci run 5% CI L8
AE) , review comments A 0, BEFAITRITIE, B review 2% & claude[bot] B
COMMENTED (J&1&E: "This pull request is from a fork — automated review is disabled.")
#a reviewer tjtanaa B9 APPROVED, #t’¥ RAA—4): "Approved as hot fix.", EEEAIRE
BB B]& (is_bmm/skip_weight relayout ZEAEE A FTHR. can_implement EARE]) .
apply_block_scaled_mm By TfTERF As FIREEHEHE LA, URBLER)IMIRAX = 2 48%
AW FFEIT MR, BT MBEAEEETEE. BE2FARKSGER] RS,

« X hotfix & REHAEE AN (other): EAFEZE ROCm MLA AWM ERZIFEN (
merged_by R A tjtanaa) , 1BEEAIRERIE IR, apply_block_scaled_mm BYEEER
byte-order BAERITH YR A LA XNERITH,

- fork PR BNEZNTHEHEA (other): KA —RMEENTH, & PR MIITHEEZTESRHMA
IS CI (tjtanaa B /ci run 5 Buildkite E#)

« BREEVNIMHRARBEITIE (testing): MIRERORFFRAR: ZREREM > 1/ TP > 2 KEI

, BERERTEZBNEENXE, BIWGLEA TP >= 4 B93RE|3RER kernel REF EIN

Ro

R 5 B

« RNF&: 1) s aspfbE)FNER: PR AERT 5 NXHFHERAEEAMNRETE, mXEBRBERA
EM>18TP>2 AR (DS V3/R1 £ TP4/TP8 HEE. Kimi K2 £ TP>2 HE) |,
IFRENRAEZRIENXE; YAIRA DS V4/V3 TP8 B9F T gsm8k 48, RRIE(fTH#
TP F ke M4% (is_blockscale_bpreshuffle_tuned(n, k)) BIBKshER =] BB E #75| NE2BRSE
%o 2) BFERIEDORY): AiterPreshuffledFp8BlockScaledMMKernel.apply _block_scaled_
mm # docstring BAFE T Trow-major one will not raise, it just returns wrong
numbers for M > 11 , JBFAA apply_pre_quantized_block_scaled_mm &K%
_wq_b_act_scale_transpose Z REZEHIEFMY As, (EMITERAREE LB ZAELREFE
REE, 3) #BAI return Bkt TR E scale EXAE: process_weights_after_loading 7
_reads_weight_directly BT ws.dtype == torch.float8_e8mO0fnu By upcast Z &l
return, MIXLE2ZESE apply_weights B plain 2% B3R A
gemm_a8w8_blockscale, F1& Fp8BlockScaledMMLinearKernel.apply_block_scaled_m
m ARFEL— dtype; BEXEEFH e8m0 IRE scale, TEEGEREEN dtype FaR (ME
FEEZBROEIE, BTERATN) . 4) HERGHEFREZM:
_cpu_skip_gemm_dispatch — skip_weight_relayout ZEfhEBMHEGEL, EOEHMMANE
SONRIEMHTIREIHSG, CPU BESFHRBREITEAX ((TASMEZWN) , FF grep #



ANBEAITH, 5) MEEEER: % wg b 5 indexer.wqg_b £FA—KEELE norm+quant

REBZEER (BAU#RRELE R , BREEEREZSTUMIEIEN bf16 gr;

kv_b_proj £ ZW3REIEE blockscale GEMM, prefill-context BR{Z2FTRERS IS, BT IEFM

REERE, 6) ROCm TEE: KR #" ROCm + AITER + fp8 block-scaled A&,

CUDA/CPU BZ2A %M, EVIANMKEREE AMD F&, EtEREE AMD CI AR

K EIZSHRET,

« ¥ AFM: ROCm 35T DeepSeek V3/R1. V4, Kimi-K2 & MLA + fp8
block-scaled &8, HEMA TP4/TP8 WAF LAIZIHWE LA THNME (gsm8k 0
, BRIREE) , DeepSeek-V4 £ ROCm LN EETAEE; BEEREWRES| ~0.95,
BT TAARTHKEITH] NER, A4M: £ TREZTEHEREER TECE
scale A ER] MECEAESERARBEENRANBE, BAAAZEARE (
preshuffles_weight. wants_transposed_act_scale) 5ERBM (skip_weight_relayout)
, FFHE MLA MBHARAM CPU/AMX ERIZEXKAGHBRAIEX, XERATEWHIE
JEHHEH kernel/backend #k&, HFAMI: aiter.py. mla_attention.py. linear.py By
shEM T TAZRFEREEAN. REREAREREFTI relayout] BITMERR, JE4MET
AITER ARSI BMAA RN T ZEE, TUEZEIAR PR WERIEIR, FEF AMD CI
# LM Eval (Large Models)] #A7&3E 7 E52 B EYVIFF X,

« NFFRIE: SRAOMEREZ | B#RRES RN , BEREATE |, ROCm TREERZ , BE
T BE =R

KRR EE

« PR #51692 3| A\ AiterPreshuffledFp8BlockScaledMMKernel # &F ROCm block-scaled
eS| REMN GrEUREMBIRIRME, #EA PR body 51FH) : X PRESEME)IFRL: E2
'©HE bpreshuffle AZHBIR IR ENM, Z1E DeepSeek-V4/V3, Kimi-K2 & MLA =&
WHIZ NI B EE scale TF. =K shuffle. wo_a/kv_b_proj EHerH &b ERF4,

« PR #56214 [Model] Support DeepSeek-V4.1-Flash: [El— DeepSeek V4 7 24 8931 #A 2k
51 (ROCm/MXFP8 B&42. MLA indexer. kv_cache_utils) , 54 PR &2k
viim/models/deepseek_va4/amd/* £FHEE G EHNZEFZEE, N PRIEEMN DS V4 B
e ERLIE B TR A £,

+ PR #55239 [ROCm] [Bugfix] Route GLM-5.3-Flash MTP through ragged sparse MLA:
A ROCm MLA/AITER B&12 E B9 BREMEERIEE (BKEL sparse-MLA 4IkIB#H) , B
rocm.py B A vlim/v1/attention/ops/rocm_aiter_mla_sparse, BT RE— [ROCm K
BARESERIE ] 89 E Ak,

« PR #56138 [Bugfix] Pin EPLB and MLA host-to-device transfer buffers: 3T MLA / ¥
FUEE AR bugfix BRI T BEYTINIK (tests/v1/attention. tests/distributed)
TEAAR PR BREMIRAIXT R : FZE ROCm/MLA #4BRIE A1 5] 18 % 4R EC 7 B shfb =3,



